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Abstract

Priors play an essential role in Bayesian theory, and they are
frequently center stage in scientific inference. In image processing,
geometric priors became very popular in the past decades because of
their physical explanation. They usually favor sparsity in the result
in order to remove the noise. However, the sparsity might not only
remove the noise, but also the details of the surface.

In this thesis, we argue what priors should be imposed for cer-
tain types of surfaces and how they can be imposed efficiently in a
variational framework. We show that spectral priors can preserve
the details while removing noise efficiently. These priors lead to
spectral regularizations that are more general than geometric ones,
but more specific than entropy regularizations.

In order to infer the distribution of a certain geometric property,
such as curvature, over a surface from a finite number of discrete
samples observed from that surface, we either need a regularization-
free method for surface reconstruction or directly infer the property
from the samples. We first show a novel method that can recon-
struct a closed surface from a finite point cloud without any reg-
ularization. Thanks to the regularization-freeness, we can directly
extract prior information from the reconstructed surfaces. Directly
learning from the samples, we investigate the gradient distribution
of digital natural-scene images. We provide two parametric mod-
els for this distribution and analyze their properties, such as fitting
accuracy, sparsity, entropy, and computational efficiency.

In order to impose these priors in an application, we present a
generic variational model with spectral regularization. We discuss
several special cases of this model that recover to well-known models
in the field. We analyze the role of regularization coefficient and
how it is related to the convexity of the model. We illustrate several
applications of this model with gradient distribution priors in image
processing problems, including image enhancement, denoising, blind
deconvolution, and scatter light removal.

Considering second-order derivatives, we first show an efficient
filter that can minimize total Gaussian curvature over a surface.
Based on the same theory, we then extend this to filters for mini-
mizing mean curvature and total variation. We finally extend these
curvature filters to spectral regularization. We close by discussing
the advantages and disadvantages of spectrally regularized surfaces
and discussing possible future work.
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Zusammenfassung

Vorwissen in der mathematischen Formalisierung der Bayesschen
A-priori-Wahrscheinlichkeit ist ein zentrales Element wissenschaftli-
cher Inferenz. In der Bild- und Oberflächenverarbeitung gewannen in
den letzten Jahrzehnten geometrische A-priori-Wahrscheinlichkeiten
stark an Bedeutung, nicht zuletzt dank ihrer intuitiven physikali-
schen Bedeutung. Viele geometrische A-priori-Wahrscheinlichkeiten
bevorzugen schwachbesetzte Resultate, um so Rauschen zu unter-
drücken. Die Schwachbesetztheit unterdrückt aber oft nicht nur Rau-
schen, sondern entfernt auch Oberflächendetails.

In dieser Doktorarbeit gehen wir der Frage nach, welche A-Priori-
Wahrscheinlichkeiten für welche Arten von Oberflächen geeignet sind,
und wie man diese effizient mittels Variationsrechnung einführt. Wir
zeigen, dass spektrale A-priori-Wahrscheinlichkeiten Details im Si-
gnal erhalten bei gleichzeitiger Rauschunterdrückung. Diese A-priori-
Wahrscheinlichkeiten führen zu spektral regularisierten Modellen,
welche allgemeiner sind als ihre geometrischen Gegenstücke, aber
spezifischer als entropische Regularisierung.

Um die Verteilung einer geometrischen Eigenschaft, wie z.B.
Krümmung, über eine Oberfläche aus endlich vielen diskreten Samp-
les der Oberfläche zu lernen, benötigt man entweder eine regulari-
sierungsfreie Methode zur Oberflächenrekonstruktion oder eine Me-
thode um die Eigenschaft direkt aus den Samples zu berechnen.
Wir präsentieren zuerst eine neue Methode mit der geschlossene
Oberflächen aus endlichen Wolken diskreter Punkte regularisierungs-
frei rekonstruiert werden können. Dank der Regularisierungsfreiheit
können aus einer so rekonstruierten Oberfläche direkt A-priori-
Verteilungen geometrischer Eigenschaften gelernt werden. Als zwei-
ten Ansatz lernen wir A-priori-Gradientenverteilungen direkt aus
digitalen Bildern natürlicher Szenen. Wir präsentieren zwei parame-
trische Modelle für die resultierenden Verteilungen und analysieren
deren Eigenschaften, wie Approximationsfehler, Schwachbesetztheit,
Entropie und Recheneffizienz.

Um diese A-priori-Verteilungen in Anwendungen nutzen zu können,
stellen wir ein Modell der Variationsrechnung vor, welches spektrale
Regularisierung zulässt. Wir diskutieren mehrere Spezialfälle unse-
res Modells, welche bereits bekannte Modelle verallgemeinern. Wir
analysieren die Rolle des Regularisierungskoeffizienten und dessen
Verbindung zur Konvexität des Modells. Mehrere Anwendungen in
der Bildverarbeitung illustrieren den Nutzen des Modells, insbeson-
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dere in der Bildverbesserung, Rauschunterdrückung, Bildentfaltung
und Streulicht-Entfernung.

Für Ableitungen zweiter Ordnung stellen wir zuerst ein effizien-
tes Filter zur Minimierung der Gauss-Krümmung vor. Basierend auf
derselben Theorie erweitern wir dies sodann auf Filter zur Minimie-
rung der mittleren Krümmung und der totalen Variation. Letztlich
erweitern wir diese Filter auch für spektrale Regularisierungen. Wir
schliessen mit einer Diskussion der Vor- und Nachteile spektral regu-
larisierter Oberflächen und möglichen künftigen Arbeiten in diesem
Feld.
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CHAPTER

ONE

Introduction

Geometries exist in various forms. They exist in the universe even before
the earth was formed. When the earth was born, geometric objects, like
mountains, rivers, lakes and oceans, were formed. When life started, many
different kinds of geometry have been formed for life’s functionality, like
DNA structure, protein surfaces, bacteria, flagella and phytoplankton.

Usually, geometries are not isolated, but interact with each other or em-
bedded in the same scene under certain light condition with a specific view
point, as illustrated in Fig. 1.1c. In this case, the material of the geometries
and light source are also as important as geometries themselves because
the rendered image is the desired result.

Despite the diversity of geometric forms and the interaction between ge-
ometries, different aspects of one geometry are specifically attractive to
different research fields. For example, the scale parameter in mathematics
does not matter since it just gives the relative order. But the scale of a
geometry in biology usually relates to how much material is needed to form
such a geometry (DNA, cell membrane, organs, etc). Therefore, the scale
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CHAPTER 1. INTRODUCTION

(a) a protein surface (b) Ceratium furca (c) rendered image

Figure 1.1: Geometry examples. (a) a protein surface where the Molecu-
lar Hydrophobicity Potential (colored on the surface) needs to be studied;
(b) an image of Ceratium furca, where the contour (indicated by the green
line) needs to be analyzed; (c) an image generated from multiple geome-
tries with their materials and light conditions (rendered by MITSUBA).

is a crucial parameter. Another example is the material of a geometry.
Cloth can be stretchable, therefore the geometries that it can form are
very different from the counterpart of papers, which can not be stretched.

To study a geometry, one usually needs to follow four steps: 1) observe
the geometry; 2) acquire samples from the geometry; 3) reconstruct the
geometry from the samples; 4) edit the geometry such that it satisfies some
physical properties. These steps are illustrated in Fig. 1.2.

In this thesis, we study collections of single geometries without considering
the material and light condition effect. We show how to extract and model
the priors from the collections and how to impose these priors in several
applications. In this chapter, we first give the general geometry processing
flow and then restrict this flow to surfaces. After introducing the mathe-
matical notation of surfaces, we discuss the spectral regularization and its
role in surface processing. Finally, we give the organization of thesis.

1.1 General Geometry Processing Flow

The general geometry processing flow is illustrated in Fig. 1.2. In this
flow, there are four ways to obtain priors (indicated by the red lines) and

2
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Figure 1.2: The stages of geometry processing and their relations with the
prior. The red lines indicate how to construct the prior and the blue lines
indicate where to impose the prior. The green box indicates mathematical
modeling of the prior.

two processes where priors might be imposed (indicated by the blue lines).
Before being imposed, the priors might be modeled for simplifying their
usage (indicated by the green box).

In these steps, directly observing geometries, statistics from samples or
reconstructed geometries are three common ways to construct priors. The
obtained priors might be modeled mathematically to make them be im-
posed more efficiently in reconstruction or editing processes.

1.1.1 Observation

Geometry can be directly observed by human eyes under proper lighting
condition. The lighting is governed by physical laws, such as, reflection,
refraction, diffraction, transmission, scattering at larger wavelengths and
Planck’s Law at smaller wavelengths. During human evolution, the main
light source is the sun.

After millions years of evolution, human eyes are trained to respond to the
natural environment in the sunlight. From the eyes, the human brain can
receive and analyze the light signal from various geometries in the natural
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CHAPTER 1. INTRODUCTION

environment. Meanwhile, visual neurons are adapted to this kind of signal
and therefore can process it very efficiently (Chichilnisky, 2001; Simoncelli
and Olshausen, 2001; Miller and Troyer, 2002; Pillow et al., 2005; Cao et al.,
2011; Gollisch and Meister, 2010; Kay et al., 2008; Güçlü and van Gerven,
2014)

The observation process, however, is complex. For example, the retina
structure of human eyes contains more than 50 types of cells, whose func-
tions are not fully understood yet (Gollisch and Meister, 2010). Moreover,
the way that human brain processes the visual signal is still unclear. For-
tunately, the result of this complex observation can provide some prior
knowledge about the geometry.

1.1.2 Sampling

To extend the observation field, many techniques have been developed,
such as telescopes for astronomy and microscopes for biology. Nowadays
thanks to the technology improvement, samples of a geometry can be easily
obtained, stored, analyzed, edited, shared, and reused. We mainly focus
on two types of samples: point clouds and digital pixel images. Those
two correspond to two ways of sampling: irregular and regular sampling.
In this thesis, we assume that the samples are given and we study the
statistics of the samples to obtain prior knowledge about the geometry.

1.1.3 Reconstruction

Estimating a geometry from discrete samples is considered as geometry
reconstruction. The samples might be point cloud sets from the same
object, discrete images of the same object, multiview images of the same
object, etc. Due to the limitation of the sampling process, these samples
only partially represent the geometry. For example, the local connectivity
of a point cloud is missing. The depth information is missing for multiview
images because they are projections of the geometry. The reconstruction
process is to estimate the geometry, based on prior knowledge.
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1.1. GENERAL GEOMETRY PROCESSING FLOW

1.1.4 Editing

The curvature of a geometry may have to be specified because of knowledge
from physical material. For example, the cell membrane mainly contains
bilayer lipids, therefore its curvature is bounded by the physics of lipids.
Making the geometry satisfy certain curvatures is traditionally done by
various geometric flows, such as mean curvature flow (El-Fallah and Ford,
1997; Zhu et al., 2007; Liu et al., 2011), Gaussian curvature flow (Lee and
Seo, 2005; Zhao and Xu, 2006; Zhu et al., 2007; Overgaard and Solem,
2007; Lu et al., 2011; Shekhovtsov et al., 2011), Ricci flow (Gu et al., 2007;
Yang et al., 2009), or conformal Willmore flow (Crane et al., 2013). These
geometric flows are driven by their respective energies and require the
curvature to be computed explicitly.

Instead of being driven by some energy, interactive editing is driven by
the users, who know exactly what the geometry looks like (Lipman et al.,
2005; Jacobson et al., 2014). This is preferred in many cases, such as logo
design, computer character creation and architecture modeling.

1.1.5 Priors and Regularizations

Estimating or editing a geometry usually implies some assumption or prior
about it, for example, assuming the ground truth to be piecewise constant,
piecewise linear, a minimal surface, a developable surface, etc. One ex-
ample is the well-known Total Variation (TV) prior, which assumes the
geometry to be piecewise constant. This prior has been shown successful
in image processing for its ability of preserving edges while removing noise.
Another example is piecewise linearity, which means piecewise constant in
the gradient. A more advanced assumption is piecewise smoothness, which
leads to a model that is difficult to solve, the Mumford-Shah Model (Mum-
ford and Shah, 1989). Geometric assumptions can also come from higher-
order derivatives, such as Gaussian curvature, mean curvature and Laplace
operator (Gong and Sbalzarini, 2013; Nieuwenhuis et al., 2014; Gong and
Sbalzarini, 2014a,b).

These priors are independent of observation. In fact, this stability is a
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necessary condition of being a prior. This independence has to be verified
before the prior is modeled or imposed.

The assumptions or priors need to be mathematically modeled such that
they can be imposed in specific applications. This modeling also allows
extending the prior to other scenarios, efficient computing the prior, etc.

When the models of these assumptions or priors are imposed in variational
methods, they lead to regularization terms. Different models of the same
prior, however, might lead to different regularization terms. In other words,
regularization terms are the mathematical expressions derived from priors
and their mathematical modeling, not only from the priors.

1.2 Surface

Surfaces are fundamental geometric objects. They are a mathematical
abstraction of physically thin planes. And the abstraction is generalized
to arbitrary dimension in mathematics. More specifically, a surface S is a
map f : v ∈ Ω ⊂ R

n−1 → x ∈ S ⊂ R
n, where v = [v1, v2, · · · , vn−1]

T and
x = [x1, x2, · · · , xn]T are parametric and spatial coordinates, respectively.
Ω is the parameter space. [·]T denotes the matrix transpose. R is the set
of real numbers and the dimension n is a positive integer. We use x(i) to
indicate the ith element in x and M(i, j) to indicate the ith row and jth
element in a matrix M . All indexes start from one. When n = 2, the
surface is a contour embedded in a plane. When n > 3, the surface usually
is considered a manifold embedded in Euclidean space. Even though the
surface reconstruction and processing techniques shown in this thesis are
generic to any dimension, we focus on n = 2 (contour) and n = 3 (two-
dimensional surface).

When n = 3, the normal to the surface S is defined as n :=
∂S

∂v1
× ∂S

∂v2

| ∂S

∂v1
× ∂S

∂v2
| ,

where × is the cross product. The map G : S → n is called the Gauss map.
The boundary of S is the set Γ = {x ∈ S|∃x1 /∈ S, s.t.|x−x1| < ǫ, ∀ǫ > 0}.
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1.2. SURFACE

The first and second fundamental forms of S are defined as:

F :=

(
∂S
∂v1
· ∂S
∂v1

, ∂S
∂v1
· ∂S
∂v2

∂S
∂v2
· ∂S
∂v1

, ∂S
∂v2
· ∂S
∂v2

)
, D :=




∂2S
∂v2

1

· n, ∂2S
∂v1∂v2

· n
∂2S

∂v2∂v1
· n, ∂2S

∂v2
2

· n


 , (1.1)

respectively, where · is the dot product. F is the Riemannian metric tensor

and the area element dS =
√
det(F )dv1dv2. When ∂jS

∂vj
i

(j is a positive

integer) is computed, it implicitly assumes S is jth-order differentiable
hence S ∈ Cj . When S is not differentiable at x, F and D vanish at
x. Requiring S ∈ C0, S ∈ C1, or S ∈ C2 lead to different results, as
illustrated in Fig. 1.3. Such function spaces Cj are called surface function
spaces.

(a) C0 (b) C1 (c) C2

Figure 1.3: Cubes of different orders of smoothness (images are from
http://www.pmp-book.org/).

The two vectors ∂S
∂v1

and ∂S
∂v1

span a plane, called tangent plane T S, as
illustrated in Fig. 1.4. These two vectors, along with the normal n, contain
a local orthogonal coordinate system on S. This result can be used to
construct the Darboux frames (Knöppel et al., 2013; Panozzo et al., 2014),
even though there might be singularities on the surface, where the moving
directions can not be consistent with their neighbors. For example, Hairy
Ball Theory shows that there exists such a singularity on a standard sphere.

If ∂S
∂v1
· ∂S
∂v2

= 0 (that is F (1, 2) = 0), the iso-parametric curves on v1 and
v2 are orthogonal, for example, the parametric curves on a cylinder or a
sphere. In fact, it is always possible to make iso-parametric curves orthog-
onal. Because F is symmetric positive definite, there exists a rotation
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matrix M , such that F̃ = M−1FM and F̃ (1, 2) = 0. The corresponding
parametric coordinate is ṽ = Mv. These two orthogonal vectors from F̃

form a basis for T S. After normalization, these two vectors are denoted
e1 and e2, as illustrated in Fig. 1.4. The orthogonal curves are called
parametric coordinates.

Based on the first and second fundamental forms, the mean curvature H
and Gaussian curvature K are defined as

H(S) := 1

2
trace

(
D

F

)
, K(S) := det(D)

det(F )
, (1.2)

where trace() and det() mean trace and determinate of a matrix, respec-
tively. Even though the Gaussian curvature is defined by F and D, it is
only determined by F (Brioschi formula).

principle planes
C1

tangent plane

C2

normal

S

x
e1

e2

boundary

Figure 1.4: Illustration of principal planes and curvatures. The yellow
surface is S and the green plane is T S. The red plane and blue plane are
the principal planes. {e1, e2,n} forms a local coordinate system.

The plane L that passes through n intersects with S at a curve C = L∩S.
The curvature of C is denoted as k. Among all L, there is one plane L1

such that the curve C1 = S ∩ L has the minimal curvature k1 at x in all
the intersected curves. Similarly, there is another plane L2 corresponding
to the maximum curvature k2. These two planes are principal planes, as
illustrated in Fig. 1.4. The corresponding curvatures are called principal
curvatures. A classical result from the differential geometry shows that
H = k1+k2

2 and K = k1k2. The famous Euler theorem states that kθ =

k1 cos
2 θ + k2 sin

2 θ, where θ is the angle between L and L1. From the
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1.2. SURFACE

Euler theorem, we have

π∫

−π

kθdθ = 2πH, and

π∫

−π

k2θdθ = 3πH2 − πK, (1.3)

which are novel ways to compute mean and Gaussian curvature.

A position x ∈ S can be locally characterized by its Gaussian curvature K.
If K(x) > 0, S is elliptic at x; if K(x) < 0, S is hyperbolic at x; if K(x) =
0, S is parabolic at x. The local geometry can also be characterized
by other descriptors, such as Global Point Signature (Rustamov, 2007;
Bronstein and Bronstein, 2011) and Heat Kernel Signature (Sun et al.,
2009). These operators are based on geodesic distances. For any two
points x1,x2 ∈ S, if there exists a curve C ⊂ S such that x1,x2 are a
boundary of C, then we say S is a single surface and C is a path that
connects x1 and x2. Among the all possible paths, the minimal distance
is called the geodesic distance between x1 and x2. All geodesic distances
between x and its neighbors characterize the local geometry.

On a surface S, a function fS can be defined as fS : S → R. For all such
functions, there is an orthonormal function basis {efS1 , efS2 · · · } that spans
a function space FS such that

fS =

+∞∑

i=1

cie
fS
i , ci =

+∞∫

−∞

fSe
fS
i dS, and

+∞∫

−∞

efSi efSj dS =

{
0 if i 6= j

1 if i = j
.

(1.4)
Similar to general function basis in function space theory, the basis on S is
not unique and usually depends on the surface. One way of constructing
such a basis is by the Laplace-Beltrami operator ∆S , which is defined as

∆SfS = ∂2fS
∂v2

1

+ ∂2fS
∂v2

2

. If ∆SfS = λfS , then fS is an eigenfunction of ∆S
and λ is the corresponding eigenvalue. All eigenfunctions of ∆S form a
basis on S. In a discrete surface representation, λ becomes discrete, which
can be sorted 0 = λ1 ≤ λ2 · · · ≤ λn. Some of the corresponding efSi are
shown in Fig. 1.5. The methods that use this basis to process surfaces
are usually called spectral methods (Vallet and Levy, 2008; Zhang et al.,
2010).
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(a) efS2 (b) efS7 (c) efS17 (d) efS22

Figure 1.5: Eigenfunctions of a mesh, the surface of Max Planck’s head.

For a surface S1 and a map f : S1 → S2, where S2 is another surface, if
F (S1) = λ(v)F (S2), where λ(v) is a scalar field, then f is a conformal
transformation between S1 and S2. The λ(v) is the conformal factor of f .
Conformal transformations preserve the angle between any two curves C1
and C2 during the mapping. If λ(v) ≡ 1, f is an isometric transformation.
Isometric transforms preserve the length between two points, the area of
a region, Gaussian curvature, etc. If a map preserves the area of any
region on S1, it is an area-preserving map. For any area-preserving map,
det(F1) = det(F2), where F1 and F2 are the first fundamental forms of S1
and S2, respectively.

1.2.1 Surface Energy

A surface energy E can be defined based on prior knowledge about S, such
that minimizing E leads to the desired surface. The energy usually evolves
F , D, H, K and (or) fS . For example, the membrane energy is defined
as

Em(S) :=
∫

S
dS =

∫

S

√
det(F )dv1dv2 . (1.5)

Minimizing this energy leads to a surface with minimal area. Another ex-
ample is the Willmore energy, which captures the leading terms of the Hel-
frich energy that was proposed for closed lipid bilayer vesicles in 1973 (Hel-
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frich, 1973). The Willmore energy is defined as

EW (S) :=
∫

S
H2dS . (1.6)

Minimizing the Willmore energy leads to a surface with minimal mean cur-
vature. Similarly, Gaussian curvature energy and mean curvature energy
with order q can be defined as

EK(S) :=
∫

S
|K|qdS , EH(S) :=

∫

S
|H|qdS , q ∈ R

+ . (1.7)

Minimizing these energies is usually done by evolving a Partial Differential
Equation (PDE)

∂S̃(t)
∂t

= −∂E(S̃(t))
∂S̃(t)

, S̃(0) = S . (1.8)

Since this PDE is the governing equation for geometry evolution, it is also
called a geometric flow. The geometric flows that minimize the Willmore,
Gaussian, and mean energies are called Willmore flow, Gaussian curva-
ture flow, and mean curvature flow, respectively. The surfaces that make
the corresponding energy zero, are called Willmore surfaces, Developable
surfaces and minimal surfaces, respectively.

Different from these geometric energies, another type of energies are en-
tropies, such as information entropy and relative entropy. We use p(x) to

denote a distribution of x, where p(x) ≥ 0 and
+∞∫
−∞

p(x)dx = 1. The x is a

quantity on the surface S, such as H or K. The information entropy E of
p is defined as

E(p) = −
+∞∫

−∞

p(x) log(p(x))dx . (1.9)

This entropy indicates the how much information is contained in x. In
surface processing, minimizing entropy tends to remove noise and refine the
main structure; maximizing entropy boosts the details on the surface (Gull
and Skilling, 1984; Hu and Li, 1991; Awate and Whitaker, 2006).
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The relative entropy (Kullback Leibler divergence) between two distribu-
tions p1(x) and p2(x) can also be used as an energy (Li and Tam, 1998;
Horng and Liou, 2011)

EKL(p1(x), p2(x)) =

+∞∫

−∞

p1(x) log

(
p1(x)

p2(x)

)
dx . (1.10)

1.2.2 Special Surfaces

There are special surfaces, like minimal surface and developable surface,
which have special properties that are important for theoretical investiga-
tion and practical applications, such as ship building, architecture, biolog-
ical modeling, image processing and fluid simulation.

(a) Costa’s (b) oloid (c) Image and image surface

Figure 1.6: Illustration of three types of special surfaces. (a) A mini-
mal surface: Costa’s Minimal Surface (by Anders Sandberg); (b) A de-
velopable surface: oloid (by Keenan Crane); (c) An image and its image
surface.

As the name suggests, minimal surfaces have the minimal area for the given
boundary. For a given boundary condition, the problem of finding the
surface with minimal area was proposed by Joseph Plateau in 1873, which
is called Plateau’s problem in mathematics. In 1744, Euler pointed out
that a Catenoid is a minimal surface. In 1760, Lagrange gave the second
order PDE that minimal surfaces must satisfy. The solution existence for
this problem was proven by J. Douglas in 1931. Minimal surfaces are still
an active research topic. A classical result from mathematics shows that
minimal surfaces require the mean curvature to be zero everywhere on the
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1.2. SURFACE

surface. Therefore, EH = 0 for such surfaces. Well-known minimal surfaces
include planes, helicoids, Costa’s minimal surface, etc. An example is
shown in Fig. 1.6a.

Unlike minimal surfaces, developable surfaces are well studied. Devel-
opable surfaces are the surfaces that can be isometrically mapped onto
a plane without distortion. Therefore, developable surfaces can preserve
length and angle simultaneously during the mapping. The curvature of any
curve on such surfaces is also preserved. Developable surfaces require the
Gaussian curvature to be zero everywhere. Therefore, EK = 0 for such sur-
faces. One example is shown in Fig. 1.6b. Since H = k1+k2

2 and K = k1k2,
we have H2 ≥ K, which means that only planar surfaces (k1 = k2 = 0)
have minimal area and are developable.

Another type of special surfaces is the graph Ψ : v ∈ R
n−1 → (v, I(v)) ∈

R
n, where I(v) : v → R is a function. Ψ is also called Monge patch. When

I(v) is a two-dimensional digital image, this special surface Ψ is another
representation of I(v). To avoid the ambiguity between this graph and
the term “graph” used in graph theory, we here use “image surface” to
refer this type of surfaces. Traditionally, images are regularly sampled and
therefore the image surfaces have a regular (uniform) Cartesian mesh struc-
ture. We want to estimate the ground truth surface from this observation.
One example is shown in Fig. 1.6c.

We are interested in minimal and developable surfaces because they corre-
spond to zero mean and Gaussian curvature, respectively. These surfaces
give us a novel way to minimize mean and Gaussian curvature energies
without geometric flows. When mean or Gaussian curvature energy needs
to be minimized, we use minimal or developable surfaces to approximate
S, instead of performing traditional geometric flow. There are at least
two benefits. First, minimal or developable surfaces are well studied in
mathematics, so they can be directly used in the surface approximation.
This is not possible in geometric flows. Second, all possible minimal or de-
velopable surfaces can be locally enumerated for a regular sampling. This
increases the computational performance during energy minimization.
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1.2.3 Curvature Specification

In addition to minimizing curvature, specifying an arbitrary curvature
on S is also possible. Mean curvature specification can be done by spin
transformation (Crane et al., 2011). Gaussian curvature specification can
be done by a modification of the well-known Ricci flow (Jin et al., 2008).
The Ricci flow evolves according to Gaussian curvature:

∂F̃ (t)

∂t
= −2K(t)F̃ (t) , F̃ (0) = F . (1.11)

It has been proven that the Ricci flow converges to a surface with constant
Gaussian curvature, which can only be one of {−1, 0, 1}, depending on
whether the Euler number of the surface is negative, zero, or positive,
respectively (Gu et al., 2007; Jin et al., 2008; Yang et al., 2009). For a
specified Gaussian curvature K̃, the modified flow is

∂F̃ (t)

∂t
= 2(K̃ −K(t))F̃ (t) , F̃ (0) = F . (1.12)

This diffusion based scheme can also be adopted for mean curvature spec-
ification (Bertalmio and Levine, 2014):

∂S̃(t)
∂t

= H(t)− H̃ , F̃ (0) = F . (1.13)

1.2.4 Surface Representation

Mathematically, there are two ways to represent a surface: implicitly and
explicitly, which are usually expressed as S = {x : φ(x) = 0} and x = S(v),
respectively. From a computational point of view, there are discrete and
continuous representations. According to these criteria, we consider four
types of surface representations in this thesis: point clouds, implicit func-
tions, meshes, and explicit parametric representations, as shown in Fig 1.7.
Here we only consider the representations. Their necessary discretization
will be discussed in later chapters.
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Figure 1.7: Four surface representations of the same surface.

A point cloud P is a set {xi ∈ S, i = 1, · · · , Np}, which is the simplest way
of representing S. P is considered implicit because the metric on it is not
explicitly defined. One might suggest the Euclidean distance as a metric
based on the Nash Embedding Theorem. However, since the connectivity
between the points is missing, it has topological ambiguity, which leads to
metric ambiguity. Therefore, we consider it an implicit representation.

Implicit functions, for example level sets, provide another way of represent-
ing S. They can represent arbitrarily complex surfaces. But since they
embed the surface into an external space, they require more memory and
computation. To improve the representation, an adaptive grid is usually
introduced to get higher resolution in regions of larger curvature.

Mesh representations are very popular to represent surfaces in computer
graphics (Zhang et al., 2010) and image processing (Cuadros-Vargas et al.,
2009; Sarkis and Diepold, 2009). They can be further categorized into un-
structured and structured meshes, corresponding to irregular and regular
sampling, respectively. Triangles are usually used as basic elements for un-
structured meshes because they are simplex in two dimensions. Rectangles
are used for structured meshes because they are a natural representation
of the corresponding parametric function.
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Explicit parametric representations are mathematically well-defined, and
all geometric properties are explicit. The research field of parameterization
in computer graphics is trying to find this representation for given meshes
or point clouds.

The relationships between these representations are shown in Fig 1.7. Since
they are representing the same surface, it is also possible to form hybrids.
For example, surfaces can be expressed by particles and parametric func-
tions together (Radial Basis Functions) (Carr et al., 2001; Bertram et al.,
2004). They can also be expressed by particle level set methods, which use
particles to support level set functions in order to avoid adaptive grids (En-
right et al., 2002).

Even though hybrid representations are possible, it is not always trivial to
transfer one representation into another. For example, finding the param-
eterization that transforms a mesh representation to a parametric one is
still an open problem in computer graphics. And it is even more difficult
to directly do parameterization for a level set representation.

(a) Structured mesh repre-
sentation.

(b) Particle representa-
tion.

(c) Triangular mesh rep-
resentation.

Figure 1.8: Image surface can be represented in different formats. (The
particle representation is provided by Bevan Cheeseman.)

One example of different representations for the same image surface is
shown in Fig. 1.8a, Fig. 1.8b, and Fig. 1.8c.
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1.3. SPECTRAL REGULARIZATION

1.2.5 Surface Editing

Once the surface is represented, it might still need to be edited such that
specific properties are satisfied. In most cases, the curvature needs to
be controlled during computation, especially for a dynamic surface. For
example, if there is no energy flux for the whole surface, the total energy
on the surface needs to be constant. Therefore, it is impossible to form
highly curved region that contains more energy than the total.

Another reason for surface editing is that many processes in nature use
curvature to control their behavior. For example, the proteins that are
embedded in the lipid bilayer of a cell membrane affect the curvature
to control the activity of the membrane (Zimmerberg and Kozlov, 2006;
Rangamani et al., 2014). Therefore, the curvature in their computational
models must be edited accordingly.

1.3 Spectral Regularization

A geometric regularization requires a certain property, such as the gradient
or curvature, to be specified. For example, a minimal surface requires mean
curvature to be zero everywhere. This is equivalent to require the mean
curvature to satisfy a Delta distribution.

On the other hand, entropy regularization assumes that the ground truth
has maximum or minimum entropy (Gull and Skilling, 1984; Hu and Li,
1991; Awate and Whitaker, 2006). In surface denoising, the minimum
entropy assumption is imposed to get a more structured result. In sur-
face enhancement, the maximum entropy assumption is imposed to boost
details on the surface.

Spectral regularization is between geometric and entropy regularization.
Different from geometric regularization, spectral regularization generalizes
the Delta distribution to a more general one that either is learned from
training dataset or specified by the user. Once the distribution has been
specified, the entropy of the corresponding property will also be specified,
instead of being minimized or maximized. It is clear that identical distribu-
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tions lead to the same entropy, but not the other way around. Therefore,
spectral regularizations are more specific than entropy priors. The rela-
tionship between these regularizations are illustrated in Fig. 1.9.

spectral regularization

(mesoscopic)

geometric regularization

(microscopic)

entropy regularization

(macroscopic)

Figure 1.9: Relationships between different regularizations.

One example of spectral regularization is the gradient distributions of na-
ture images, which has been shown robust with image content. Based on
our modeling of gradient distributions, a Bayesian framework leads to a reg-
ularization term in a variational framework that is similar to the geometric
ones, but has less geometric constraints. Therefore, spectral regularization
allows to recover more details from the data, compared to the geometric
models. We show its connections and differences with several well-known
geometric regularizations.

Another example is the Gaussian curvature distribution that is learned
from surfaces. This prior is very different from the developable surface
assumption. It is also different from curvature specification because it
only specifies the curvature distribution, but not the curvature itself.

Spectral regularizations have to be independent of an observation or sur-
face. They should be stable against deviations from certain surfaces. In
this thesis, we show that mean curvature distributions are stable for several
protein surfaces. We also show that gradient distributions and curvature
distributions are stable for natural image surfaces.

The spectral regularizations here are different from spectral methods in
the computer graphics. Spectral methods refer to using the eigenfunctions
of the Laplace-Beltrami operator for surface processing, while spectral reg-
ularization focuses on distribution specification.
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1.4. ORGANIZATION OF THIS THESIS

1.4 Organization of This Thesis

In this thesis, we first show a prior-free surface reconstruction method.
We apply this approach on a molecular dynamics simulation dataset to
get the mean curvature distribution prior for this type of surfaces. Sec-
ondly, we show how to learn and model the gradient distribution prior for
nature scene images. Then we show the general Bayesian framework and
its corresponding variational framework, where the spectral priors can be
imposed. We show several applications for gradient distribution priors. For
curvature distributions, we further develop filters to carry out the spectral
specification. The organization of this thesis and the relationship between
chapters are illustrated in Fig. 1.10.

Samples Image SurfacesPoint Clouds

Priors Gradient DistributionCurvature Distribution

Surface Reconstruction

Models Variational Framework

Curvature FiltersSolvers Gradient Descent, etc. 

Spectrally Regularized Surfaces

Chapter two

Chapter three

Chapter four

Chapter five

Chapter six and seven

Introduction

Results

Figure 1.10: Organization of this thesis.
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Chapter 1: Introduction

We explain the general workflow of geometry processing and its restric-
tion on surfaces. We introduce surfaces and the relevant mathematical
notations. We explain the difference between geometric, spectral and en-
tropic regularizations. Spectrally regularized surfaces have less geometric
constraints, therefore can keep more details in the result. And spectral
regularizations are more specific than entropy regularizations.

Chapter 2: Closed Surface Reconstruction without Regulariza-
tion

We present a method that can be adopted to construct closed surfaces
from a given point cloud without any regularization. In order to study the
statistics of surfaces, a regularization-free method must be used for recon-
struction. Otherwise, the reconstruction would be biased to the imposed
prior. We apply this method to Molecular Dynamic Simulation datasets
to study the mean curvature distributions of protein surfaces. The results
show that the mean curvature distribution is a prior for this type surfaces.

Chapter 3: Gradient Distribution Priors

We investigate the gradient distribution statistics of natural scene images
to find a generic prior for image processing. The gradient distribution
prior is a proper candidate. We explain this from several points of view.
We further give two new models for this prior and compare them with
traditional models in terms of fitting accuracy, computational efficiency,
sparsity, entropy, etc.

Chapter 4: Variational Framework with Spectral Regularization

Based on Bayesian theory, we show how to impose the prior and how
to derive the corresponding spectral regularization term in a variational
framework. We further show a special case of this model, which already
covers many of the well-known variational models in image processing.

Chapter 5: Gradient Distribution Regularized Images

We show how to impose the modeled gradient distribution priors in sev-
eral image processing problems, such as image restoration, enhancement
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and deblurring. We further discuss the connections and differences be-
tween our model and traditional models, such as the total variation model,
anisotropic diffusion model and forward-backward diffusion model.

Chapter 6: Filter Solvers For Variational Models

We show how to minimize Gaussian and mean curvature without explicitly
computing them, based on theories from differential geometry. Our meth-
ods are faster in terms of computation time and convergence. Moreover,
they can be used to efficiently solve corresponding variational models.

Chapter 7: Spectral Regularized Filters

Based on the analysis of curvature estimation in previous chapter, we ex-
tend the filter solvers to perform spectral regularization. The spectral
Gaussian curvature filter works as expected, but the spectral mean curva-
ture filter needs to be investigated more.

Chapter 8: Conclusion and Future Work

We conclude this thesis by discussing the assumptions and limitations
of this work. We also discuss the relationships between this work and
other relevant research topics, such as solving Poisson equations by mul-
tiwavelets, stochastic curvature filters and curvature filters on triangular
meshes.
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CHAPTER

TWO

Closed surface reconstruction without

regularization

As mentioned, a point cloud P = {xi ∈ S} is a fundamental represen-
tation of a surface S. If an object is small compared to S, it can be
treated as a point. For example, nuclei are treated as points to represent
cells in the tissue; a small region is treated as a point during tissue devel-
opment; a protein is treated as a point on the cell membrane. All points
together can represent the geometry where they live on. This idea has been
used in super resolution microscopy techniques such as Photo-Activated
Localization Microscopy (PALM, invented by Eric Betzig who won Nobel
prize because of PALM in 2014) and Stochastic Optical Reconstruction
Microscopy (STORM).

However, surface reconstruction from unstructured point clouds is chal-
lenging due to the absence of connectivity information between the points,
which may lead to topological ambiguities. Even if there is a model to
choose the topology according to the sample’s geometry, this requires prior
knowledge about the sample. Moreover, high curvature (sharp corners or
edges), irregular sampling, and noise in the point positions often compli-
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cate the task.

Conceptually, there are two approaches to recovering the surface S from
which the points have been sampled: interpolation (find missing data) and
model fitting (reduce error). Traditionally, both approaches require prede-
fined basis functions that ideally reflect geometric properties of the true
surface, such as connectivity, smoothness, sparsity, and curvature. These
implicitly assumed properties constitute the prior knowledge (regulariza-
tion) about the unknown geometry. Even though their imposition may
render the reconstruction problem well-posed, these priors may mask de-
tails or patterns in the signal, such as smoothing out texture, or bias the
reconstruction result toward the imposed priors.

Regularization-free geometry reconstruction is desirable, specially for bio-
logical data, where prior knowledge is scarce or needs to be investigated.
If a prior was imposed, it would be difficult to decide whether a property
of resulting geometry results from the prior or from the signal. This prior-
freeness requirement makes most of state-of-the-art approaches in surface
reconstruction fail in this context. We present a regularization-free method
for geometry reconstruction from point clouds to tackle this challenge.

2.1 Previous Works on Surface Reconstruction

Numerous methods have been proposed for surface reconstruction from
unstructured point clouds. This includes approaches based on FFT (e.g.,
(Kazhdan, 2005)), Poisson surfaces (e.g., (Kazhdan et al., 2006)), and
moving least squares (e.g., (Öztireli et al., 2009)). Most of those meth-
ods require that the surface normals have been first estimated from the
data. From a differential geometry point of view, normals are first-order
information about the geometry, while position is zeroth-order informa-
tion. However, estimating normals from unstructured point sets is challeng-
ing because global consistency across the entire surface must be ensured.
Traditionally, normals are estimated using Principal Component Analysis
(PCA), a local method that can not guarantee global consistency.

Several methods, for example level-set methods (Zhao et al., 2000, 2001),
do not require normal information. Instead, they attempt to minimize the

24



2.2. COUPLED SIGNED DISTANCE FUNCTIONS

energy (Zhao et al., 2001)

min
S
{E(S) = ‖d(x)‖q + λR(S)} , (2.1)

where q is a real number, and d(·) is the distance field to the unknown
implicit surface S (see Fig. 2.1a), and λ is the regularization coefficient. In
this energy-based approach, methods from image segmentation have also
been adapted to surface reconstruction (Goldstein et al., 2009). Thanks
to the convexity of the energy, fast solvers (e.g., split-Bregman (Goldstein
and Osher, 2009a; Paul et al., 2013) or Primal/Dual) can be used. The
regularization term R(S) in the model, however, tends to smooth the
result and remove details from the surface. Moreover, the computational
cost depends on proper initialization and stepsize control.

Previous works also demonstrated several strategies to save memory and
reduce the computational complexity of level-set algorithms. This includes
narrow-band formulations (Sethian, 1996), multi-scale methods (Tobor
et al., 2004; Ohtake et al., 2003), and DT-grids (Nielsen and Museth, 2006).
The need for computationally expensive level-set re-initialization has been
overcome by adding an additional penalty (regularization) term in the
energy (Li et al., 2005).

2.2 Coupled Signed Distance Functions

Our work is motivated by the symmetry property of a distance field and
the antisymmetry of the level set representation (Gong et al., 2009). It
is inspired by coupled level-set methods (Sussman, 2003; Paragios and
Deriche, 2000; Zeng et al., 1999), but addresses some of their shortcomings
when reconstructing high-curvature regions, while guaranteeing the signed-
distance property. The connection of our method with others can be found
in section 2.4.

We are given an unordered point set P = {xi : xi ∈ R
n, i = 1, . . . , N}.

Usually, n = 2 for image processing problems, such as estimating a contour
from feature points or filling gaps between edge fragments, and n = 3 for
computer graphics problems, such as constructing a surface model from a
point cloud, or for stereo vision problems. Even though we focus on two-

25
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and three-dimensional problems, the method presented here also works
in higher dimensions, for example for constructing surfaces in manifold
learning.

 



(a) Geometric situation.

(b) Coupled signed-distance fields.

Figure 2.1: (a) Illustration of cSDF and its notions. (b) The two cou-
pled fields φout and φin: the standard “Armadillo” computer-graphics test
model and a protein molecular surface. The protein surface is color coded
by the Molecular Hydrophobicity Potential for better visualization. Details
are in section 2.6.

The key idea in cSDF is to use two spatially coupled signed distance func-
tions φin and φout to capture the surface S. This geometric constraint is
in contrast to coupled level-set methods, which are based on topological
constrains (Han et al., 2003). The cSDF idea is inspired by the difference
between the reflection symmetry of the distance field d and the reflection

26



2.2. COUPLED SIGNED DISTANCE FUNCTIONS

(a) Input points
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Figure 2.2: 2D example with sharp corners and uneven sampling to illus-
trate the individual steps of the present method.

antisymmetry of the level-set function φ.

From a variational point of view, the cSDF method attempts to minimize
the energy functional

min
S

{
E(S) =

∫

Ω

[
(φin)2 + (φout)2 + d2 − φmax

]
dx

}
, (2.2)

where φmax = max
{
(φin)2, (φout)2, d2

}
. However, as described in the fol-

lowing, we do not need to evolve any PDE in order to compute the result.
Instead, simple thresholding is enough. The reason for this becomes appar-
ent from the Eikonal equation (Eq. 2.3), where thresholding is equivalent
to wave propagation if the wave speed is constant.

We first illustrate cSDF in 2D and then apply it to synthetic and real-world
data in 3D. The method proceeds in three steps, as detailed by Algorithms
1 to 3 below. The corresponding steps are illustrated as in Fig. 2.1a. The
coupled level set functions φout and φin are illustrated in Fig. 2.1a for
two examples. A simple example of the intermediate results after every
processing step is shown in Fig. 2.2.

2.2.1 Step 1: Distance Field

For a given point cloud P (exemplified in Fig. 2.2(a)), we compute the
distance field d(x) on a predefined Cartesian grid G = m × n of uniform
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resolution h. This amounts to solving the following Eikonal equation:

{
‖∇d(x)‖ = v(x) ∀x ∈ G
s.t. d(xi) = 0 ∀xi ∈ P (2.3)

as the boundary-value formulation of the Hamilton-Jacobi problem associ-
ated with Eq. 2.2.

Several methods are available to numerically solve this equation, including
the Fast Marching Method (Sethian, 1996), the Group Marching Method
(Kim, 2001), the Fast Sweeping Method (FSM) (Zhao, 2005), the Fast
Iteration Method (Jeong and Whitaker, 2008), and direct Hamilton-Jacobi
solvers (Sussman and Fatemi, 1999).

Here, we show three alternative methods to compute the distance field.
The first one uses an extended-window FSM restricted to a narrow band
of width b:

Nb = {x ∈ G : ∃xi ∈ P s.t. ||xi − x|| < b} , (2.4)

where Eq. 2.3 is only solved for x ∈ Nb. We ensure the distance property by
setting v(x) ≡ 1. This method was first published in (Gong et al., 2012).
The second method directly computes the distance field from the point
cloud using a Sparse Voxel Oct-tree (SVO) data structure in the narrow
band. The third method solves an inhomogeneous Helmholtz equation
using FMM (Greengard and Rokhlin, 1988), similar to how it is done in a
Schrödinger distance transform (Sethi et al., 2012).

2.2.1.1 Extended-window Fast Sweeping Method

FSM sweeps the grid until convergence, which can be inefficient for points
far from the interface. Fast iterative methods relax this by using locks
(Jeong and Whitaker, 2008). These locks, however, cause additional seri-
alization. Here, we avoid these locks and accelerate FSM by using a larger
window size w > 1 (see Algorithm 1). The min method of FSM (Zhao,
2005) is hence extended to account for all points in a w-neighborhood, as
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illustrated in Fig. 2.3(a) for w = 2. We initialize the algorithm with:

{
d(x) = +∞ ∀x ∈ Nb \ P
d(xi) = 0 ∀xi ∈ P . (2.5)

The original FSM (Zhao, 2005) is recovered for w = 1.

For w > 1 the present extended-window FSM is more accurate than the
original FSM, because the integrated error is reduced when the local win-
dow size w gets larger. Moreover, it converges faster since the larger win-
dow causes a wave of higher speed (not further elucidated in this paper).
The local update cost increases from 2 to w(w+3)/2 (not (2w+1)2, thanks
to the symmetry property).

In our implementation, we further accelerate initialization and fast sweep-
ing by using a Look-Up Table (LUT) for the distances in the local window.
Instead of directly computing the distances of each sample point xi to
each grid node xi,j within the local window, we subdivide each grid cell
into 4 × 4 bins, represented by the green/white checkerboard pattern in
Fig. 2.3(a). We then build a LUT of the distances between each checker-
board bin center and each grid node in the local window. The distance of
a sample point to a grid node is then taken to be the distance between the
bin center that it resides in and the grid node (black arrows in Fig. 2.3(a)).
This can be used to further accelerate the initialization and sweeping steps
as follows:

• Initialization Step: There are two ways to initialize the distance field.
The sample point xi, represented by a red dot in Fig. 2.3(a), can be
used to directly compute the distance to its all neighbors on the
grid. The other way is to use a LUT. As shown in Fig. 2.3(a), xi

must be in one of the grid cell neighboring xi,j . All distances in the
LUT are computed with respect to the center of the checkerboard
cell containing xi.

• Sweeping Step: We determine d(x) in the local window using a dis-
tance LUT with respect to the center node xi,j . Thanks to the
symmetry property of d(x), only w(w + 3)/2 real numbers need to
be stored in the LUT. The sweeping process only uses addition and
comparison operations, which are fast on modern CPUs.
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The computational complexity of FSM is O(Nb), which is less than the
O(Nb log(Nb)) of FMM. Fig. 2.2(b) shows an example d(x) computed using
FSM with w = 3.

Algorithm 1 Extended-window fast sweeping method in 2D

1: INPUT: threshold tol, window size w, S, U , V
2: set w+1 = w + 1
3: initialize dk(x) using Eq. 2.5
4: define the loop sets

{(i, j) : i = w+1 . . .m− w, j = w+1 . . . n− w},
{(i, j) : i = m− w . . . w+1, j = w+1 . . . n− w},
{(i, j) : i = m− w . . . w+1, j = n− w . . . w+1},
{(i, j) : i = w+1 . . . x1 −m, j = n− w . . . w+1}

5: while max{|dk+1(x)− dk(x)|} > tol do

6: go through the loop sets and do
dk+1(x) = minm∈[−w,w]×[−w,w]{dk(xm) + |x− xm|22}

7: d(x) =
√

dk+1(x)
8: OUTPUT: d(x)

2.2.1.2 Direct Computation

The distance field can alternatively be directly computed using a SVO
data structure (Baert et al., 2013). SVO has attracted a lot of attention
in the computer-graphics literature recently for its nice properties in ray
tracing, which essentially also is a distance computation task.

We use a Hilbert curve (illustrated Fig. 2.3(b)) to encode the narrow band
grid points. Then, the so-encoded narrow band is organized in an oct-tree,
which is constructed bottom-up. The distance is then directly determined
by a nearest-neighbor search in the tree. For more details, we refer to
Ref. (Baert et al., 2013).
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xi

xi,j

xi-2,j-2

(a) Local window (b) 3D Hilbert curve

Figure 2.3: (a) Illustration of a 5 × 5 local window used in the extended-
window FSM with w = 2. Different symbols mark symmetric points with
respect to the center point xi,j . The green/white checkerboard illustrates
the resolution of the distance look-up table that may optionally be used to
further accelerate the algorithm (see main text for details). (b) Illustration
of a Hilbert curve in 3D to enumerate all voxels of the grid.

2.2.1.3 Helmholtz Equation

We can embed the distance field d(x) into a homogeneous Helmholtz equa-
tion: {

τ2∆ψ(x)− ψ(x) = 0
ψ(xi) = 1 ,

(2.6)

where ψ(x) = exp(d(x)/τ), δ ≤ τ < 0 and δ is a negative number close to
zero. ∆ is the Laplace operator. The solution of this Helmholtz equation
automatically also satisfies the Eikonal Eq. 2.3. For τ → 0(τ < 0),

τ∆d(x) + ‖∇d(x)‖2 − 1 = 0→ ‖∇d(x)‖2 = 1. (2.7)

After solving Eq. 4.23, the distance field can be recovered as:

d(x) = τ log(ψ) . (2.8)

The advantage of this method is that there are several very efficient solvers
for Eq. 4.23, such as FFT(DCT, DST)-based solvers, Multigrid solvers, and
Fast Multipole Methods (Greengard and Rokhlin, 1988). Here, we use
a DCT-based solver in order to directly impose homogeneous Neumann
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boundary conditions, i.e., the gradient of ψ is zero in the normal direction
at the band edge.

2.2.2 Step 2: Coupled Signed-Distance Functions

We aim to compute φ(x), the signed-distance function associated with d(x).
The key idea in cSDF is to apply distance-preserving shift transformations
to the output of Algorithm 1, thus solving the boundary-value problem
in Eq. 2.3 without (pseudo-)time evolution. Specifically, we shift d by an
offset T in order to determine the functions φinbin and φoutbin that indicate
whether the shifted level set d − T is inside or outside of S (see shaded
areas in Fig. 2.1a). The threshold T defines the separation between the
regions to be labeled. Therefore, T >

√
3h.

After thus identifying φinbin and φoutbin , we shift d down by Ts, yielding the
level sets φin1 and φout1. Then, the function d−Ts is shifted up by exactly
the same Ts, yielding φ

in2 and φout2. It is clear that T < Ts < b in order
to keep the two layers separate. As shown later, Ts is a scale parameter.
The complete procedure is given in Algorithm 2.

Algorithm 2 cSDF construction

1: INPUT: threshold T , Ts, d(x)
2: d0(x) = d(x)− T
3: select any point p0 on the outer boundary of the narrow band.
4: starting from p0, label as φ

out
bin the connected component where d0 > 0; label

the rest of the region where d0 > 0 as φin
bin.

5: d1(x) = d(x)− Ts

6: compute φin1 and φout1 using Algorithm 1 on φin
bin and φout

bin , respectively,
with input d1(x)

7: φin2 = φin1 − Ts, φ
out2 = φout1 − Ts

8: OUTPUT: φin2 and φout2
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2.2.3 Step 3: Surface Reconstruction using cSDF

After computing φin2 and φout2, a joint estimation of the signed-distance
function φ of the reconstructed surface S is computed from φin2, φout2,
and d(x) as described in Algorithm 3.

Algorithm 3 Surface reconstruction using cSDF

1: INPUT: φin2, φout2, d
2: dinout = ||φin2| − |φout2||, dinedge = ||φin2| − d|, doutedge = ||φout2| − d|
3: for all x ∈ Nb do

4: t = min{dinout, d
in
edge, d

out
edge}

5: if dinout == t then φ = (φin2 − φout2)/2
6: if dinedge == t then φ = −φin2

7: if doutedge == t then φ = φout2

8: OUTPUT: φ

There are only three possible curvature (c) cases for any point xi on S:
positive, negative, or zero curvature (as illustrated in Fig. 2.2(a)), corre-
sponding to the three cases in Algorithm 3:

• c > 0: S is convex at xi. Therefore, S is captured by d and φout2.

• c < 0: S is concave at xi. Therefore, S is captured by d and φin2.

• c = 0: S is planar at xi. Therefore, S is captured by φin2 and φout2.

A simple average of the corresponding two fields provides the estimate for
φ. Fig. 2.2(c) shows an example φ computed using this procedure.

2.3 Numerical Validation

We validate cSDF in 2D and show its accuracy by measuring the error
under the ℓ1 and ℓ2 norms with uniformly sampled points on a circle. We
further perform 3D benchmarks on computer-graphics models.
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Figure 2.4: Reconstruction errors for clouds of N points on circles of
different radii R without LUT.

2.3.1 2D Benchmarks

We test the accuracy of cSDF by sampling N points uniformly on a circle
of radius R and comparing the reconstructed circle to the ground truth for
decreasing N . We use a 200× 200 grid for all N ∈ [45, 360]×R ∈ [40, 70]
and directly compute distances without LUT. We linearly interpolate the
resulting φ at each of the original xi ∈ S. The correct value would be
φc = 0 for all xi. We then compute the overall (reconstruction plus inter-

polation) ℓ1 and ℓ2 errors as [
∑i=N

i=1 |φ(xi)|]/N and
(
[
∑i=N

i=1 φ(xi)
2]/N

)1/2
,

respectively. The result is shown in Fig. 2.4.

Figure 2.2 shows a synthetic example with sharp corners to illustrate
cSDF’s capability to represent them without introducing excessive surface
smoothing. The points in this example are moreover irregularly distributed
on S.

2.3.2 3D Benchmarks

We benchmark cSDF in 3D by using the vertices of the triangulated sur-
faces of the well-known computer-graphics models “Armadillo” and “Bud-
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Surface # Points Grid CPU CPU (LTU) ℓ
1 error ℓ

2 error

Armadillo 172 974 175 × 208 × 159 39.9 s 12.8 s 0.0523 0.0755

Buddha 543 652 82 × 199 × 82 32.6 s 15.9 s 0.0673 0.1122

Table 2.1: cSDF 3D benchmarks (narrow band width b = 6 in all cases)
with Extended-window Fast Sweeping.

(a) Buddha (b) Zoom in (c) Armadillo (d) Zoom in

Figure 2.5: Computer-graphics model surface reconstruction using cSDF.

dha” as input point clouds. The number of points for each model, the
CPU time for cSDF reconstruction of the implicit surface representation,
and the resulting errors against the known ground truth at the vertex po-
sitions are given in Table 2.1. The code is implemented in C and run on
a 2GHz Intel Core i7. When the distance LUT is used, the CPU time
is further reduced to 12.8 s and 15.9 s for “Armadillo” and “Buddha”, re-
spectively. The timings compare favorably with the > 200 s CPU time
of an efficient Bregman code (Ye et al., 2010) for “Buddha” with similar
resolution. Figure 2.5 shows the resulting reconstructions and close-ups
(Fig. 2.5(b) and (d)) with the input point cloud overlaid to demonstrate
the method’s capability to represent high-curvature regions without grid
refinement (see, for example, the “Armadillo” claws).

2.4 Relations to Other Methods

The cSDF method is related to coupled level set methods and to Hilbert-
Huang transforms. However, cSDF uses a geometric coupling, while cou-
pled level sets and the Hilbert-Huang transform only provide topology
control. This difference is illustrated in Fig. 2.6. For example, the inner
level set in coupled level sets can evolve arbitrarily as long as it stays inside
the outer level set (left panel of Fig. 2.6). This is not possible in cSDF,
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Figure 2.6: Illustration of the relations between the inner and outer level
sets in coupled level-set methods (left), Hilbert-Huang transforms (middle),
and the present cSDF (right). The solid red line is the true surface and
the dash lines are the coupled inner and outer layers.

where the two layers must be geometrically shifted by Ts (right panel of
Fig. 2.6).

2.5 Noise, Outliers, and Parameter

Since the present cSDF method is free of regularization and intends to
reconstruct even minute details of the surface, it is sensitive to noise in the
input point set. If the input point positions are noisy, or contain outliers,
we hence use a different algorithm for computing the distance field d(x).
This robust algorithm is presented below. All downstream processing, in
particular the cSDF construction, then remains unaffected.

We also analyze below how the parameter Ts controls the scale of the
surface details to be recovered. This parameter hence is a scale-space
parameter for the cSDF method.

2.5.1 Robust Distance Field

In the presence of outliers or noise in the input point set, we use a local
variance-weighted method to compute the distance field, which is robust
against noise and outliers. This choice is motivated by the fact that in
practice the positions xi are often uncertain due to, e.g., measurement
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(a) point set (b) standard (c) robust (Kn=10)

Figure 2.7: Comparison of un-robust and robust distance fields.

errors. We model this uncertainty as Gaussian noise of mean zero and
standard deviation σi i.i.d. added to the point positions. Usually, this σi
can directly be obtained from the measurement or imaging device that
acquired the data.

If σi is unknown, we estimate it by Kn-nearest neighbor clustering or by
singular value decomposition. In the clustering method, we first compute
the Kn-nearest neighbor distances of all points and compute their average.
Then, we use the difference between the distance and this average as the
weight. When using singular value decomposition, we first compute the
variance matrix of the point set and use SVD to compute the distance to
the plane defined by the first eigenvectors. In what follows, we use the
clustering-based method, which is also called “inverse distance weighting”
in the literature.

The weighted distance field is then defined as:

d(x) =
1

D̂

Kn∑

i=1

1

Di + 1
(x− xi)

2 , (2.9)

where D̂ =
∑Kn

i=1 1/(Di + 1) is a normalization factor, Di = |x − xi| is
the distance between x and xi, and x is an arbitrary position on the grid.
A comparison between the so-obtained robust distance field and the one
obtained using Algorithm 1 is shown in Fig. 2.7.
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2.5.2 Scale Parameter Ts

The cSDF coupling parameter Ts controls the scale space in which the
interpolated signal lives. Let

r =
1

NK

N∑

i=1

Kn∑

j=1

√
(xi − xij )

2 (2.10)

be the average (across all data points) distance between Kn-nearest neigh-
bors. Then, Ts has to satisfy the condition:

xi
xi,j

Figure 2.8: Illustration of Ts. Any samples on the circle will not be
distinguished by xi,j . To make sure the gap is closed, Ts > r.

Ts > r (2.11)

in order for neighboring points to meet.

This defines the lower bound on how small of details can possibly be re-
covered from the samples by cSDF. An illustration is shown in Fig. 2.8.
The green dot represents a grid point xi,j , the red dots represent the in-
put samples xi. The two red samples within the shaded disk around the
green dot are indistinguishable by xi,j . Therefore, Ts must be larger than
the radius of the shaded disk in order to ensure that it is unnecessary to
distinguish between those two samples (lower bound).
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(a) Ts = 4 (b) Ts = 5 (c) Ts = 6 (d) Ts = 8

Figure 2.9: Changing the scale parameter Ts does not introduce surface
smoothing (green rectangle), but may lead to topological problems (red
rectangle) due to scale-space coarsening.

As mentioned, thresholding with Ts is equivalent to wave propagation.
Thus, this step turns the explicit discrete-sample representation of the
surface into an implicit continuous representation.

Increasing Ts, however, is not equivalent to smoothing or to a regularizer.
Ts only defines the scale space for the interpolation, but does not limit
the curvature within that space. As seen in the area highlighted by the
green rectangle in Fig. 2.9, surface details are not lost when increasing Ts.
However, between closely apposed surfaces, a too coarse scale space may
lead to topological problems, as for example shown in the red rectangle in
Fig. 2.9. This issue can be avoided by adaptively changing Ts in a standard
scale-space approach, or by using a spatially adapted Ts(x).

2.6 Surface Reconstruction

In this section, we illustrate the use of cSDF in several applications on real
biological data. Since the cSDF is prior-free, the resulted geometry is only
based on the point cloud. Therefore, the property of the surface, such as
normal or curvature distribution, is only from the geometry itself, without
being corrupted by any prior.

The first data set comprises 3D positions of atoms in a protein conforma-
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(a) Protein surface (b) Zoom in (c) 2D PALM data (d) Zoom in

Figure 2.10: Biological surface reconstruction using cSDF in the absence
and in the presence of noise and outliers. The protein surface is colored
by MHP value.

tion obtained from molecular-dynamics simulations1. This is an example
of noise-free data where the surface is to be reconstructed as accurately
as possible. We use cSDF to reconstruct the molecular surface of the pro-
tein and to locally shade it according to the Molecular Hydrophobicity
Potential (MHP). The result is shown in Fig. 2.10(a) and (b).

The second case considers a 2D PALM (photo-activated localization mi-
croscopy) super-resolution image. PALM intrinsically produces point clouds,
as it detects the centroids of single fluorescent molecules. cSDF can then
be used to reconstruct the surface (e.g., the membrane) on which the flu-
orescent molecules live. The PALM image in Fig. 2.10(c) and (d) shows
fluorescent lamin proteins of the nuclear lamina2. We use cSDF to recon-
struct the nuclear envelope from these point detections. Due to the large
amount of outliers and noise in this data set, we use the robust distance
field method presented above.

2.6.1 Compared With TV

In its current implementation, cSDF is about 6 times faster than a highly
efficient Bregman code for surface reconstruction (Ye et al., 2010). This
runtime can be further reduced by parallelizing the code on multi- or many-
core hardware, such as GPUs or computer clusters. cSDF computes the dis-

1Data courtesy of Dr. Anton Polyansky, Zagrovic group, MFPL, Vienna.
2Data courtesy of Dr. Jonas Ries, Ewers group, ETH Zürich.
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tance field three times and then estimates the signed distance field. Thus,
the key point of cSDF’s parallelization is to compute the distance field in
parallel, which has been extensively studied in computer graphics (Cuntz
and Kolb, 2007; Cao et al., 2010).

Point Cloud

(a) Input

Surface

Point Cloud

Surface

Point Cloud

Surface

Point Cloud

(b) TV results (Goldstein et al., 2009)

Surface

Point Cloud

(c) cSDF result

Figure 2.11: 2D example with sharp corners, compared with TV regular-
ization (Goldstein et al., 2009) with parameter µ = 10−6 (left), 2× 10−6

(middle) and 3× 10−6 (right) and presented method.

Due to its regularization-free nature, cSDF can capture high curvature
without adaptive grid. It also does not bias the reconstruction result to-
ward a prior, nor does it excessively smooth the reconstructed surface.
This way, cSDF is for example able to perfectly reconstruct and represent
the sharp corners and edges of a cube, whereas regularization-based meth-
ods will round them even for the smallest amount of regularization, as
shown in Fig. 2.11.

2.6.2 Mean Curvature Estimation

From φ, thanks to the signed-distance property of cSDF, the mean curva-
ture can directly be computed as:

H =
∆φ

‖∇φ‖ = ∆φ . (2.12)

Examples are shown in Figs. 2.12. Based on the prior-free property, the
normal and curvature are guaranteed to be features of the surface itself,
without being corrupted by any prior.
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(a) mean curvature
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(b) curvature distribution (c) cSDF result (d) Zoom in

Figure 2.12: Mean curvature and its distribution as estimated using cSDF
for a molecular protein surface. (a) The protein surface colored by curva-
ture. (b) The mean curvature distribution of (a). (c) Surface reconstruc-
tion, normal estimation, and curvature estimation for a part of a human
aorta point cloud (data courtesy of Dr. George Bourantas, MPI-CBG).
The mean curvature is color coded after curvature histogram equalization
for better visualization. (d) Zoom of (c). It worth pointing out that the
distribution is only relied on the surface without being corrupted by any
prior since cSDF is prior-free.

2.7 Extensions of cSDF

cSDF can be extended to volume data, where the inner distance field
vanishes. The surface of the volume is captured by the outer distance field
and the distance field of the point cloud. Since the inner distance field does
not exist, the concave region can not be accurately recovered (sharp inside
corners get smoothed). The algorithm is summarized in Algorithm 4. The
process is very similar with shrinking effect in traditional level set method.

cSDF can be further extend to volume data, where a point xi becomes a
sphere centered at xi with given radius ri. Algorithm 4 can be used to
handle this case by letting d(x) inside the sphere be negative.

2.7.1 Mean Curvature Distribution Prior

Since cSDF is regularization-free, we can use it to obtain prior knowledge
about the surfaces. We prepare 17 different proteins from Molecular Dy-
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Algorithm 4 Surface Reconstruction from Volume Point Cloud

1: INPUT: {xi}, Ts

2: compute d(x) by Algorithm 1
3: d1 = d− Ts

4: compute dout1 by Algorithm 1 on d1
5: dout2 = dout1 − Ts

6: if d > Ts then

7: φ = d
8: else

9: φ = −dout2

10: OUTPUT: φ

Index 1 2 3 4 5 6 7 8 9

Name 1AKL 1AKZ 1KPP 1SCD 1UCH 1UGI 1W8V 1YD8 unb 2BVB

Np 6736 3499 2324 3776 3559 1285 2471 1469 1927

Volume 59931 31360 20400 33660 42760 11034 21996 12561 17012

Index 10 11 12 13 14 15 16 17 18

Name 2GKR 2K2T 2OOA 2PXR 2RN4 3R3Q UBM2 UBQ

Np 725 737 721 2199 1568 2340 512 1226

Volume 6380 6413 6036 19484 13566 20645 4320 10530

Table 2.2: First row: the index of 17 proteins. Second row: the names of
17 proteins. Third row: the number of atoms in this protein. The fourth
row: protein volume with unit 10−30 cubic meters, estimated by VOSS-
VOLUME-VOXELATOR program. The protein names are the same as
they are in the Protein Data Bank.

namics Simulations with 1000 time step3. The proteins are summarized
in Table 2.2. These names are the same as they are in the Protein Data
Bank4. We have five independent runs for ubiquitin (UBQ), and five inde-
pendent runs for UBM2. In total, we have 25 trajectories, each of which
has 1000 time steps. The number of points for each protein is shown in
Table 2.2.

We use Algorithm 4 to construct the 25,000 protein surfaces and estimate
their mean curvature. To reduce the resolution effect, instead of studying
H, we study H ·h2, which is called mean curvature half density (Kamberov
et al., 1998; Crane et al., 2013) or weighted curvature (Gong and Sbalzarini,
2013). And it is independent on resolution h.

3Data courtesy of Dr. Anton Polyansky, Zagrovic group, MFPL, Vienna.
4http://www.rcsb.org/pdb
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Two distributions of H ·h2 from the examples are shown in Fig. 2.13. Even
though these two surfaces are very different, their distributions of H · h2
are similar. This fact inspires us to study pit(H · h2) across all trajectories,
where t ∈ [1, 1000] is the time step index and i is the protein index in
Table 2.2 (the index starts from left to right and from up to down).

For all proteins, the radii of their atoms are between 1.2Å and 1.9Å, where
Å = 10−10 meter. We set h = 0.4Å and Ts = 5h. We set the range of
H · h2 to be [−0.7, 1.5]. We use 1.5+0.7

h3 ≈ 35 bins to represent p(H · h2)
because H has second-order accuracy O(h2).

(a) UBQ (b) p(H · h2) (c) UBM2 (d) p(H · h2)

Figure 2.13: cSDF on Volume Point Cloud. (a) UBQ protein
surface; (b) distribution of H · h2 for (a), the Gaussian model is

0.0774 exp(−(x−0.0727)2

0.47952
) with fitting accuracy SSE = 5.8 × 10−4 and

R2 = 0.9793; (c) UBM2 protein surface; (d) distribution of H · h2 for

(c), the Gaussian model is 0.081 exp(−(x−0.1121)2

0.45502
) with fitting accuracy

SSE = 8.2× 10−4 and R2 = 0.9731. We use h = 0.4Å and set the range
of H ·h2 to be [−0.7, 1.5]. We use 1.5+0.7

h3 ≈ 35 bins to represent p(H ·h2).

We compute a distance matrix M between all proteins at each time step.
M(j, k) are the χ2 distances between pi1t1 and pi2t2 , where j = (i1 − 1) ∗
1000 + t1 and k = (i2 − 1) ∗ 1000 + t2. The result is shown in Fig. 2.14a.

We define the average distribution for each protein as

p̃i(H · h2) =
∫
t
pit(H · h2)dt∫

dt
. (2.13)

Similarly, we can compute a distance matrix M̃ , where M̃(j, k) is the χ2

distance between p̃j and p̃k.

We use isomap algorithm (Tenenbaum et al., 2000) to reorder the proteins,
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(a) Distance Matrix M

(b) Distance Matrix M̃

Figure 2.14: Distance matrix for all trajectories and their average.
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(a) Rearrangement of M

(b) Rearrangement of M̃

Figure 2.15: Rearrangement of two distance matrices.
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showing the relationship between each other. The reordered distance ma-
trix is shown in Fig. 2.15a and b. The rearrangement shows the relation-
ship between proteins.

2.7.1.1 Curvature Distribution Modeling

Noticing the distributions ofH ·h2 can be well approximated by a Gaussian
distribution in Fig. 2.13, we use a Gaussian model to approximate each
distribution of H · h2 for all 25,000 protein surfaces. The Gaussian model
is defined as

f(x) = a exp

(
−
(
x− b
σ

)2
)
. (2.14)

The modeling results are shown in Fig. 2.16. The parameters a and σ are
stable for all tested proteins. The parameter b is stable for each protein
during time steps. This stability guarantees that mean curvature distribu-
tion can be used as priors.

We can also rearrange the proteins by simply sorting the parameter b.
The result is shown in Fig. 2.17b. The reordered parameter b is shown in
Fig. 2.18b. The similarity between the result from Isomap and the result
from sorting parameter b suggests that b is a dominant parameter in this
modeling.

2.8 Summary

We have presented a regularization-free method for geometry reconstruc-
tion from unstructured point clouds. The result is guaranteed to be a
signed-distance function, dispensing with the need for re-initialization and
regularization. We benchmarked the method on 2D and 3D artificial
datasets and showed its accuracy and computational efficiency. We fur-
ther showed its application in real-world surface reconstruction for protein
molecular surfaces and PALM microscopy data.

Thanks to the regularization-free property, the mean curvature distribu-

47



CHAPTER 2. CLOSED SURFACE RECONSTRUCTION WITHOUT
REGULARIZATION

(a) average a and its variance (b) average b and its variance

(c) average σ and its variance (d) fitting accuracy

Figure 2.16: Fitting results with Gaussian models. The x-axis is the pro-
tein index. The error bars show the standard deviations for the time
steps.

tions from the estimated surfaces can be obtained and modeled as a prior.
We show how to compute and model the mean curvature distributions for
a Molecular Dynamic Simulation dataset.
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(a) distance matrix after reordering by Isomap

(b) distance matrix after reordering by sorting b

Figure 2.17: Distance matrix after the rearrangement of these proteins .
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(a) parameter b after protein re-
arrangement by Isomap

(b) parameter b after protein re-
arrangement by sorting

Figure 2.18: The parameter b in different rearrangement methods. The
error bars show the standard deviations for the time steps.
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CHAPTER

THREE

Gradient distribution priors

In this chapter, we study gradient distribution priors for image surfaces.
First, we argue why gradient distribution prior should be imposed. We give
the motivation from different points of views. Then, we show the dataset
that we used and how to build this prior from the collected dataset. After
that, we show parametric models for this prior. At the end of this chapter,
we show that this prior and its parametric models have a strong correlation
with subjective image quality.

3.1 Introduction

Image processing has become a central element of many workflows. Fre-
quent tasks include image denoising, image deconvolution (beblurring),
image zooming (super-resolution), scatter light removal (dehazing), noise
level estimation, image quality assessment, and contrast enhancement for
image visualization. All of these are inverse problems, as one attempts
to estimate the ground truth from the given (noisy, blurry, hazy, etc.)
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observation. Inverse problems are always ill-posed, especially if the trans-
formation from the ground truth to the observation is unknown.

In order to solve such problems, additional knowledge about the unknown
perfect image has to be assumed. Conceptually, there are two approaches
to estimating the ground truth: interpolation (smoothing or filtering)
and model fitting (Bayesian inference). In the former approach, the ad-
ditionally assumed knowledge is encoded in the choice of the interpolation
method, or in the filter kernels used. These choices typically impose certain
geometric properties of the perfect image, such as connectivity, smooth-
ness, sparsity, or curvature. In the Bayesian approach, one attempts to
reconstruct a perfect image such that it resembles as much as possible
the observed image when run though the (blurring, noise, etc.) trans-
formation. Bayesian inference requires prior knowledge in the form of a
prior that sufficiently constrains the reconstruction problem to render it
well-posed. Frequently used priors in biomedical image processing include
sparsity in the spatial and/or frequency domain (Pustelnik et al., 2011),
total variation (TV) (Rudin et al., 1992; Chan et al., 2000; Chantas et al.,
2010), mean curvature (MC) (El-Fallah and Ford, 1997; Zhu et al., 2007;
Liu et al., 2011), Gaussian curvature (GC) (Lee and Seo, 2005; Zhu et al.,
2007; Lu et al., 2011; Gong and Sbalzarini, 2013), and hybrid priors (Kim,
2006; Bredies et al., 2010).

While the prior knowledge regularizes the inverse problem to an extent
where it can be solved, it also biases the result toward the expected. It has
repeatedly been shown that inappropriate priors may obscure features in
the image, or lead to wrong results altogether. Choosing the “right” prior,
however, is as hard as solving the original problem, since the underlying
perfect image is unknown. The main drawback of frequently used priors
is that they either impose strong geometric assumptions or weak entropy
assumptions. The very popular TV prior (Rudin et al., 1992; Chan et al.,
2000; Chantas et al., 2010), for example, presupposes that the unknown
ground truth be a collection of uniformly bright regions, i.e., be piece-
wise constant. Imposing this prior leads to removal of image detail and
processing artifacts if this assumption is unjustified.

As mentioned, spectral priors are weaker than geometric priors, but stronger
than entropy assumptions. They do not directly impose knowledge about
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the ground truth, but only about the probability distribution of some
property of the ground truth. As such, they bias the result less than the
geometric priors. A particularly popular spectral prior is the Gradient
Distribution Prior (GDP), which presupposes a certain statistical distribu-
tion of the gradients in the image, i.e., a certain gradient histogram. It
has been shown to lead to better results than the TV prior in many image-
processing tasks (Zhu and Mumford, 1997; Weiss and Freeman, 2007; Shan
et al., 2008; Cho and Lee, 2009; Chen et al., 2010; Krishnan and Fergus,
2009; Cho et al., 2012). In section 3.2, we provide some reasoning about
why GDP should be preferred.

Despite their success in signal processing, GDPs learned from natural-scene
images are traditionally imposed by marginal distribution modeling, which
does not consider the correlations between different components (Weiss
and Freeman, 2007; Shan et al., 2008; Cho and Lee, 2009; Chen et al.,
2010; Krishnan and Fergus, 2009; Cho et al., 2012). In this chapter, we
show that the different components are correlated, and we propose a joint
distribution model that considers this correlation.

For any prior for image processing, following properties have to be satisfied
before it can be modeled and imposed:

• Stability: The prior should be independent of the image content. It
should be stable against variations in the imaged objects and against
different imaging modalities. Here, we validate this property for the
GDP in section 3.3.

• Correlation with image quality: The prior should be correlated
with subjectively perceived image quality. Only then, imposing the
prior is expected to improve image quality. We show this here for
the GDP prior in section 3.5.

3.2 Motivation: Why the Gradient Distribution?

Rather than postulating ad hoc properties of the perfect image to be recon-
structed, spectral priors are typically learned or identified from large image
collections. Given a sufficiently diverse collection of images, the histogram
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or probability distribution of a spectral prior is estimated by computing
some features over all images. There are many features that could be
computed, including color and texture features, but the image gradient is
particularly interesting. First, it is remarkably stable (invariant) across
images. Second, it is easy to compute and can hence be learned from large
image collections. Third, the gradient has a simple intuitive meaning as
the first-order approximation to the perfect image. Furthermore, recon-
structing an image from a given gradient field is computationally simple
and efficient. In the following sections, we use the term gradient field when-
ever we mean the gradient image, i.e., an image that has the same size as
the original data image, but where each pixel stores two values that are
the two components of the gradient of the original image at that location.
The gradient distribution is the histogram or probability distribution of
these values across all pixels, and/or across multiple images. We restrict
our discussion to two-dimensional images where the gradient has two com-
ponents. Extensions to higher-dimensional images are readily possible by
adding additional gradient vector components.

GDP have been exploited in Bayesian frameworks for image denoising
(Zhu and Mumford, 1997), deblurring (Shan et al., 2008), restoration
(Cho et al., 2012), super resolution (Zhang et al., 2012), and others (Weiss
and Freeman, 2007; Shan et al., 2008; Cho and Lee, 2009; Chen et al., 2010;
Krishnan and Fergus, 2009; Cho et al., 2012). As shown in the paper (Cho
and Lee, 2009), deblurring in the gradient domain is more efficient than
working with the original pixel values (Shan et al., 2008). This can be
explained by the reduced correlation in the gradient domain (cf. Fig. 3.3),
which is favorable for blur kernel estimation.

It is well known by now that the gradient distribution of any image has a
heavy tail in log scale. In previous works, however, the 2D gradient distri-
bution was assumed to be the product of two independent 1D distributions
along x and y (Shan et al., 2008; Cho and Lee, 2009; Chen et al., 2010;
Krishnan and Fergus, 2009; Cho et al., 2012). As we show below, this is
not necessarily the case and there can be significant correlations between
the x and y components of the gradient. The full joint 2D gradient distri-
bution can be estimated from image databases and we provide parametric
models for it that enable us to use it similar to the 1D case.
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The gradient distribution has a number of different interpretations that
provide additional rationale for its use.

3.2.1 A statistical argument

Statistical interpretations of images have led to a wealth of powerful recon-
struction methods based on Bayesian estimation theory. A very famous
example are Markov Random Fields (MRF), as used for example in Fields
of Experts models (Roth and Black, 2009; Xu and Wang, 2009; Dong
et al., 2012). They are based on assuming a Gibbs distribution for the
pixel intensities I:

p(I(x)) =
1

Z

∏

r

N∏

i=1

Ψi((Ji ∗ I)r;αi) . (3.1)

Z is a normalization constant, Ji is a linear filter, ∗ is the convolution
operator, r a local window size, and Ψi is modeled as a heavy-tailed (of-
ten Student-T) distribution with parameter αi (the number of degrees
of freedom). The perfect image is then estimated by a Bayesian Maxi-
mum A Posteriori (MAP) estimator. These models are powerful and can
learn structural information, but there are several crucial parameters to
be tuned: the image filter J , the shape of the potential function Ψ, the
local window size r, etc. Of these, the window size r is particularly hard
to choose for training and inference.

While MRFs estimate the intensity in each pixel (hence taking a micro-
scopic view of the image), spectral priors describe a global property of the
whole image (macroscopic view), ignoring local geometry variations. This
leads to more stable estimators from a statistical point of view.

According to Boltzmann, the microscopic and the macroscopic view are
connected through the concept of entropy. Interpreting each pixel as a
random variable, an image can be seen as a state of a high-dimensional
random process (pixels). This corresponds to an Ising model in statistical
mechanics. Assuming that of all possible combinations of pixel values one
could form, meaningful images are equilibrium states, i.e., states (pixel
value combinations) of largest probability, the entropy of the image should
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also be largest. This is the basis of well-known maximum-entropy esti-
mators, which have been proven powerful in machine learning and image
processing (Gull and Daniell, 1978; Gull and Skilling, 1984; Hu and Li,
1991). Conversely, minimizing the entropy leads to a more structured sys-
tem, which is also useful in image processing (Awate and Whitaker, 2006).
However, it is clear that simply maximizing the entropy does not only en-
hance the signal, but also the noise. While simply minimizing the entropy
does not only reduce the noise, but also removes image detail. There-
fore, a prior is again needed to trade this off. The entropy distribution
of natural-scene images is shown in Fig. 3.1, which suggests that entropy
should be kept on a certain level. GDPs achieve exactly this, as shown in
section 3.4.4.
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Figure 3.1: Entropy distribution of natural-scene images. The number of
bins is 70.

A simple comparison of point-wise MRFs, Fields-Of-Experts, and GDP
is shown in Fig. 3.2. These images were directly generated by sampling
from the different prior models. It is worth noticing the unique texture
and structure of each model. The main difference comes from the gradient
distribution being a macroscopic image description, whereas the other two
are microscopic models.
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(a) Images generated by a point-wise Markov Random Field.
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(b) Images generated by a gradient distribution prior.
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(c) Images generated by 3× 3 Fields-Of-Experts.

Figure 3.2: Comparing images sampled from different prior models.

3.2.2 A variational calculus argument

MAP estimating U from a sample S using Bayes’ rule is equivalent to
minimizing the negative log likelihood:

argmax
U
{ p(U |S) ∝ p(S|U)p(U) }

⇔ argmin
U
{ − log(p(S|U))− λ log(p(U)) },

(3.2)

where the scalar regularization parameter λ is introduced to balance the
likelihood p(S|U) and the prior p(U). Assuming a Gaussian distribution
for the likelihood naturally leads to an ℓ2 norm in the data fitting term and
to an optimal λ ∝ σ2, where σ is the standard deviation of the Gaussian.
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When using GDP, the prior p(U) is not over the hypothetical image U ,
but over its gradient ∇U . A frequent assumption for this term is a Gen-
eralized Gaussian distribution, hence p(∇U) = exp−α‖∇U‖∗ , where ‖ · ‖∗
is any proper norm. In the negative logarithm, this then leads to the TV
regularization − log(p(∇U)) = α‖∇U‖1 for the ℓ1 norm, corresponding to
a Laplace distribution model. The TV regularizer, or the Laplacian model,
can hence be interpreted as a linear approximation in log-space to the GDP.
This is also visually shown in Fig. 3.12(h,k). A hyper-Laplacian prior can
be imposed in the same way for the ℓq norm (0 < q < 1) (Krishnan and
Fergus, 2009).

While MAP uses the posterior as an objective function, other choices are
possible. When using the Minimum Mean Squared Error (MMSE)

Û = argmin
U

∫

U

p(U |S)UdU (3.3)

as a cost function, for example, the prior is imposed analogously. This has
been successfully used in conjunction with a TV prior to reduce staircase
artifacts (Louchet and Moisan, 2013). As shown in next chapter, our GDP
model achieves similar results without making the objective function more
complex.

3.2.3 A functional analysis argument
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(b) The correlations are
tested on the Fish image.
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(c) The correlations are
tested on the Frog image.

Figure 3.3: Two example images and their auto-correlation AC(d, r).

According to Taylor’s theorem, the gradient is the first-order approxima-
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tion to the perfect image. The discrete derivative operator as a first-order
finite difference is a step function, which has the minimum spatial reso-
lution and maximum frequency resolution. Higher-order approximations,
however, do not necessarily improve the accuracy in image processing. The
first reason for this is that the discrete image might not be high-order differ-
entiable. The second reason is that the spatial auto-correlation decreases
rapidly with increasing order of derivative. In Fig. 3.3, the auto-correlation
between I(x) and I(x+ r) is shown for different orders d of derivatives:

AC(d, r) = correlation(∇dI(x),∇dI(x+ r)) , (3.4)

where r = (r, 0). The correlation reduces significantly for d ≥ 2. This
explains why gradient and curvature priors are so powerful for image pro-
cessing, but higher-order derivatives don’t improve the result anymore. As
seen in Fig. 3.3, the correlation reduces to zero more rapidly for higher d.
For image-processing tasks, second order has repeatedly been shown to be
enough (Zhu et al., 2007; Gong and Sbalzarini, 2013).

3.2.4 A psychophysical argument

The human vision system mainly detects gradient information (Chichilnisky,
2001; Pillow et al., 2005; Cao et al., 2011; Gollisch and Meister, 2010). As
shown in Fig. 3.4, light entering the retina first arrives at the retinal gan-
glion cells. These cells are sensitive to gradient information, rather than
to intensity, with a response that is described well by the error function
(Chichilnisky, 2001; Miller and Troyer, 2002). Neighboring cells also inter-
act with each other to amplify the gradient information, which explains
the famous Mach band effect.

During evolution, the neurons have adapted to the environment they were
exposed to, and to process what is expected (Chichilnisky, 2001; Simon-
celli and Olshausen, 2001; Miller and Troyer, 2002). This is the gradient
distribution found in natural-scene images. The human vision systems is
hence particularly well adapted to detect and process images that satisfy
this distribution.

The fact that different people have almost the same visual perception is
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light

Ganglion Cell

Figure 3.4: Structure of the human retina. Light first hits the gradient
detectors.

a consequence of the stability of the neuronal response to the gradient
distribution. The vision system also suggests that coding an image by
its gradient is an efficient way (sparse representation). We show coding
efficiency and sparsity for the GDP in section 3.4.4.

3.2.5 A neurological argument

Another way of investigating the gradient is to consider what stimulus
features in natural images best drive responses in the visual cortex of the
human brain (Kay et al., 2008; Güçlü and van Gerven, 2014). Kay et
al. showed that the coefficients of natural images based on Gabor wavelet
filters can be used to predict the human brain activity (Kay et al., 2008).
The brain activity also follows the same model to identify the natural im-
ages that provide the stimulus. In (Güçlü and van Gerven, 2014), the filter
basis is learned from natural images. Some example feature images from
both approaches are shown in Fig. 3.5. It has been shown that the learned
filters (oriented gradient basis) have better performance (Güçlü and van
Gerven, 2014). This is additional evidence that gradients are important
for human vision.

3.2.6 Gradient field and original image

Regardless of the stability of the gradient distribution, reconstructing an
image from its gradient field is accurate and simple, as it constitutes an
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(a) Gabor wavelet basis. (b) Learned basis.

Figure 3.5: Filter basis used in human visual stimulation. Both figures
are from (Güçlü and van Gerven, 2014). The learned basis is similar to
oriented gradient filters.

integration task with one point constraint (Fattal et al., 2002; Pérez et al.,
2003; Agrawal and Raskar, 2007; Bhat et al., 2010; Kazhdan et al., 2006; Xu
et al., 2011; Gong et al., 2012; Guillemot et al., 2012). An excellent review
about signal processing in the gradient domain can be found in (Agrawal
and Raskar, 2007). Some recent advances in this area are described in
(Farbman et al., 2008; McCann and Pollard, 2008; Fattal, 2009; Xu et al.,
2011, 2012).

3.3 Gradient distribution prior (GDP)

In order to build the GDP, we study the gradient distribution from a
database of 23 613 images of natural scenes. We analyze the resulting
distributions and compute the variability of images around the mean of
the distribution to show its stability. Later on, we will show the correlation
between the average distribution and subjective image quality.

61



CHAPTER 3. GRADIENT DISTRIBUTION PRIORS

3.3.1 Datasets

We collected seven datasets of natural-scene images as shown in Table 3.1.
Each image I(x, y) was converted to 8-bit gray-scale. The gradient field is
defined as:

G(x, y) = ∇I(x, y), (3.5)

where here we use the first-order finite difference approximations ∇I ≈
(I(x+1, y)− I(x, y), I(x, y+1)− I(x, y)). The high density at 45 degrees
is an artifact of using forward differences. When using backward differ-
ences, the line rotates to -45 degrees. When using central differences, the
line disappears, but smoothing artifacts appear. However, as long as the
discretization scheme used to learn the gradient is the same as the one
later used to apply the model, things are consistent.

We only compute the gradient at interior pixels without considering the
boundary pixels, to avoid boundary conditions at the image borders. Due
to the use of 8-bit gray-scale images, possible gradients are in the discrete
domain [−255, 255] × [−255, 255], where we can easily construct the 2D
histogram of G. We use Gx and Gy to denote the components of G.

In order to turn the histogram into a probability distribution, we divide all
bins by the total number of pixels in the image, i.e., by mn where m and
n are the number of pixels along the x and y edges of the image. After
aggregating data from all images in the database, we further normalize
by the total number of images in the dataset. The resulting empirical
distribution ppr is shown in Fig. 3.6.

3.3.2 Stability of the prior for natural-scene images

We analyze how closely the natural-scene images in the training dataset
match the average gradient distribution learned from them. Fig. 3.7 shows
the histograms of several distances between the average prior and each im-
age’s individual gradient distribution. More than 95% of the images have
distributions that are closer to the prior than an RMS of 2 × 10−4. Also
when using other distance metrics, such as the Hellinger or KL distances,
the training images are highly clustered around the prior (Fig. 3.7b,c).
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Figure 3.6: Average gradient distribution of natural-scene images shown
in log scale.

3.3.3 Scale stability of the prior

In order for the GDP to be stable across images, it in particular has to be
stable with respect to image scaling. We confirm this by down-sampling
(down-scaling) all images in the training database by factors up to 0.5,
and re-learning the average GDP from each scaled dataset. The scaling
is applied to the whole image, rather than cropping a sub-image. The
resulting average gradient distributions are shown in Fig 3.8. They are
stable against scaling down to a scale factor of 0.5. Below 0.5, the average
gradient distribution starts changing.

Footnote a b c d e f g all
#images 1005 1000 5063 832 1491 6033 8189 23613
content build natural build butterfly natural birds flower

Table 3.1: Natural-scene image datasets used to learn the prior. Source
URLs are given in the footnotes.

ahttp://www.vision.ee.ethz.ch/showroom/zubud/
bhttp://see.xidian.edu.cn/faculty/wsdong/Data/Flickr Images.rar
chttp://www.robots.ox.ac.uk/˜vgg/data/oxbuildings/
dhttp://www.comp.leeds.ac.uk/scs6jwks/dataset/leedsbutterfly/
ehttp://lear.inrialpes.fr/˜jegou/data.php
fhttp://www.vision.caltech.edu/visipedia/CUB-200.html
ghttp://www.robots.ox.ac.uk/˜vgg/data/flowers/102/index.html
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Figure 3.7: The prior is stable across natural-scene images. The distances
(different metrics shown) between individual images and the average prior
are mostly small, indicating that all images are clustered around the prior.
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Figure 3.8: The prior is stable with respect to image scaling. Shown is
the average (across the entire training dataset) gradient distribution in
log scale for images scaled by factors of (from left to right) 0.5, 0.6, 0.7,
0.8, 0.9, and 1 (i.e., the original, unscaled images).

3.4 Parametric Models for Gradient Distribution
Priors

In order to efficiently use the GDP as a regularization term, and to formu-
late optimization schemes over it, a parametric model is desirable. We here
provide two parametric models for the marginal and joint 2D distributions
of our GDP, and we assess their approximation accuracy. We compare
these new models with traditional gradient distribution models, such as
Hyper Laplacian models, and with TV in 1D and 2D. We further propose
a new model to approximate the cumulative distribution function (CDF)
of the gradient instead of the PDF. This new model only has a single scale
parameter, leading to effectively 1D problems in parameter inference. We
further discuss the convexity, sparsity, and entropy of these models.

64



3.4. PARAMETRIC MODELS FOR GRADIENT DISTRIBUTION
PRIORS

3.4.1 1D Marginal Model

Traditionally, image gradient distributions are modeled as Generalized
Gaussian (Hyper Laplacian) Distributions:

log(P (Gx)) = −a0|Gx|b0 + c0 , (3.6)

where a0, b0, and c0 are the model parameters. This model includes
Gaussian (b0 = 2), Laplacian (b0 = 1), and hyper-Laplacian distributions
(b0 = 0.6) (Krishnan and Fergus, 2009) and bears a close relationship
with ℓq norms (0 < q < 1).

To increase the fitting accuracy, we treat model as a function, instead of
a distribution. Therefore, the factor c0 also becomes a free parameter,
which increases the fitting accuracy of this model. We will show in the
next chapter that the normalization factor does not play a role in the
variational framework. Therefore, we do not have to consider it in the
modeling stage.

We instead propose to use the following models for the 1D marginal gradi-
ent distribution:

Model 1:

log(P (Gx)) = 2a1

(
exp

{
−|G

x|b1
a1

}
− 1

)
+ c1(G

x)2 , (3.7)

where a1, b1, and c1 are the free parameters. The results of fitting this
model (i.e., its parameters) to the average gradient distributions of our
image sets are shown in Table 3.2. To the best of our knowledge, this
Model 1 is the best-fitting model known so far (Fig. 3.11 and Table 3.3).

Model 2:

log(P (Gx)) = −a2(Gx)2 − log(b2 + |Gx|2) + c2, (3.8)

where a2, b2, and c2 are the parameters. The results of fitting this model to
the data are shown in Table 3.3, and compared with other models. Model 2
fits the data less well than the above Model 1, but has several advantages:
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Image set 1 2 3 4 5 6 7

Gx

a1 3.66 3.89 3.93 6.51 7.83 5.85 6.34
b1 0.58 0.55 0.58 0.44 0.44 0.45 0.50

c1 × 104 -2.4 -1.2 -1.5 -0.48 -1.9 -0.57 -1.3
SSE 40.5 43.0 67.7 23.8 34.1 37.9 25.4
R2 0.99 0.99 0.99 0.99 0.99 0.99 0.99

Gy

a1 3.68 3.87 3.84 7.29 7.29 5.55 6.09
b1 0.60 0.55 0.60 0.42 0.46 0.47 0.51

c1 × 104 -2.2 -1.2 -1.5 -0.42 -1.9 -0.64 -1.3
SSE 56.8 41.4 90.8 19.9 29.4 32.6 18.5
R2 0.99 0.99 0.99 0.99 0.99 0.99 0.99

correlation -0.12 -0.23 -0.19 -0.22 -0.12 -0.25 -0.11
(log scale) 0.37 0.31 0.28 0.37 0.17 0.39 0.18

Table 3.2: Results of fitting the marginal Model 1 to the average gradient
distributions of all image datasets.

• Rotation Invariance: As mentioned, the ridge in the average gradient
distribution might be the artifact from finite difference scheme of
gradient. Even though Model 2 is less accurate than Model 1, Model
2 does not have this ridge and the rotation invariance property of
Model 2 is preferred in practical applications.

• Integrability: Exponential function of Model 2 is integrable, which is
convenient for use in optimization algorithms and for analytically
computing its CDF. As shown in Fig. 3.11, the CDF version of
this model still works when other models become invalid (Gaussian,
Laplacian) or hard to integrate (Hyper-Laplacian, Model 1).

• Computational efficiency: Model 2 has a simple mathematical form
that can efficiently be evaluated on a computer. The effect is sub-
stantial, as shown in Fig 3.9(a) for the model evaluation, and in
Fig 3.9(b) for evaluating the gradient of the model (e.g., in an opti-
mization loop).

• Optimization efficiency: Model 2 can be written as the difference of
two convex functions. Optimization problems involving Model 2 can
hence be solved efficiently using Difference of Convex programming.

We compare our two marginal models with other models in Fig. 3.11 and
Table. 3.3. In all cases, they outperform the previously used Laplacian,
Gaussian, and Hyper-Laplacian models. In Fig. 3.10, we analyze the sensi-
tivity of Model 2 as compared with the Hyper-Laplacian model. Model 2
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Figure 3.9: CPU time comparison for model and model-gradient evalua-
tions.

Image set 1 2 3 4 5 6 7
SSE 40.5 43.0 67.7 23.8 34.1 37.9 25.4
R2 0.99 0.99 0.99 0.99 0.99 0.99 0.99
SSE 271 324 266 44.4 38.2 62.8 30.7
R2 0.96 0.93 0.96 0.99 0.99 0.98 0.99
SSE 576 301 537 45.4 389 70.5 250
R2 0.92 0.93 0.91 0.98 0.96 0.98 0.97

SSE×10−3 1.86 3.01 3.02 3.95 2.34 3.90 3.95
R2 0.74 0.30 0.52 0.13 0.81 0.10 0.57

SSE×10−4 0.83 1.02 1.10 1.24 1.32 1.23 1.64
R2 -0.12 -1.3 -0.72 -2.6 -0.046 -2.5 -0.75

Table 3.3: Goodness of fit comparison for all models (from top to bot-
tom): Model 1 (Eq. 3.7), Model 2 (Eq. 3.8), Hyper-Laplacian, Laplacian,
Gaussian.

fits the data better and shows good sensitivity (identifiability) with respect
to parameter a2.

3.4.2 2D Joint Model

While the 1D marginal models approximate well the marginal distributions
of the gradient, they are not statistically independent. As shown in the
last two rows of Table 3.2, the two gradient components are weakly nega-
tively correlated. This weak correlation between the gradient components
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Figure 3.10: Sensitivity analysis of Model 2 compared with the Hyper-
Laplacian model. (a) Marginal gradient distribution in log scale for each
image. The color indicates logarithmically scaled density. (b) Model 2
with changing parameter a2 (coded by color) and other parameters fixed at
their best fit: b2 = 5.4, c2 = −0.266. Parameter a2 varies from 1× 10−4

to 4 × 10−4 with step size 2 × 10−5. (c) Hyper-Laplacian model with
changing parameter b0 (color) and all other parameters fixed at their best
fit. b0 varies from 0.5 to 0.6 with step size 0.01.

explains why alternating optimization had to be used in all previous works
that considered the marginal models independently, and why the results
were still good even though the prior is not strictly correct.

The traditional model (Eq. 3.6) can easily be extended to 2D:

log(P (G)) = −a0(|Gx|b0 + |Gy|b0) + c0 , (3.9)

where a0, b0, and c0 are the parameters. Such a model, including the Hyper
Laplacian as a special case, however, treats the x and y components of the
gradient as independent.

Considering that a correlation between the gradient components may exist,
we instead propose the following two models (corresponding to Model 1
and Model 2 above) for the 2D joint gradient distribution:

log(P ) = 2a1(exp

{
−|G

x|b1 + |Gy|b1
a1

}
− 1) + c1‖G‖22 . (3.10)

log(P ) = −a2(|Gx|2 + |Gy|2)− log(b2 + |Gx|2 + |Gy|2) + c2 . (3.11)

The fitted parameters are shown in Table 3.4. Figure 3.12 compares the
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Figure 3.11: Comparison of marginal models (log scale) and their cumu-
lative sums (linear scale). Optimal parameters are used for each model.
The quantitative differences are shown in Table 3.3; sensitivity analysis
of the model fits is shown in Fig. 3.10.

model fits with previous models. The data histogram is shown in the left
panel of Fig. 3.12, whereas the best-fit parametric models are plotted in
the remaining panels. The area included by isoline -13 of Model 2 is only
3% of the whole domain, but the total probability mass in that area is
99%. More details about model sparsity are given in section 3.4.4. From
Table. 3.4, it is clear that Eq. 3.11 fits the data almost as good as Eq. 3.10,
and both models fits much better than any previous model.

Image set 1 2 3 4 5 6 7 all

M
o
d
e
l
1 a1 8.62 7.88 7.76 8.34 9.13 8.07 8.89 8.37

b1 0.51 0.52 0.54 0.52 0.54 0.53 0.55 0.53
c1 × 105 -8.9 -5.0 -9.0 -4.3 -14 -5.6 -10 -6.3

SSE×10−5 71 69 1.1 1.3 1.3 1.1 8.7 1.2
R2 0.89 0.88 0.92 0.84 0.89 0.90 0.92 0.91

M
o
d
e
l
2 a2 × 105 10.9 4.81 8.27 4.42 16.5 5.21 11.0 6.21

b2 × 102 4.56 6.67 4.22 2.60 1.85 3.62 1.01 2.39
c2 -4.74 -4.38 -4.60 -4.99 -5.79 -4.91 -6.03 -5.24

SSE×10−5 1.13 0.892 1.32 1.47 1.72 1.26 1.17 1.48
R2 0.83 0.85 0.90 0.82 0.86 0.89 0.89 0.90

Table 3.4: Parameters and goodness of fit of the two-dimensional models:
Model 1 (top) and Model 2 (bottom).
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Figure 3.12: Visual comparison of model fits for 2D joint gradient distri-
bution models in log scale. First row: 2D gradient distribution of the data
followed by plots of the best-fitting 2D models. Second row: iso contours
at values -13, -11, and -9. The area included by isoline -13 of Model 2 is
only 3% of the whole domain, but the total probability mass in that area
is 99%. More details about model sparsity are given in section 3.4.4.
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3.4.3 The Naturalness Factor

To simplify Model 2, let T =
√
a2, b2 = 0, and c2 = 0. Then the CDF

from Model 2 is:

C̃(Gx) = −e
−(TGx)2

Gx
− T√π erf(TGx) +H(Gx), (3.12)

where H is the Heaviside distribution and erf is the error function.

Noticing that the correlation between Gx and Gy is reduced in CDF, we
can approximate the 2D joint CDF by the following parametric model:

C̃(G) = C̃(Gx)C̃(Gy) . (3.13)

The fitting results are shown in Table 3.5. The parameter T =
√
a2 is

specially of interest and will be defined as an important feature for one
image.

Image set 1 2 3 4 5 6 7 all√
a2 0.37 0.26 0.38 0.35 0.56 0.37 0.7 0.46

SSE 20.7 23.1 19.1 23.7 22.9 19.6 23.0 18.8
R2 0.99 0.99 0.99 0.99 0.99 0.99 0.99 0.99

Table 3.5: Fits of the parametric 2D CDF model.

These models have only one single scalar parameter T . This parameter can
easily be determined by solving the following convex minimization problem

min
T

∫
(log(p(Gx)) + T 2(Gx)2 + 2 log(|Gx|))2dGx, (3.14)

which has the unique analytical solution

T =

(−
∫
(2 log(|Gx|) + log(p(Gx)))(Gx)2dGx

∫
(Gx)4dGx

) 1
2

. (3.15)

Therefore, the parameter T can directly be computed. The parameter T
leads to a linear gradient field remapping and guarantees an integrable
gradient field. There is also an explicit relationship between parameter
a2 of the 1D marginal Model 2, and parameter T of the 2D CFD model:
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a2 = T 2. This explains the good sensitivity of 1D Model 2 with respect
to this parameter (see Fig. 3.10), and inspires the use of this parameter to
define an image quality metric.

Comparing any image’s parameter T with the expected value Tpr from
natural-scene images, i.e. from the GDP, we define:

Definition: For any image I, the naturalness factor Nf is defined as
Nf = T

Tpr
, and the image In reconstructed from I such that Tn ≈ Tpr is

called the naturalized image.

Since Tpr is obtained from the average gradient distribution of natural-
scene images, the Nf for a natural-scene image is expected to be one, as
confirmed in Fig. 3.13. The range of observed values is Nf ∈ [0.2, 2.7],
and the naturalness factor of natural-scene images satisfies a Log-Normal
distribution (Fig. 3.13).
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Figure 3.13: Naturalness Factor (Nf ) distribution for the natural-scene
images of the training set. Blue bars indicate Nf < 1 and red bars indicate
Nf > 1. The black line is a Log-Normal distribution with parameters
µ = 0.039 and σ = 0.613.

The 2D gradient CDF is sensitive to image transformations and potentially
provides a powerful prior for the corresponding inverse problem. This is
shown in Fig. 3.14, where an image is treated by different transformations
and the corresponding CDFs are shown below. For the blurred image
(Gaussian blur, σ = 3), the frequency of small gradients is increased. For
the noisy image (10% Gaussian noise), the frequency of large gradients is
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(a) orig., Nf=1.04 (b) blur, Nf=3.26 (c) noisy, Nf=0.05

(d) CDF (e) CDF (f) CDF

(g) SR(nearest),
Nf=2.29

(h) SR(bicubic),
Nf=3.35

(i) guided filter,
Nf=1.73

(j) CDF (k) CDF (l) CDF

Figure 3.14: Different images and their gradient CDFs (original image is
from: beyondthehumaneye.blogspot.de).

73



CHAPTER 3. GRADIENT DISTRIBUTION PRIORS

increased. For the super-resolution (SR) image (upsampling factor 9), the
frequency of small gradients is increased. For the bilateral filter (w = 5,
σs = 3, σc = 0.1) and the guided filter (r = 10, ǫ = 0.01), the frequency
of small gradients is increased.

3.4.4 Convexity, Sparsity, and Entropy of the GDP

The TV (Laplacian) prior is so popular because it leads to convex varia-
tional models. Even though the Hyper-Laplacian fits the data better, it
leads to a non-convex model, which is harder to solve. We show here that
our Model 2 (Eq. 3.8) and its 2D variant (Eq. 3.11) are quasi-concave,
which means that all iso-sets are convex, hence simplifying optimization.

Theorem 1. Eq. 3.8 and Eq. 3.11 are quasi-concave.

Proof. For Eq. 3.8, we have:

log(P (Gx
1)) < log(P (Gx

2)) when Gx
1 > Gx

2 > 0 (3.16)

log(P (Gx
1)) < log(P (Gx

2)) when Gx
1 < Gx

2 < 0. (3.17)

This monotonicity property with respect to 0 ensures that Eq. 3.8 is quasi-
concave. Eq. 3.11 is a rotation of Eq. 3.8 with respect to the y axis.
Therefore, the set {G : log(P (G)) ≥ h} is convex ∀h.

The overall energy function with Model 2 used as a prior, however, is not
quasi-concave, but can be written as the difference of two convex func-
tions. Such optimization problems are known as D.C. problems (short
for: difference of convex), and efficient solvers are available for them. The
present model hence leads to efficiently solvable variational problems while
still fitting the data better than previous models. Table 3.6 qualitatively
compares different models.

The gradient distribution balances sparsity and signal encoding. We define
the sparsity of p(G) as:

sp(h) =

∫∫
χp(G)>hdG

xdGy

∫∫
dGxdGy

, (3.18)
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Model convexity accuracy computation cost
Eq. 3.7 quasi high medium
Eq. 3.8 quasi high low

Hyper-Laplacian quasi medium low
Laplacian yes low low
Gaussian yes very low low
Eq. 3.10 no high medium
Eq. 3.11 quasi high low

2D Hyper-Lap no medium low
2D Laplacian yes low low
2D Gaussian yes very low low

Eq. 3.13 no medium low

Table 3.6: Comparison of different models.

where χ : R→ {0, 1} is an indicator function. We further define:

Ch(h) =

∫∫
χp(G)>hp(G) dGxdGy , (3.19)

which is the total probability mass on levels larger than h. The sparsity
sp(h) measures how many words (of some dictionary) are needed to encode
the information in Ch(h) with an accuracy or tolerance h. The relationship
between sp and Ch is shown in Fig. 3.15a for the image data from the
training set. We observe that the gradient signal is sparse already at a low
cutoff h. Figure 3.15b shows the sparsity information curves for different
parametric models of the GDP. Our Models 1 and 2 are about as sparse
as the data, whereas all other models are less sparse and hence throw
away more information. This suggests that GDP could also be potentially
interesting for compressed sensing (Donoho, 2006).

The information of a signal is closely related to its entropy, describing the
macroscopic behavior of the system as discussed above. The entropy of a
2D gradient distribution is defined as:

E(p) = −
∫∫

p(G) log(p(G)) dGxdGy . (3.20)

Since the entropy is entirely determined by the gradient distribution, im-
posing a gradient prior implies imposing an entropy prior. The entropy
distribution of the natural-scene images from the training dataset is shown
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Figure 3.15: 98.2% of the information can be encoded with only 2.5% of
the dictionary at a cutoff level of h = 3.6 × 10−6. Our models are about
as sparse as the data, whereas all previous models are less sparse.

in Fig. 3.16. It is normally distributed. The average entropy and the en-
tropies of different parametric models are given in Table 3.7.
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Figure 3.16: Entropy distribution of the natural-scene images from the
training set. The average is 5.88. The red line is the Gaussian
0.043 exp

[

−(E−5.89
1.56

)2
]

.

data Eq. 3.10 Eq. 3.11 HyperLap Laplace Gaussian
Entropy 5.88 9.05 2.05 2.94 31.2 223

Table 3.7: Entropy of the training data and of different parametric models.
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3.5 Correlation with Image Quality

As a second key requirement for an image-processing prior, besides sta-
bility, we show next that the GDP is highly correlated with subjectively
perceived image quality. We show that the distance between the gradi-
ent distribution of any given image and the GDP correlates with image
quality. We use the standard LIVE benchmark dataset for image quality
assessment (Wang et al., 2004). In order to measure the distance between
two gradient distributions, we test the ℓ2 norm, ℓ1 norm, cosine distance,
the Earth Mover Distance (EMD), χ2 distance, and the Hellinger distance.
Using this distance, we form the objective image-quality score:

score = Distance(p(∇Itrue), p(∇Idistorted)). (3.21)

This can be further simplified to only use Nf :

scoreNf
= |N true

f −Ndistorted
f |. (3.22)

If the ground truth image is unknown (i.e., in a real-world application
rather than a benchmark setting), the score is defined with respect to the
GDP:

scorepr = Distance(ppr, p(∇Idistorted)) . (3.23)

A measure of subjectively perceived image quality is provided by the LIVE
benchmark’s DMOS (difference mean opinion score). Different correlations
between DMOS and our objective score are reported in Tab. 3.8.

In all cases, the Hellinger distance between the gradient distributions shows
the best correlation. This suggests that using this distance metric, the
GDP can directly be used to construct a novel image-quality measure. We
compare this new measure (i.e., the score of Eq. 3.23) with other stat-
of-art image quality assessment methods, such as PSNR (peak signal-to-
noise ratio), SSIM (Wang et al., 2004), and FSIM (Zhang et al., 2011a).
The results are shown in Fig. 3.17 and Table 3.9. The Hellinger distance
between the gradient distribution of an image and the ground-truth GDP
shows high linearity with DMOS, rendering the GDP a favorable prior
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ℓ2 ℓ1 cos EMD χ2 Hellinger
PCC 0.6193 0.7926 0.6277 0.5172 0.7662 0.8687

SCC 0.6434 0.7773 0.6114 0.7576 0.7977 0.8630

KCC 0.4588 0.5822 0.4355 0.5639 0.6027 0.6745

Table 3.8: Correlations between subjectively perceived image quality
(DMOS from LIVE benchmark (Wang et al., 2004)) and our objective
score using different distance metrics. The following correlations are re-
ported: Pearson’s linear correlation coefficient (PCC), Spearman’s rank-
order correlation coefficient (SCC), and Kendall’s rank-order correlation
coefficient (KCC). In all cases, the Hellinger distance between the gradient
distributions shows the best correlation.
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Figure 3.17: Image quality assessment results on the LIVE benchmark.
We show the scatter plots of different objective image-quality measures
(from left to right: PSNR, SSIM, FSIM; score, scoreNf , scorepr) with
respect to subjectively perceived image quality as quantified by the DMOS
score. The different colors correspond to the different distortions in the
LIVE benchmark, as given in the inset legends.

for image processing. When used as an image-quality metric, however, the
score without knowing ground truth (scorepr) is less good than specialized
metrics like SSIM (Wang et al., 2004) and FSIM (Zhang et al., 2011a)
(Table 3.9). This is entirely expected, and it is not our aim to propose
a new image-quality metric. However, since differences in the gradient
distribution correlate with image quality, imposing the GDP is expected
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PSNR SSIM FSIM score scoreNf
scorepr

PCC -0.8585 -0.8252 -0.8586 0.8687 0.669 0.761
SCC -0.8756 -0.9104 -0.9634 0.8630 0.712 0.706
KCC -0.6865 -0.7311 -0.8337 0.6745 0.512 0.522

Table 3.9: Image quality assessment results on the LIVE benchmark. The
result shows that GDP is not superior to state-of-the-art metrics but in-
deed indicates image quality.

to improve an image’s quality. Together with its stability, this renders the
GDP a good prior for practical applications.

With the gradient distribution prior, a single image’s quality can be eval-
uated without any reference image. For example, Nf indicates the image
quality, which is consistent with human visual perception.

3.6 Summary

In this chapter, we show that gradient distribution is robust with image
content and therefore can be used as a prior. We give several reasons from
different point of views to show why it should be imposed. We further
give two parametric models to approximate this prior. These models are
joint distributions and have better accuracy than previous models. We
discuss their properties, such as computational efficiency, sparsity, entropy
preservation, optimization efficiency, etc.

Based on one parameter in our parametric model, we defined a naturalness
factor, which is further shown to be correlated with image quality that
is assigned from human. This fact means that imposing this prior can
improve the image’s visual quality.
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CHAPTER

FOUR

Variational framework with spectral

regularization

In the previous two chapters, we showed the modeling of the mean cur-
vature distribution from reconstructed surfaces and gradient distribution
from natural-scene image surfaces.

In this chapter, we give the variational framework, where these models of
priors can be imposed. First, we start from Bayesian theory, which leads
to a generic variational model. Then, we analyze this generic variational
model and discuss several special cases with spectral regularizations.

4.1 Bayesian Theorem

Bayes’ theorem is a fundamental result in mathematics, which states the
relationship between an observation I and the ground truth S. More
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specifically, the posterior probability satisfies

p(S|I) = p(I|S)p(S)
p(I)

∝ p(I|S)p(S) . (4.1)

Maximizing the posterior from I is a powerful method to estimate S. One
can form the following energy from Bayes’ theorem:

E(S) = − log(p(S|I)) , (4.2)

which is equivalent to

E(S) = − log(p(I|S))− log(p(S)) . (4.3)

Equation 4.3 is the key link between Bayesian theory and varia-
tional methods. For example, assuming the difference between I and S
satisfies a Gaussian distribution, and S is piecewise constant, the energy

becomes E(S) =
‖I−S‖2

2

σ2 + ‖∇S‖1, which is the standard total variation
model. ‖I − S‖22 is called the data-fitting energy and ‖∇S‖1 is called the
regularization term.

In general, Bayes’ theorem corresponds to a variational model

E(S) = − log(p(I|S)) − log(p(S))
l l

E(S) = EΦ0
(S, I) + EΦ1

(S) ,
(4.4)

where EΦ0
is the data-fitting term and EΦ1

is the regularization term. The
two boxes indicate the correspondence between Bayesian theorem and vari-
ational methods. For example, in the total variation case, EΦ0

(S, I) =
‖I−S‖2

2

σ2 and EΦ1
(S) = ‖∇S‖1, which are called data fitting energy term

and regularization energy term, respectively.

4.2 Generic Variational Models

We aim at computing an estimate Û of the unknown, latent perfect image
U(x) from the observed discrete samples I = {F(U(xi)) : i = 1 . . . N}
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(x ∈ Ω is the spatial coordinate). The data I has been generated from
the underlying truth U by a sampling process F , which introduces noise,
error, blur, etc. This process is generally modeled as a non-linear map.

The reconstruction problem can then be expressed in variational form as:

Û = arg min
U∈Fs

{∫

x∈Ω

Φ0(U, I) dx+ λ

∫

x∈Ω

Φ1(U) dx

}
, (4.5)

where Φ0 is a data-fitting cost function, measuring how well the estimated
image approximates the observed image when run through the transfor-
mation considered. Φ0 hence models the (generally unknown) imaging
transformation F . Φ1 constitutes the prior, i.e., a regularization function
on U . It is common to include a scalar weighting coefficient λ, called the
regularization coefficient, which tunes the trade-off between the data and
the prior. The optimal value of λ is only known for certain special models.
Ω is the image domain, and Fs is the postulated function space in which
U lives.

The choice of function space Fs (e.g., C
2(Ω), C4(Ω), or Bounded Variation

space over Ω) defines the domain of image models. All solutions of the
reconstruction problem are members of this space. A popular choice is the
space Lq(Ω) (0 ≤ q ≤ ∞). When 1

q + 1
q∗ = 1, Lq(Ω) and Lq∗(Ω) are dual

spaces. From the Hölder inequality, one concludes that Lq+(Ω) ⊆ Lq(Ω),
for ∀q+ ≥ q ≥ 1. This implies that L1(Ω) is the most general (least
restrictive) space among all Lq(Ω).

Φ0 measures how well a certain hypothetical reconstruction U fits the data
I. This generally involves a model F of the unknown imaging process. This
model is typically built from prior knowledge about the optics of the imag-
ing equipment. In order to quantify the distance between F(U) and I, Φ0

uses a norm or semi-norm, such as the Euclidean distance, the Hausdorff
distance, an ℓp distance, tangent distance, or a Bregman divergence (Paul
et al., 2013). The choice of the data-fitting function Φ0 depends on how the
data were obtained, on the noise type and magnitude, on the tolerated re-
construction error, and on considerations of computational efficiency. The
ℓ2 norm is commonly used because it filters Gaussian noise on the data.
Another frequent choice is the ℓ1 norm, because it filters outliers.
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4.2.1 Geometric Regularizations

In most models, Φ1 is a regularization term, such as Tikhonov, the ℓ0 norm
of the gradient, TV, MC, or GC. This term imposes geometric prior knowl-
edge (sparsity, smoothness, etc.) about the latent ground truth image U .

4.2.1.1 Total Variation Regularization

Among all geometric regularizations, TV and its variants are best studied.
The traditional TV is defined by

Φ1(U) = inf

{∫

x∈Ω

U(x)∇ · V (x)dx,V ∈ C∞(Ω,Ω), ‖V ‖∞ ≤ 1

}
,

(4.6)
which is simplified to

Φ1(U) =

∫

x∈Ω

‖∇U(x)‖2dx . (4.7)

To avoid the singularity at zero, this term is approximated by

Φ1(U) =

∫

x∈Ω

√
‖∇U(x)‖22 + ǫ2dx , (4.8)

where ǫ is a small real number.

There are other similar variants of TV. For example, instead of using L2

norm, L1 norm | · | can be adopted because of its robustness to outliers,
leading to

Φ1(U) =

∫

x∈Ω

|∇U(x)|dx . (4.9)

To relax this regularization, a spatial adaptive term λ(x) is introduced (Strong
and Chan, 1996), so the regularization becomes

Φ1(U) =

∫

x∈Ω

λ(x)|∇U(x)|dx . (4.10)
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This term can be further relaxed to

Φ1(U) =

∫

x∈Ω

λ(x)|∇U(x)|qdx , (4.11)

where 1 ≤ q ≤ 2 (Chen and Rao, 2003). When q = 1, it is TV. When q = 2,
it is isometric diffusion. Therefore, instead of making the weight spatially
adaptive, q can be spatially adaptive, leading to a new regularization (Chen
et al., 2006)

Φ1(U) =

∫

x∈Ω

|∇U(x)|q(x)dx . (4.12)

Solving models with these regularizations, however, is challenging. The
running time for a small image with resolution 256 × 256 usually is be-
tween a few seconds to hundreds of seconds, depending on the parameter
setting, even if the state-of-the-art solvers such as Split Bregman Iteration
or Primal Dual Method are used (Zhang et al., 2011b; Goldstein and Osher,
2009b; Li et al., 2012; Paul et al., 2013).

Split Bregman Iteration for the TV model is based on the convexity prop-
erty of the model and the Bregman Iteration. This solver is summarized
in Algorithm 5, where shrink(x, y) = x

|x| max(|x| − y, 0) and GS is a local

Gauss-Seidel iteration (details in (Goldstein and Osher, 2009b)).

Algorithm 5 Split Bregman Iteration (Goldstein and Osher, 2009b)

1: INPUT: I, µ, threshold ǫ
2: Initialize: U0 = I, d0x = d0y = b0x = b0y = 0
3: while ‖Un − Un−1‖2 > ǫ do

4: Un+1 = GS(Un)
dn+1
x = shrink(∇xU

n+1 + bnx ,
1
µ
)

dn+1
y = shrink(∇yU

n+1 + bny ,
1
µ
)

bn+1
x = bnx +∇xU

n+1 − dn+1
x

bn+1
y = bny +∇yU

n+1 − dn+1
y

5: OUTPUT: U

Primal Dual Solvers are also popular for solving TV-based models (Zhu
and Chan, 2008; Chambolle and Pock, 2011; He and Yuan, 2012a). These
solvers perform gradient decent for U and its dual variable V simultane-
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ously, usually leading to a saddle-point problem

min
U

max
V

{∫

x∈Ω

|U − I|2dx+ λ

∫

x∈Ω

U∇ · V dx

}
. (4.13)

In (He and Yuan, 2012a), the relationship between the step sizes for the
primal and dual variables is discussed, and a Proximal Point Algorithm
(PPA) is constructed. The PPA does prediction and correction in one
iteration and therefore converges faster than simple primal-dual methods.
More details about proximal methods can be found in (Bioucas-Dias and
Figueiredo, 2007; Zuo and Lin, 2011; Shen et al., 2011; He and Yuan,
2012a).

There are some issues with these solvers. First, these solvers are global,
which means that they propagate the noise or turbulence globally, even
though they makes the spatial information propagate efficient. Second,
these global solvers are difficult to be parallelized (the stiffness matrix
does not have sparse blocks). Therefore, it is challenging to extend these
solvers to large images. Third, these solvers can only handle certain types
of noise models (data-fitting terms) because they require to compute the
gradient of the total energy, data-fitting energy, or regularization energy.

4.2.1.2 Curvature Regularization

Similar to TV, higher order derivatives such as curvature can also be used
as regularization (Zhu et al., 2007; Liu et al., 2011; Zhu and Chan, 2012;
Gong and Sbalzarini, 2013). When mean or Gaussian curvature is adopted
as regularization, Φ1 usually takes one of following forms

Φ1 =

∫

x∈Ω

|H(U(x))|dx , or Φ1 =

∫

x∈Ω

|K(U(x))|dx . (4.14)

For MC and GC, there is no efficient solver available, except diffusion
schemes, which are slow for numerical stability. In general, these higher-
order properties need more computation than the gradient. We will discuss
these two in later chapters, where we introduce novel efficient filter solvers
for these regularizations.
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4.3 Spectrally Regularized Models

When using a spectrally regularized model, the regularization term does
not directly act on U , but on a distribution or histogram p(U):

Û = arg min
U∈Fs

{∫

x∈Ω

Φ0(U, I) dx

}

s.t. p(J (U)) = pprJ ,

(4.15)

where J is a filter (map, feature, differential operator, etc.) and pprJ is the
corresponding spectral prior. For example, in the case of Gradient Distri-
bution Priors, the filter J = ∇, and p(·) is the gradient distribution. If
J were the operator for computing curvature, p(·) would be the curvature
distribution.

This model is hard to solve because of the coupling between the energy and
the constraint. The coupling can be relaxed by introducing an auxiliary
variable Ũ :

Û = arg min
U∈Fs

{∫

x∈Ω

[
Φ0(U, I) + λΦ1(J (U), Ũ)

]
dx

}
,

s.t. p(Ũ) = pprJ ,

(4.16)

where λ is the Lagrange multiplier. This type of decoupling is generic to
all variational models with hard constraints. It has previously been used,
for example, in split-Bregman (Paul et al., 2013), TGV (Bredies et al.,
2010), and Hyper-Laplacian (Krishnan and Fergus, 2009) models. From
an optimization point of view, Eq. 4.15 and Eq. 4.16 are problems with
hard and soft constraints, respectively.

If multiple priors need to be imposed, Eq. 4.16 can be extended to a model
with multi-spectral regularization

E(U) =

{∫

x∈Ω

[
Φ0(U, I) +

n∑

i=1

λiΦi(Ji(U), Ũi)

]
dx

}
,

s.t. p(Ũi) = pprJi
i = 1, · · · , n .

(4.17)
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This is a generic spectrally regularized model, which can be solved by
diffusion-based schemes, as summarized in Algorithm 6.

Algorithm 6 Diffusion-Based Solver

Require: Φi, δt, λi, N
1: U0 = I
2: for t=1:N do
3: Ũi=SpecifyDistribution(Ji(U t−1), pprJi

)

4: d = −∂E(U)
∂U

5: U t = U t−1 + δt · d
Ensure: Û = UN

4.4 Distribution Specification

In Algorithm 6, distribution specification plays an important role. Given
a distribution p(x) and a target distribution ppr(x), how to deform p(x)
to ppr(x) is an open question. Mathematically, there is no difficulty since
the mapping function for p(x) can be easily obtained by inverting the
cumulative distribution function of ppr(x). The actual difficulty comes
from the discrete representation of p(x). In the discrete representation, x
is not continuous, but a finite set of discrete values xi, as shown in Fig. 4.1a.
This leads to ambiguity when inverting the cumulative distribution because
the same input might be mapped to different values, as shown in Fig. 4.1b.

To reduce this ambiguity, each set of the same xi can be further divided into
sub-sets sorted according to their local features. This technique has been
used in image processing, for example, in Exact Histogram Specification
(Coltuc et al., 2006b; Nikolova et al., 2013; Nikolova and Steidl, 2014;
Bevilacqua and Azzari, 2007). We use this technique by default, if not
explicitly stated otherwise.
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(a) continuous and discrete p(x) (b) their cumulative distributions

Figure 4.1: The standard Gaussian function and its discrete representa-
tion. The discrete cumulative distribution leads to the inversion ambigu-
ity.

4.5 One Time Step With Special Cases

Assuming the Ũi have been obtained from the distribution specification
and we only consider two specific regularizations, we get the following
variational model:

E(U) =

∫

x∈Ω

Φ0(U, I) dx

+ λ1

∫

x∈Ω

Φ1(J1(U), Ũ1) dx

+ λ2

∫

x∈Ω

Φ2(J2(U), Ũ2) dx ,

(4.18)

where λ1 and λ2 are regularization parameters. Since the gradient distri-
bution is interesting, we set J1 = ∇ and J2 could be the Laplace operator
∆, operators for computing curvatures, or the operator for the second
fundamental form.

In the present model, the Ũi acts as a soft constraint, providing more
flexibility. For example, Ũi does not need to be integrable. This flexibility
makes this model cover several popular models in the field:
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• TV (Rudin et al., 1992): Setting λ2 = 0 and Ũ1 = 0, traditional
TV models are recovered by choosing suitable Φ0. The determinant
of F is the length or area element in 2D or 3D, respectively, which
motivates area-preserving schemes also when Ũ1 6= 0.

• Joint Bilateral Filter (Petschnigg et al., 2004): When the joint
bilateral filter uses the same gradient field Ũ1, it is a local version of
our global model.

• MC and GC (Zhu et al., 2007): Setting λ1 = 0 and Ũ2 =
0, traditional curvature-regularization models are recovered. These
try reducing the bending energy of Ψ and lead to minimal surfaces
or developable surfaces. This motivates energy-preserving schemes
when Ũ2 6= 0.

• Hybrid models (Kim, 2006): Setting Ũ1 = 0 and Ũ2 = 0, our
model is identical to the gradient and curvature hybrid regularization
model. The total generalized variation (TGV) model is also obtained
for suitable Φ2.

• Poisson equation (Bhat et al., 2010; Pérez et al., 2003; Yu
et al., 2004): When λ2 = 0 and all distance metrics are L2, the Pois-
son equation is obtained as the derivative of our variational model.
Our model corresponds to the more complex biharmonic equation,
which can however still be solved with a time complexity in O(N)
using Multigrid methods.

• Willmore flow (Apostol and Manta, 2012): For Ũ2 = 0 and all
norms L2, our model can be seen as a gradient-guided Willmore flow,
which tries to reduce the Willmore energy Ψ while preserving surface
area. It hence avoids the shrinking/growing issue of the unguided
Willmore flow.

• Sobolev norm (Jung et al., 2009): Suitably choosing Φ1 and
Φ2, the Sobolev norm ‖ · ‖p,q is recovered. However, our model
corresponds to a more generic norm than the Sobolev norm, since
the distance metrics can be arbitrarily chosen.

The connections between the present model and previous ones are sum-
marized in Table 4.1, illustrating the expressivity of the present model.
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λ1 λ2 Φ0 Φ1 Φ2 Ũ1 Ũ2 Model
> 0 = 0 L2 L1 0 TV
> 0 = 0 L2 L2 6= 0 Poisson
= 0 > 0 L2 L2 0 MC, GC
> 0 > 0 L2 L2 L2 0 0 Hybrid
> 0 > 0 L2 Lp Lq 0 0 Sobolev
< 0 > 0 any any any 6= 0 6= 0 New
> 0 > 0 any any any 6= 0 6= 0 New
< 0 < 0 any any any 6= 0 6= 0 New
> 0 < 0 any any any 6= 0 6= 0 New

Table 4.1: Connections with other models.

It is worth noticing that some regularization coefficients may be negative,
which is not well known in previous works. As we show below, negative
coefficients with proper bound can still preserve the convexity of the model.

4.5.1 Equivalent PDE

Using the Euler-Lagrange equation, we obtain the equivalent PDE for our
variational model. When all distance metrics are quadratic forms, our
model becomes:

min
U∈ℓ2
{E(U) =

∫

x∈Ω

|U − I|2 dx

+ λ1

∫

x∈Ω

|∇U − Ũ1|2 dx

+ λ2

∫

Ψ

|∆U − Ũ2|2 dΨ} ,

(4.19)

where ∇ and ∆ are the Nabla and Laplace operators, respectively.

Minimizing this energy functional amounts to solving the following bihar-
monic equation:

λ2∆
2U + λ1∆U + U = λ2∆Ũ2 + λ1∇ · Ũ1 + I (4.20)
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with Dirichlet or Neumann boundary conditions. In the discrete case, this
becomes a linear system of equations:

AU = f (4.21)

with A = λ2∆
2 + λ1∆+ 1 and f = λ2∆Ũ2 + λ1∇ · Ũ1 + I.

Without the second order prior, our model becomes:

E(U) =

∫

x∈Ω

|U − I|2 + λ1|∇U − Ũ1|2 dx . (4.22)

Minimizing this energy amounts to solving the inhomogeneous Helmholtz
equation

λ1∆U + U = I + λ1∇ · Ũ1. (4.23)

4.5.2 Convexity

The present model is convex if the regularization coefficients are properly
bounded. It is easy to see from Eq. 4.21 that

∂2E(U)

∂U2
= A = λ2∆

2 + λ1∆+ 1. (4.24)

Therefore, the model is convex if A is positive definite, which depends on
the spectral radii of the biharmonic (ρ(∆2)) and Laplace (ρ(∆)) operators,
and on their respective regularization coefficients (λ2 and λ1).

The solid line in Fig. 4.2 shows that the model is convex if the regulariza-
tion coefficients satisfy the inequality

λ2ρ(∆
2) + λ1ρ(∆) + 1 > 0. (4.25)

Traditionally, it is well known that λ2 and λ1 should be larger than zero
(red area in Fig. 4.2). While this condition is sufficient, it is not necessary
for convexity. Convexity is preserved also for certain negative values (blue
area in Fig. 4.2), which guarantees uniqueness of the solution in a larger
domain.
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Figure 4.2: Dependence of the present model on the regularization co-
efficients. Red area: positive regularization coefficients are sufficient to
ensure model convexity. Blue area: the relaxed constraint in Eq. 4.25 is
necessary and sufficient for convexity and also allows negative regulariza-
tion to some extent. Above the dashed line the total regularization in the
model is positive, below it is negative.

To the best of our knowledge, negative regularization coefficients have
never been investigated in variational models, because it is not trivial to
see what spatial prior that would correspond to. However, due to the
coupling of Ũ1 and Ũ2 in Eq. 4.19, the regularization (i.e., the sum of the
second and third term) remains positive as long as

λ1 > −λ2
∫
Ψ
|∆U − Ũ2|2 dΨ∫

Ω
|∇U − Ũ1|2 dx

, (4.26)

even for some negative values of λ1 and λ2 (dashed line in Fig. 4.2). The
regularization coefficients provide global control of the regularizer, while
Ũ1 and Ũ2 amount to local control.

4.5.3 Solver Algorithm

Equations 4.20 and 4.23 require solving

λ2∆
2U + λ1∆U + U = f (4.27)
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with λ1 and λ2 as constant coefficients. This fourth-oder PDE arises in
many applications ranging from elasticity to fluid mechanics. It can be
efficiently solved using direct solvers, such as spectral methods based on
fast Fourier (or sine or cosine) transforms. The computational complexity
of spectral solvers is O(N log(N)), where N is the total number of pixels.

We solve Eq. 4.27 in the entire image domain Ω, instead of on patches
as Poisson editing does. Soft constraints can be imposed in the sense of
least-squares fitting as follows:

(
Auu Auk

Aku Akk

)(
Uu

Uk

)
=

(
fu

fk

)
, (4.28)

where k and u are indicator functions for the regions with and without the
constraint, respectively, and A is the system matrix obtained by discretiz-
ing Eq. 4.27 on the pixels.

A desirable property of our model is that it is numerically stable in the fre-
quency domain, thanks to the data-fitting term, while fast Poisson solvers
are not stable.

With periodic (Dirichlet, Neumann) boundary conditions, let Û and f̂ be
the FFT (DST, DCT) of U and f , respectively. Equation 4.27 in the
frequency domain then becomes:

[λ2W2 − λ1W1 + 1] Û = f̂ , (4.29)

where W2 and W1 are the wavenumbers corresponding to the fourth- and
second-order derivatives, respectively. The result is obtained as the inverse
FFT of Û . The complete solver is given in Algorithm 7.

Algorithm 7 Spectral Solver

Require: f , λ2, λ1
1: Ŵ = λ2W2 − λ1W1 + 1
2: compute f̂ = FFT,DST,DCT(f)

3: compute U = FFT,DST,DCT−1(f̂/Ŵ )
Ensure: U
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4.6 Discussion

Even though we could prove the convexity of the spectrally regularized
model in one time step, it is hard to obtain global convexity, since Ũi is
changing at every time step. In fact, for given ǫ > 0, the convexity and
connectivity of the set T ǫ

p = {U |‖p(J (U))− pprJ ‖⋆ ≤ ǫ} is unknown, where
‖ · ‖⋆ is a distance metric. For given U1, U2 ∈ T , it is not clear if there
exists a continuous morphing U(x, t) such that U(x, t) ∈ T ǫ

p , U(x, 0) = U1

and U(x, 1) = U2. Such morphing is called a Homotopy between U1 and
U2. We have following conjecture

Conjecture 1. The set T ǫ
p is compact.

In practice, we can always use some methods like gradient decent or differ-
ence of convex programming to minimize the energy functional, leading to
an acceptable solution. Even though the non convex models might lead to
multiple solutions, the fact that the observation is not far from the ground
truth gives the desired result in practice. Based on observations in many
image processing results, we also have

Conjecture 2. The set T ǫ
p is convex.

4.7 Summary

In this chapter, we show the link between Bayesian theory and variational
framework. Therefore, the modeled prior in Bayesian theory can be di-
rectly transformed into the regularization term in variational models.

We show the generic spectrally regularized variational framework and its
diffusion based solver. We further show that this generic model already
covers a family of well-known models in image processing. This model also
gives some new insight on convexity and regularization coefficient.
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CHAPTER

FIVE

Gradient distribution regularized images

In the previous two chapters, we showed the modeling of the gradient
distribution from natural scene surfaces and the variational framework
that can impose the prior. In this chapter, we show several applications of
gradient distribution regularization in image-processing problems, such as
image enhancement, denoising, deconvolution and scatter light removal.

5.1 Imposing the Gradient Distribution Prior

In a variational framework, there are two ways of imposing a prior: as
a hard constraint or as a soft constraint. Both are possible for the GDP.
For a hard constraint, the GDP is imposed by gradient remapping. The
mapped gradient field is then used to reconstruct the output image by
solving a Poisson equation with proper boundary conditions. For a soft
constraint, the GDP can be imposed as a regularization term, leading to
a minimization problem. As shown in Section 5.3, the decision between
using a soft or hard constraint depends on the specific application.
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5.1.1 As a hard constraint

We impose the GDP prior as a hard constraint by gradient-field remapping.
The idea is to map the original gradient field, using a linear or nonlinear
mapping function, into a new gradient field that exactly satisfies the prior.
From this remapped gradient field, the output image is then reconstructed
by solving a Poisson equation. In the special case of a linear mapping
function, the reconstruction simplifies to rescaling the image pixel values.

While it is possible to directly map the input gradient field to the de-
sired distribution (Coltuc et al., 2006b; Nikolova et al., 2013), such non-
parametric mappings lead to numerical ambiguity due to discretization
of the distribution into bins. This approach also does not guarantee the
output gradient field to be integrable. We hence instead propose the use
of parametric mapping functions. At the expense of some accuracy, they
guarantee integrability of the result.

5.1.1.1 Gradient field remapping

Let Map remap the gradient field to a new field Gn, which satisfies the
GDP:

Gn =Map(G), s.t. p(Gn) = ppr. (5.1)

In general, Map can be non-parametric, parametric, nonlinear, or linear.
A parametric nonlinear mapping leads to an integrable field, and the final
image can be obtained by solving a Poisson equation (Eq. 5.3), as outlined
below. A linear parametric mapping leads to a simple rescaling of the pixel
intensities and no Poisson equation needs to be solved. Fig. 5.1 illustrates
the effects of different types of remapping. Linear remapping amounts to
a simple rescaling of the intensities such that the gradient distribution fits
the GDP in average. However, the fit obtained by nonlinear remapping is
much better, but requires solving a Poisson equation. The gradient field
entropies after remapping are 6.03 (original), 5.86 (reconstruction without
remapping), 6.25 (linear remapping), and 5.79 (non-linear remapping), re-
spectively. As expected, remapping makes the entropy of Gn closer to
5.88, the average entropy of natural-scene images.
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5.1.1.2 Image reconstruction

Reconstructing the output image from the remapped gradient field amounts
to minimizing the following q-Dirichlet energy:

argmin
In
{‖∇In −Gn‖q}

s. t. In ∈ Lip(Ω) ,
(5.2)

where q > 1, ‖ · ‖q is the standard ℓq norm, and Lip(Ω) is the space of
Lipschitz-continuous functions on domain Ω.

Existence and uniqueness of the solution of Eq. 5.2 have been proven (Boc-
cardo et al., 1996). Commonly used norms are ℓ2 (q = 2) and ℓ1 (q = 1),
which correspond to reducing measurement errors (unspecific) and gross
errors (outliers), respectively.

Taking the ℓ2 norm in Eq. 5.2, we recover the output image In from the
remapped gradient field Gn by solving the Poisson equation:

∆In = ∇ ·Gn . (5.3)

This equation can be solved efficiently, e.g., by FFT-based algorithms or
wavelet solvers. A short summary of available Poisson solvers is given in
Table 5.1. One special solver will be discussed in the Appendix.

Reconstructing an image from its gradient field is accurate. An example
is shown in Fig. 5.1(c). The original image (a) is an 8-bit grayscale image.
The absolute RMS of the reconstruction without remapping (b) is 2.032
with an average intensity value of 104.9. The size of the image is 1881×2400
pixels. Reconstruction using the wavelet solver in Matlab takes about 3.5
seconds on a MacBook Pro (early 2011).

5.1.2 As a soft constraint

Imposing the GDP as a soft constraint is done by using the GDP as a
regularization term. For a variational function E(U) this can be done by
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Figure 5.1: Comparison of different gradient field remapping methods:
original image and its gradient distribution (a,b), image reconstructed
from original gradient field without any remapping (c,d), with linear
remapping (e,f), and with nonlinear remapping (g,h) (Coltuc et al.,
2006b). The absolute RMS of the reconstructions are 0, 2.0, 23, and 33,
respectively, with respect to the original image. The corresponding gra-
dient distributions after remapping are shown to the right of the images.
The linear and nonlinear remapping functions are shown in (i).
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Solver dense Cholesky Jacobi Gauss-Seidel SOR
Type direct iterative iterative iterative

Complexity (mn)3 (mn)2 (mn)2 (mn)3/2

Solver sparse Cholesky FFT Multigrid Wavelet
Type direct direct iterative direct

Complexity (mn)3/2 (mn)log(mn) (mn) (mn)

Table 5.1: Summary of Poisson solvers. The FFT and Wavelet-based
solvers are implemented in our software package.

evolving the PDE
∂U

∂t
= −∂E(U)

∂U
(5.4)

over pseudo-time t (i.e., the iterations of the algorithm). Since the energy E
is non-convex in general, minimization is performed in a multi-scale space
in order to avoid local minima and accelerate the computation. This can
for example be done using multi-scale anisotropic diffusion, similar to the
Perona-Malik model (Perona and Malik, 1990). More details about this
procedure are given in section 5.3.3.

When using our parametric Model 2 for the GDP, the minimization prob-
lem further simplifies. In this case, the variational energy is the difference
of two convex functions, and the minimization problem can efficiently be
solved using algorithms based on D.C. programming (Hamdi, 2006). Then,
the following decomposition holds:

E(U) = E1(U)− E2(U) , (5.5)

where

E1(U) =

∫

x∈Ω

(
1

2
|U − I|2 + λ

2
apr|∇U |2)dx

E2(U) =− λ

2

∫

x∈Ω

log(bpr + |∇U |2)dx
(5.6)

are differentiable convex functions, and bpr is the GDP value of parameter
b2 of Model 2.

One way to solve such problems is to use Bregman splitting techniques
(Hamdi, 2006). In this case, one needs to choose a Bregman function φ,
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the choice of which however does not matter much to the algorithm perfor-
mance (Hamdi, 2006). Then, Eq. 5.5 can be minimized using Algorithm 8.
The convergence proof can be found in (Hamdi, 2006; Gasso et al., 2009).
In the special case when φ is chosen to be a quadratic function, Algorithm 8
reduces to the standard proximal point algorithm.

Algorithm 8 Minimization using D.C. programming

Require: E1, E2, φ, step size δt > 0, ǫ > 0
1: while ‖(Ui − Ui−1)‖∞ > ǫ do
2: Ui+1 = (∇φ+ δt∇E1)−1(∇φ(Ui) + δt∇E2(Ui))

5.1.3 Implementation details

For hard GDP constraints, we implemented nonparametric remapping
based on exact histogram specification (Coltuc et al., 2006a) and remap-
ping based on our parametric Model 2. For image reconstruction, we
implemented FFT(DST, DCT)-based and wavelet-based Poisson solvers.

For soft GDP constraints, we implemented the multi-scale diffusion (Perona-
Malik model (Perona and Malik, 1990)), which is valid for all priors.

5.2 GDP on biomedical images

The GDP is particularly useful for biomedical images, where the ground
truth is unknown. But why are we proposing to learn the GDP from
natural-scene images and then apply it to biomedical images (see Fig. 5.2)?
Would it not be better to directly learn the GDP on biomedical images, for
which its use is intended? There are three reasons: (1) biomedical images
contain a variety of distortions, such as noise, blur, and scattering. If the
GDP is later to be used for denoising, deblurring, or dehazing, it must be
estimated from images that do not already contain these distortions. (2)
the ground truth of biomedical images usually is unknown. Even if the
noise robust gradient estimation could be adopted, it is not clear that the
learned prior is dominated by the objects themselves, microscope (sam-
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Figure 5.2: Concept of using natural-scene GDPs in biomedical imaging.
The prior is learned from natural-scene images. Since they obey the same
physical laws or mathematical model as biomedical images, we propose to
use this prior also in that case. We hence learn the GDP from natural-
scene images and then validate it on biomedical images, enabling its later
application. The human vision system provides the unifying link between
the two, as it has evolved to detect and process natural-scene images, but
is also used to look at biomedical images.

pling), or the gradient estimation scheme. (3) human eyes are adaptive
to process the natural images but not biomedical images. Therefor, the
prior learned directly from biomedical images does not help on improving
the image quality. Based on these three reasons, we here propose to learn
the GDP from natural-scene images and then validate the use of this prior
for biomedical images. The few examples in Fig. 5.3 are to illustrate that
natural-scene and biomedical images have qualitatively similar gradient
distributions.

As mentioned above, it is difficult (any potentially undesirable) to directly
build a GDP from biomedical images. We hence learned the prior from
natural-scene images, but validate it on biomedical images. We first show
stability of the present GDP for biomedical images. For this purpose, we
first collected 30 biomedical images, including X-ray, MRI, electron mi-
croscopy, and fluorescence microscopy images. Some examples are shown
in Fig. 5.4a. Then, we compute the RMS distance from the GDP for
each image’s gradient distribution. The distance histogram is shown in
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Figure 5.3: Natural-scene and biomedical images have qualitatively sim-
ilar gradient distributions and can hence be fitted with the same model.
First row: natural-scene image (left) and biomedical images. Second row:
corresponding gradient distributions in log scale.

(a) Samples from our biomedical images.
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(b) RMS distance distribu-
tion between biomedical im-
ages and the prior.

Figure 5.4: GDP is also valid on biomedical images.

Fig. 5.4b. The result confirms that most gradient distributions are close
to the GDP learned from natural-scene images. As expected, the range
of RMS for this test set of biomedical images is larger than the range of
RMS for the training set of natural-scene images.
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Figure 5.5: Naturalization work flow.

5.3 Applications

Priors play a central role in many image-processing tasks. We exemplify
this here by showing the use of the present GDP, the parametric models,
and the solvers in a wide variety of image-processing tasks, ranging from
contrast enhancement, to noise level estimation, denoising, deconvolution,
and dehazing. Before showing each application, we use

R(U) =

∫

x

(
apr|∇U |2 + log(bpr + |∇U |2)

)
dx (5.7)

to denote our regularization term.

5.3.1 Image naturalization

Remapping the gradient field of any image to match the GDP of natural-
scene images, and then reconstructing the output image is called image
naturalization, because the output image will have the desired gradient
distribution. The naturalized output image hence looks more “natural”.
The workflow is shown in Fig. 5.5. Since the GDP correlates with image

105



CHAPTER 5. GRADIENT DISTRIBUTION REGULARIZED
IMAGES

quality, this makes the image look more appealing. We hence propose to
use image naturalization as an alternative to histogram equalization when
displaying images to a human observer. Image naturalization enhances
contrast by specifying the gradient distribution. Some examples are shown
in Fig. 5.6. More details can be found in (Gong and Sbalzarini, 2014a).

Some examples of microscopy images (left tile of each panel) and their
naturalized versions (middle tiles) are shown in Fig. 5.7 along with the
naturalness factor of the original image. The histogram-equalized images
are shown in the right tiles for comparison. The first and second rows
show four fluorescence-microscopy images. The third and fourth rows
show three electron-microscopy images and one fluorescence image. All
images were collected from publicly accessible web pages; credits are in
parentheses. Here we use the simple linear Map function, amounting to a
straightforward rescaling of the images, albeit with a good, “natural” scale
factor as determined by the GDP. In all cases. the naturalized image looks
more appealing than the histogram-equalized image, and suffers from less
background artifacts.

5.3.2 Noise level estimation

Traditional denoising methods heavily rely on having an estimate of the
noise level to adjust their parameters. In practical applications, however,
the true noise level is unknown. We show how the GDP can be used
to robustly estimate the noise level of an image. As shown in previous
chapters, the parameter T of Model 2 is sensitive to noise. This can be
exploited to estimate the noise level by relating the fitted parameter T
of any given image to the noise level through a calibration curve. We
construct such a calibration curve (T vs. true noise level) by randomly
choosing seven images from our natural-scene training dataset and adding
Gaussian noise of varying σ = [0.02 : 0.02 : 0.8]. The dependence of T
on σ shows a distinct characteristic, which is almost independent of image
content (left panel of Fig. 5.8, 7 curves with different symbols). We fit this
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Figure 5.6: From left to right: original, enhanced with AM (Gastal and
Oliveira, 2012), GF (He et al., 2010), RTV (Xu et al., 2012), and natu-
ralization.
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(a) Nf = 1.07 (beyondthehuman-

eye.blogspot.de)

(b) Nf = 1.51 (Maryann Martone,

CCDB)

(c) Nf = 1.81 (Lee Matus, U Hawaii,

amicros.org)

(d) Nf = 2.00 (Gaertig lab, U Georgia,

bmc.uga.edu)

(e) Nf = 1.03 (Dartmouth EM Gallery) (f) Nf = 1.27 (Dartmouth EM Gallery)

(g) Nf = 1.45 (Dartmouth EM Gallery) (h) Nf = 2.29 (K. Ushakov, U Geneva)

Figure 5.7: Examples of original (left), naturalized (middle) and his-
togram equalized (right) microscopy images.

dependence using the mixture of exponentials:

σ̃ =

i=N∑

i=0

qi exp{siT}, (5.8)

where qi > 0 and si < 0 are parameters to be determined. For our
dataset, we find the best fit N = 2, q{1,2} = {772.6, 0.9538}, s{1,2} =
{−5321,−931.2}. The goodness of fit is: SSE=0.2741, RMSE=0.034,
R2=0.979. The model is shown by the solid blue line in the left panel
of Fig. 5.8.

We test this noise level estimation by adding Gaussian noise of different,
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Figure 5.8: Noise-level model and its prediction-error distribution.

known σ to a disjoint randomly selected set of seven image (the test set for
cross validation). The differences between the noise levels σ̃ estimated by
our model and the ground truth are shown in the right panel of Fig. 5.8.
87% of the predictions have an accuracy |σ̃ − σ| < 0.04. We find similar
results also for other random image sets tested. This suggests that the
parameter T can provide accurate and robust noise-level estimation.

5.3.3 Denoising

The high sensitivity of the cumulative gradient distribution to small levels
of noise makes the GDP a good prior for image denoising. Small non-zero
gradients play a key role to recover image details. Traditional denoising
methods with spatial regularization (such as TV and its variants, GC, etc.)
remove both noise and small signal gradients. In contrast, the GDP can
be used to distinguish between noise and small signal gradients. This is
compatible with many researchers’ observation that split-Bregman solvers
for TV-ℓ1 models achieve better results in the sense of PSNR (Goldstein
and Osher, 2009b; Paul et al., 2013). This is because the auxiliary vari-
able introduced in Bregman splitting changes the model to allow small
gradients. These small gradients improve the result. Another example is
non-local TV, using spatially repeated patterns to allow for small signal
gradients (Liu and Huang, 2014). A third example is stochastic (Monte
Carlo) denoising (Wong et al., 2011). While all of these methods allow
for small image gradients, distinguishing them from noise is mostly ad hoc
and arbitrary. Here, the GDP can provide additional information. This
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has recently been demonstrated in a MAP Bayesian framework (Cho et al.,
2012), which also has the capability of recovering image details. Using our
novel parametric GDP model, we introduce:

E(U) =

∫

x∈Ω

1

2
|U − I|2dx+

λ

2
R(U). (5.9)

This denoising model is differentiable with respect to U and can be ef-
ficiently solved by gradient descent (Algorithm 9). Using the Gâteaux
derivative, this model can be interpreted as an anisotropic diffusion and
inverse diffusion process:

∂U

∂t
= − ∂E

∂U

= I − U + λ

(
apr +

bpr − |∇U |2
(bpr + |∇U |2)2

)
∆U.

(5.10)

This equation can also be derived from the Euler-Lagrange equation of the
variational form.

The regularization term is a hybrid of diffusion and inverse diffusion, which
is fundamentally different from traditional approaches that only depend
on one of them. For example, the traditional anisotropic diffusion (1 +
|∇U |2)−1 (Perona Malik model (Perona and Malik, 1990)) only tries to
smooth the image, while inverse diffusion only enhances the image (Calder
and Mansouri, 2011). The behavior of the diffusion coefficient W in Algo-
rithm 9 is illustrated in Fig. 5.9. It is clear that U gets enhanced (inverse
diffusion, W < 0) or smoothed (diffusion, W > 0) depending on the gradi-
ent magnitude.

Even though this behavior is similar to forward-backward diffusion (Gilboa
et al., 2002), the fundamental difference is that our model is derived from
a distribution prior, rather than from the gradient itself. As a result, the
parameters apr and bpr are learned from datasets and do not need to be
manually adjusted, as in forward-backward diffusion (Gilboa et al., 2002).
Moreover, GDP can also be used to set the parameters in other models
like forward-backward diffusion or anisotropic diffusion models.

An example of using this model for denoising as given in Algorithm 9 is
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shown in Fig. 5.10 and Table 5.2. The present model achieves state-of-the-
art PSNR with significantly better image quality, quantified by the SSIM
quality measure in Table 5.2.

Algorithm 9 Denoising with GDP

Require: I, λ, step size δt, apr, bpr, ǫ
1: while ‖(Ui − Ui−1)‖∞ > ǫ do

2: W = apr +
bpr−|∇U |2

(bpr+|∇U |2)2

3: Ui+1 = Ui

1+δt +
δt

1+δtI +
δt

1+δtλW∆Ui

Theorem 2. In Algorithm 9, let v = |∇U |2, if aprbpr ≥ 1
8 , then W ≥ 0.

If aprbpr <
1
8 , then there are two fixed points vL and vU (vL < vU ) such

that
{
W ≤ 0 if vL ≤ v ≤ vU
W > 0 else.

(5.11)

Proof. Let v = |∇U |2 and W = apr +
bpr−v

(bpr+v)2 = 0. Then we have the

quadratic equation apr(bpr + v)2 + bpr − v = 0.

If aprbpr ≥ 1
8 , then W ≥ 0.

If aprbpr <
1
8 , then vL =

1−2aprbpr−
√

1−8aprbpr

2apr
and vU =

1−2aprbpr+
√

1−8aprbpr
2apr

such that
{
W < 0 when vL ≤ v ≤ vU
W > 0 otherwise

(5.12)

This is illustrated in Fig. 5.9.
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W
v

vL vU

Figure 5.9: Behavior of the diffusion coefficient W versus the square
gradient magnitude v = |∇U |2 for the apr and bpr values of the GDP.

Figure 5.10: Denoising example. From left to right: original image, noisy
image, solution of the Perona-Malik model (Perona and Malik, 1990),
solution of the TV model, solution of our GDP model. A magnified patch
is shown under each image. The diffusion scheme that we used for solving
our model requires that the image is twice differentiable. This is why our
result is smoother, compared with others.

noisy Perona-Malik TV Present
PSNR 17.12 26.13 26.39 26.39
SSIM 0.2087 0.69 0.6441 0.7196

Table 5.2: Quality comparison of denoising results from different models.
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Kernel B Image U Typical Method

d
o
m
a
in spatial spatial (Levin et al., 2007)

spatial gradient (Fergus et al., 2006)
gradient gradient (Chen et al., 2010)
gradient spatial present

Table 5.3: Summary of blind deconvolution algorithms.

5.3.4 Blind Deconvolution

Biomedical images are often blurred, e.g., due to object motion during
exposure, or due to light diffraction in the detector optics. The latter
is particularly common in microscopy, where the imaged objects are of
similar length scale as the wavelength of the light used. The image is
then significantly blurred by the point-spread function (PSF, or impulse-
response function) of the optics, the Fourier transform of which is the
optical transfer function of the imaging equipment. Since this blurring
is an artifact of the imaging method, one often seeks to undo it to the
extent possible. In fluorescence microscopy, the imaging process is linear,
and the blurring is accurately described by a convolution of the original
image with the PSF of the microscope. The task of deconvolution is to
estimate the perfect latent image U from the observed blurred image I.
If the PSF (blur kernel) B is unknown and to be estimated along, the
problem is referred to as blind deconvolution. This is a typical ill-posed
inverse problem. Imposing a prior can render the problem well posed.

B and U can be estimated either in the spatial and/or the gradient domain.
We provide here an algorithm for blind deconvolution using GDP. The algo-
rithm is inspired by the fact that auto-correlation is significantly reduced in
the gradient domain, which is a favorable property for (blur-)kernel estima-
tion. The latent image, however, is better estimated in the spatial domain,
where the auto-correlation signal can be exploited. Different combinations
of spatial/gradient-domain deconvolution have already been priorly pre-
sented (see Table 5.3). The present algorithm, however, is the first one
to combine gradient-domain kernel estimation with spatial-domain image
estimation, which we believe to be a particularly good combination.

Besides the working domain, the prior (or regularizer) used is of key im-
portance. In general, sparsity of the kernel and TV of the latent image are
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imposed for deconvolution (Chan and Wong, 1998; Marquina, 2009; Krish-
nan et al., 2011; Li et al., 2012). However, it is known that a GDP on
the latent image provides a better choice, removing less image detail than
TV (Fergus et al., 2006; Krishnan and Fergus, 2009; Cho and Lee, 2009;
Chen et al., 2010; Shan et al., 2008). Here, we use the present parametric
GDP model as a prior for the latent image, but impose no prior on the
kernel. This renders our method generic to a wide variety of different blur
kernels that do not have to be priorly known.

We use alternating minimization to estimate the kernel B and the latent
image U by minimizing:

EB(B) = ‖∇Ui ⊗B −∇I‖22
s.t. ‖B‖2 = 1 , B ≥ 0 .

(5.13)

Eu(U) =
1

2
‖U ⊗Bi+1 − I‖22 +

λ

2
R(U) , (5.14)

where i is the iteration number of the alternating minimization scheme.
Equation 5.13 is a convex function with convex constraints, guaranteeing
a globally optimal solution. In Algorithm 10 we hence solve this part of the
problem analytically by projection. Equation 5.14 is not convex, but can
be solved by a diffusion process. Algorithm 10 summaries the resulting
overall blind deconvolution process, which is performed in a multi-scale
fashion to avoid local minima and accelerate computation. A notable
implementation detail is that we only compute on the interior pixels in
order to avoid the boundary issue, instead of padding the image as done
in previous methods.

An example with a complicated blur kernel is shown in Fig. 5.11 and Ta-
ble 5.4. The ground-truth image (Fig. 5.11(a)) is blurred with a known
kernel (Fig. 5.11(b)). Figure 5.11(c,d) show the reconstructed images using
two different non-blind deconvolution methods with the ground-truth ker-
nel provided to them. Figure 5.11(e,f) show the results of two blind decon-
volution methods along with the estimated kernels (insets). Figure 5.11g
shows the estimated B̂ at different scales of the multi-scale process used in
the present method. As evident from Table 5.4, the result from the present
GDP method achieves higher image quality (as measured by SSIM) than
the comparison algorithms.
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(a) ground truth image (b) blurred image with B

(c) Lucy-Richardson result (d) Hyper Laplace Prior result

(e) normalized sparsity result (f) present GDP result

(g) estimated B̂ at different scales of our method

Figure 5.11: Image deconvolution example. (a) Ground truth image. (b)
Input image to the deconvolution methods, obtained by blurring the image
in (a) with the kernel shown in the inset. (c,d) Results from two non-blind
deconvolution methods with the ground truth blur kernel given; the classi-
cal Lucy-Richardson algorithm and the hyper-Laplace method (Krishnan
and Fergus, 2009). (e,f) Results from two blind deconvolution methods
((Krishnan et al., 2011) and our GDP) along with the estimated blur ker-
nels (insets). (g) Blur kernel estimated by our method on different levels
of the multi-scale process.
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Algorithm 10 Blind Deconvolution with GDP

Require: I, λ, apr, bpr,ǫ
1: FI = FFT (∇I)
2: while ‖∇(Ui − Ui−1)‖ > ǫ do
3: FU = FFT (∇Ui)

4: B̂i+1 = FFT−1
(

FU
T ◦FI

FU
T ◦FU

)

5: Bi+1 ← B̂i+1 > 0,
∫
x∈WB

B̂i+1dx = 1

6: Ui+1 ← Anisotropic Diffusion Ui with Bi+1 (Eq. 5.10)

PSNR SSIM
Blurred input image (Fig. 5.11b) 23.85 0.58
Lucy-Richardson (Fig. 5.11c) 27.44 0.72
Hyper-Laplacian (Fig. 5.11d) 23.87 0.68

Normalized sparsity (Fig. 5.11e) 27.34 0.73
Present method (Fig. 5.11f) 33.69 0.92

Table 5.4: Quality comparison of deconvolution results.

A recent development in deconvolution is to use image patches instead of
the whole image to accelerate kernel estimation (Hu and Yang, 2012; Bae
et al., 2012). This can easily be adopted also in our framework, provided
the patches are large enough for the GDP to be valid within them (see
Section 5.4).

5.3.5 Scatter Light Removal and Dehazing

Scatter light is a common nuisance in light microscopy when imaging thick
samples. The light propagating though the sample is scattered (Rayleigh
and Mie scattering), similarly to how fog or haze scatters light in a natural-
scene photograph. The resulting image is the superposition of the scatter
light and the latent image. In classical dehazing methods, the observed
image I is modeled as (He et al., 2011):

I(x) = U(x)ρ(x) +A(1− ρ(x)) , (5.15)

where U is the latent image, ρ(x) = e−βd(x) is the unknown transmission
map, and A is the environment light constant. The unknown parameter
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β is a material constant (scattering coefficient), and d(x) is the distance
from the scene to the camera. Actually, this model directly comes from
the classical Beer’s law.

Solving this model for U is ill-posed. A popular prior to regularize the prob-
lem in the spatial domain is the dark-channel prior (He et al., 2011). Alter-
natively, the problem can be regularized in a Bayesian framework (Nishino
et al., 2012). Here, we impose the GDP for the latent image and TV for
the transmission map

E(U, z) = ‖U(x)ρ(x)+A(1−ρ(x))−I(x)‖22+
λ

2
R(U)+α‖∇ρ(x)

ρ(x)
‖1. (5.16)

We use alternating minimization over U and ρ to obtain the final result.
An example is shown in Fig. 5.12. Using simple Otsu thresholding on
the original image does not allow detecting any objects in the original
image. Instead, they are fused to one large blob by the scatter light. After
dehazing using the present method, the same simple Otsu thresholding
allows object segmentation.

5.3.6 The Naturalness Factor as an Image Feature

The naturalness factor Nf is a scalar number that is easy to compute. It
can hence provide an interesting image feature, for example in classification
or machine-learning frameworks when the naturalness of an image is to be
quantified. We illustrate this by classifying transmitted light microscopy
images of marine phytoplankton from natural-scene images. We collected
a dataset of 1322 images of 45 different species of phytoplankton. Some
example images are shown in Fig. 5.13(a). Figure 5.13(b) shows the his-
togram of Nf of all images. Despite the fact that the images look visually
diverse, they mostly have similar Nf , which moreover is clearly different
from that of natural-scene images. The naturalness factor could hence be
used as a feature to classify these images.

Since the naturalness factor is correlated with image quality, it can be
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(a) Original (b) Present dehazing result

(c) Otsu thresholding of (a) (d) Otsu thresholding of (b)

Figure 5.12: Scatter light removal in a SPIM microscopy image of a whole
Drosophila embryo with the Nuclei labeled by fluorescence. (a) Original
image as recorded by SPIM microscopy (source: Tomancak lab, MPI-
CBG). Due to the thickness of the sample, there is significant scatter
light, prohibiting object segmentation using thresholding (c). (b) Result
from the present dehazing method, enabling object thresholding (d). In-
sets show zoomed details as indicated by the green boxes.

used as a quality measurement when the ground truth is unknown. Some
examples are shown in Fig. 5.14.

5.4 Discussion

In this section, we discuss the extension and limitation of GDP. On one
hand, the GDP can be extended to higher order and higher dimensions. It
can also be used on regions in one image. On the other hand, it is clear
that GDP is not valid for all images, for example, the checkerboard image.
It is also clear that the GDP is not valid when there are only small number
of pixels in the image.
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(a) sample images
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(b) Nf histogram

Figure 5.13: Nf distribution of light-microscopy images of marine phyto-
plankton. Even though the images show plankton of very different mor-
phologies, their Nf are mostly the same, hence providing a classification
feature for these images.

0.88, 0.99, 1.25 0.51, 0.64, 0.80 0.58, 0.69, 0.96 0.74, 0.90, 1.24

1.45, 1.45, 1.42 0.88, 0.91, 0.87 0.91, 0.91, 0.90 1.40, 1.41, 1.41

1.29, 1.34, 1.32 1.31, 1.37, 1.35 0.80, 0.81, 0.73 0.96, 0.98, 0.87

Figure 5.14: Naturalness factor as image quality for several image pro-
cessing problems. First two rows: original and deblurred by three different
methods (Hirsch et al., 2011; Gupta et al., 2010; Xu et al., 2013). Bottom
row: object adding (left) and removal (right).
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5.4.1 Higher Order Statistics

While we have exclusively focused on the image gradient here, the same
work could also be done for higher-order derivatives, like the Laplacian and
curvature. Spectral statistics of higher-order differential operators could
provide additional regularization in the same framework. Of special inter-
est could also be the mean or Gaussian curvature (GC) distributions (Gong
and Sbalzarini, 2013). As shown in Fig. 5.15a, all of these second-order
derivatives satisfy similar distributions as the gradient. Using GC as a
prior is well known to better preserve edges in the image than mean curva-
ture or the Laplacian. Figure 5.15a, however, suggests the opposite. This
needs more research. An interesting observation is that the naturalness
factor derived from the distribution of the Laplacian is highly correlated
with that derived from the gradient distribution (Fig. 5.16). This suggests
that the naturalness factor is a universal image feature. Confirming this,
however, is still outstanding.

5.4.2 Higher Dimension GDP

The present work can also be extended to higher-dimensional images. Con-
structing and using, for example, a GDP for 3D biomedical images is
straightforward. The parametric models presented here are simple sums
or products of 1D models and can hence trivially be extended to higher
dimensions. As an example, Fig. 5.17 shows the predicted gradient dis-
tribution in 3D using our Model 1. However, it is not easy to verify this
result, because there are (almost) no 3D natural-scene images, and 3D
biomedical images are corrupted by noise and blur.

5.4.3 Invariance with Shapes

Since the GDP is stable with image contents, it is also valid on sub-images
and image regions. As shown in Fig. 5.18(a,b), the gradient distribution is
insensitive to the position, size, and shape of the patch. This is confirmed
for an electron-microscopy image in Fig. 5.18(c,d). The image shows a
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Figure 5.15: Average distributions and distribution density of Gaussian
curvature, mean curvature, and Laplace operator (LO) response across
all training images of our natural-scene image dataset.
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Figure 5.16: the naturalness factors computed from the gradient and the
Laplacian distributions are highly correlated.
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Figure 5.17: Predicted 3D gradient PDF in log-scale from our Model 1.
Isosurfaces are shown for -14, -12, -10, and -8.

transmission electron micrograph (ssTEM) of the Drosophila first instar
larva ventral nerve cord (VNC) with a resolution of 4×4×50 nm/pixel (Car-
dona et al., 2010). The gradient distributions within manually segmented
mitochondria and synapses (all regions pooled) are almost identical, as
shown in Fig. 5.18(d). This suggests that the characteristic gradient dis-
tribution is maybe more of a function of the imaging process than of the
imaged objects. It also shows how the GDP can be straightforwardly ex-
tended to multi-region methods.

5.4.4 True Gradient Distribution

Even GDP is a preferred prior, it is better to estimate the ground truth
gradient distribution for each image. Our parametric models can cover a
family of gradient distributions, which could be used as an estimation of
the ground truth gradient distribution.

5.4.5 How many pixels are needed?

Clearly, the GDP loses its validity when applied to small image patches
that contain little or no internal structure. As the size of a local window de-
creases, we transition from a macroscopic view (entropy) to a microscopic
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(b) Gradient distributions in these
patches.

(c) Mitochondria (red) and
synapses (blue) imaged by
electron microscopy.
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Figure 5.18: Gradient distributions in local image regions are invariant,
provided the regions are large enough.
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view (pixel histogram). Since the GDP is a macroscopic quantity, it is
only valid for large-enough image patches. But how large is large enough?
Unfortunately, there is no sharp transition. To quantitatively see this, we
define the naturalness map for a local window of edge length w as:

Nw(x, y) =

∫∫
p(G) log

(
p(G)

ppr

)
dGx̂dGŷ, (5.17)

where x̂ ∈ [x − w, x + w], ŷ ∈ [y − w, y + w]. This quantifies the distance
(KL-divergence) between the GDP and the gradient distribution in each
local window. Computed for every image patch, this provides a map of
how the image naturalness varies across patches. Two examples are shown
in Fig. 5.19. When the window size decreases from 60 to 8, the average
and median value of Nw across all patches are plotted in Fig. 5.19(h,p).
These plots show how the gradient distribution gradually diverges from
the macroscopic GDP as the window size decreases. It seems that this
behavior of prior invalidation is independent of image contents, as shown
in Fig. 5.20. This is unexpected and requires further investigation.

5.5 Summary

In this chapter, we have shown how to impose the modeled GDP in a
variational framework. We further discussed its validation on biomedical
images, where the ground truth is unknown.

We show GDP’s applications in several image processing problems, such as
enhancement, noise level estimation, denoising, deconvolution, and scatter
light removal.

We discuss how to extend our model into three dimensions and how higher-
order derivatives behave. The statistic result inspires us to impose curva-
ture distribution in a similar variational framework.
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Figure 5.19: Decreasing the local window size w, the gradient distribution
prior increasingly differs from the empirical distribution within the win-
dows. The original image is shown followed by naturalness maps computed
in increasingly smaller moving window sizes w. The last panel shows how
both the mean and the median distance Nw between the GDP and all local
windows gradually grow with decreasing window size w.
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Figure 5.20: Three examples suggesting that the behavior of Nw with patch
size is independent of image contents.
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Filter solvers for variational models

Traditional solvers for variational models, such as gradient decent method,
Split Bregman Iteration and Primal Dual methods, usually require comput-
ing the gradient of the total energy functional. Requiring the total energy
to be differentiable makes imposing arbitrary imaging models (noise, blur-
ring, inpainting, supper resolution, scatter light, etc.) difficult.

Another issue of traditional solvers is that they are usually memory inten-
sive, which makes them computational expensive. They require the system
memory to be at least several times larger than the input image size. This
leads to an issue for large images, where required memory for traditional
solvers may be larger than the system memory.

To tackle these issues, we construct filter solvers for variational models.
Our filter solvers do not require the computation of the gradient of the
energy functional. Therefore, they can deal with arbitrary imaging models
(different types of noise and blurring, scatter light, etc.). Moreover, our
filter solvers do not require large memory to be performed. Our filters
only require nine float variables for image intensity in a local window and
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eight temporary float variables for the whole image. Therefore, they can
handle images with very large size, similar to the way of tile-based image
processing (Patel, 1997).

Figure 6.1: When minimizing the total energy, the regularization energy
is the dominant part. Therefore, filter solvers are proposed to reduce the
regularization energy.

Our filter solvers are inspired by the behavior of data fitting energy and reg-
ularization energy during the minimization. As illustrated in Fig 6.1, the
data fitting energy always increases but the regularization energy always
reduces. Because the total energy has to be reduced, the regularization en-
ergy is the dominant part during this minimization. Therefore, we propose
to minimize the regularization energy.

Our solvers make a proposal that only reduces the regularization energy,
and then observe the data-fitting energy to decide whether accept or re-
ject this proposal. This proposal is a local minimal projection operation.
Therefore, our solvers are local and do not require any gradient informa-
tion of the energy. Besides, in the local minimal projection, our solvers
use local known geometries that already minimize the regularization en-
ergy to approximate the data. In contrast, the traditional solvers such as
Split Bregman or Primal Dual methods, usually use gradient information
to globally minimize the total energy functional. They are based on the
total energy while our solvers are based on local known geometries that
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minimize the regularization energy. This is the fundamental difference
between our solvers and traditional methods.

At beginning of this chapter, we present an efficient minimizer called Gaus-
sian curvature filter, which can minimize the Gaussian curvature energy,
and is two order magnitude faster than traditional diffusion schemes. We
introduce the relevant notations for this filter and analyze its properties
and computational performance.

Then, we analyze the relationship between the curvature and the local pro-
jections. This analysis enables us to use a similar procedure to construct
a mean curvature filter and a Total Variation filter that can efficiently
minimize mean curvature energy and Total Variation energy, respectively.

Finally, we provide a generic filter solver for generic variational models
that use one of these three as regularization. We show that our solvers can
handle arbitrary data-fitting term or noise model. We illustrate this on a
model that can not be solved by traditional methods.

6.1 Gaussian Curvature Filter

As mentioned, frequently used priors include sparsity in the spatial and/or
frequency domain, total variation (TV), symmetry (Gong et al., 2009),
curvature (Nieuwenhuis et al., 2014), mean curvature (MC) (El-Fallah
and Ford, 1997; Zhu et al., 2007; Liu et al., 2011), and Gaussian curvature
(GC) (Lee and Seo, 2005; Zhao and Xu, 2006; Zhu et al., 2007; Overgaard
and Solem, 2007; Lu et al., 2011; Shekhovtsov et al., 2011). Among these,
Gaussian curvature is particularly attractive because it is an intrinsic prop-
erty of the signal, which is independent of how the signal is embedded or
represented in external coordinates (see, e.g., the comparison of MC, GC,
and TV in (Overgaard and Solem, 2007; Zhu et al., 2007)).

Surfaces with zero Gaussian curvature can be isometrically mapped onto
a plane without distortion, which is why they are called developable. Min-
imizing Gaussian curvature is hence equivalent to making the signal “As
Developable As Possible” (ADAP). The fact that GC is intrinsic and re-
lated to developability renders it a desirable prior.
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Despite its desirability, the application of GC priors has been hampered
by two issues. First, the algorithms available for minimizing GC (i.e.,
fitting a model with a GC prior) converge slowly since they are all based
on diffusion schemes. Second, GC needs to be explicitly computed in
every iteration of the algorithm, which is only possible if the signal is at
least twice differentiable. The slow convergence and necessity for explicitly
computing GC are the main limitations of previous approaches.

We relax these two limitations by introducing a fast GC filter. The filter
converges two orders of magnitude faster than previous methods. The
filter is simple and can minimize GC without explicitly computing it. This
also relaxes the differentiability assumption about the signal. Since GC
is never explicitly computed, we do not require the signal to be twice
differentiable. As our filter is analytically exact, the result is ADAP. We
provide mathematical proofs of the filter’s correctness and convergence and
demonstrate its performance in image processing.

6.1.1 Preliminaries

Before presenting the new fast GC filter and its applications, we review
the mathematical framework, previous works in this area, and announce
in more detail the present contributions.

6.1.1.1 Mathematical framework

Let x ∈ Ω denote the spatial coordinates. Let I(i, j) : x → R
+ denote

the given discrete digital image with coordinates i and j. Let U(x) denote
the unknown signal, i.e., the desired output image to be estimated. We
interpret the signal as a geometric surface over the space of the data, i.e.,
Ψ = (x, U(x)). GC is defined as

K(U(x)) =
UxxUyy − U2

xy

(1 + U2
x + U2

y )
2
. (6.1)
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Recall that the total GC K of any surface is related to the surface’s topol-
ogy through the Gauss-Bonnet theorem:

Theorem 1.
∫
Ψ
K dΨ +

∫
∂Ψ
Kb db = 2πχ(Ψ) ,

where Kb is the boundary curvature, db a length element, and χ the Euler
characteristic of Ψ. Since total GC is a topological invariant, one can only
minimize total absolute GC (Lee and Seo, 2005; Zhao and Xu, 2006; Zhu
et al., 2007; Overgaard and Solem, 2007; Lu et al., 2011). Surfaces with
zero total absolute GC are called developable.

6.1.1.2 Gaussian curvature

The total absolute GC variational model is

min
U∈L2

{
E(U) =

∫

Ψ

|K(U)| dΨ
}
,

s.t.

∫

Ω

|U − I|2 dx < ǫ,

(6.2)

where E(U) is the GC energy and ǫ is a given termination threshold. L2

is the space of square-integrable functions.

6.1.1.3 Previous works

Several diffusion-based algorithms have been suggested to solve Eq. 6.2
(Lee and Seo, 2005; Zhu et al., 2007; Overgaard and Solem, 2007; Lu et al.,
2011) by advancing pseudo-time t in the following parabolic problem until
steady state

∂U(t,x)

∂t
= −∂E(U)

∂U
(6.3)

with initial condition U(t = 0,x) = I(x). This model has been generalized
to anisotropic diffusion using geometric flow (Lee and Seo, 2005)

∂U(t,x)

∂t
= ∇ · (φ(K)∇U) . (6.4)
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The function φ is monotonic. This anisotropic diffusion process is similar
to the Perona-Malik model (Perona and Malik, 1990). Edge-indicator
weights can be used to preserve edges during flow evolution (Lu et al.,
2011). A domain decomposition technique is available to accelerate the
diffusion (Firsov and Lui, 2006), following a similar approach as the SOR
method in linear algebra.

Recently, a fundamentally different approach to solving Eq. 6.3 has been
presented using iteratively reweighted GC (Gong and Sbalzarini, 2013).
This technique is based on a closed-form solution, which makes it much
faster than diffusion methods. But the construction of the initial sparse
matrix is time consuming, which limits its application.

6.1.1.4 Motivation and Contributions

All previous methods suffer from one or both of the following drawbacks:

Slow convergence: The main limitation of diffusion methods is their
slow convergence. The time step size used to evolve pseudo-time has to
fulfill the CFL stability condition. This is illustrated in Fig. 6.2. The
method is unstable for large time steps (Fig. 6.2b) and does not advance
for small time steps (Fig. 6.2c). Each iteration requires 123 additions, 45
multiplications, and 8 sign-change operations (Lee and Seo, 2005). Even
though implicit steady-state solvers relax the CFL condition, they still
suffer from high condition numbers.

Smoothness requirement: Both diffusion methods and iteratively reweighted
GC (Gong and Sbalzarini, 2013) require the GC to be explicitly computed.
Numerically computing GC over an image, however, requires the image to
be at least twice differentiable, enforcing U ∈ C2, which requires the fi-
nal result to be smooth. Therefore, sharp edges in the image will not be
preserved. To relax this smoothness requirement, interpolation between
neighboring pixels has been proposed (Lee and Seo, 2005). This interpo-
lation, however, generates artifacts (see Fig. 6.9), which are unavoidable if
GC is explicitly computed.

To overcome these two problems, we here propose a filter that minimizes
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(a) origianl (b) dt = 0.1 (c) dt = 0.01 (d) diffusion (e) our result

Figure 6.2: Ten iterations with two different time-step sizes dt in Eq. 6.4.
Large time steps make the process unstable (b), while small time steps lead
to no visual difference from the original (c). We also show the patches
from the result after 2000 iterations with step size dt = 0.01 by diffusion
scheme in (d). Our filter can efficiently reduce the energy in ten iterations
and the patches from the result is shown in (e). Details can be found in
experiment section.

total absolute GC without ever explicitly computing GC. This filter is also
significantly faster than diffusion methods. While previous works mini-
mize Eq. 6.2 by some sort of GC flow, we instead approximate the image
by a piecewise developable surface. This allows us to exploit geometric
properties of developable surfaces, which is impossible in GC flow.

Our contributions: We present a fast novel filter that implicitly mini-
mizes GC without computing it. Our contributions are:

⋆ The filter is much faster than previous methods in both runtime and
convergence. The convergence is theoretically guaranteed.

⋆ The filter does not explicitly compute Gaussian curvature. The re-
sulting image U ∈ C0 but U might not be necessarily in C1 or C2.
This renders our filter edge-preserving.

⋆ The filter is parameter-free and easy to implement and parallelize.
It can be implemented in 40 lines of MATLAB code or less than 100
lines of C++ code.
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(a) cylinder (b) cone (c) tangent developable

Figure 6.3: Illustration of Theorem 2 for three types of developable sur-
faces. The red point indicates x. The blue point indicates x0. The green
plane is T S(x0). A developable surface S can only be one type of these
three (Theorem 3).

6.1.2 A Fast Gaussian Curvature Filter

We first prove the theorem that guarantees our filter minimizes GC. Then,
we show a domain decomposition technique that removes dependencies
between neighboring pixels. This greatly increases the efficiency of the
filter. Finally, we prove convergence of Gaussian curvature energy with
respective to the filter iterations.

6.1.2.1 Theoretical Foundation

A developable surface S can be locally approximated by its tangent plane
T S. As illustrated in Fig. 6.3, the relationship between S and T S satisfies:

Theorem 2. ∀x ∈ S, ∀ǫ > 0, ∃x0 ∈ S, 0 < |x−x0| < ǫ, s.t. x ∈ T S(x0).

Proof. Let x = r(u, v) ∈ S, where (u, v) is the parametric coordinate.
Since S is developable, r(u, v) can be represented as r(u, v) = rA(u) +
vrB(u) (Pottmann and Wallner, 2001), where rA(u) is the directrix and
rB(u) is a unit vector. Let x0 = r(u, v0) ∈ S, where v0 = v + ǫ and ǫ 6= 0.
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For two arbitrary scalars α1 and α2, the tangent plane at x0 is

T S(x0) = r0 + α1
dr

du
+ α2

dr

dv

= r + ǫrB + α1
dr

du
+ α2rB

= r + α1
dr

du
+ (α2 + ǫ)rB .

(6.5)

Because of Eq. 6.5, x is on the plane that passes x0 and is spanned by the
two vectors dr

du and rB . Therefore, r ∈ T S(x0).

This theorem can also be easily verified on three types of developable sur-
faces (see Fig. 6.3), thanks to the following classic result from differential
geometry:

Theorem 3. There are only three types of developable surfaces: cylinders,
cones, and tangent developables.

From the differential geometry point of view, GC of a surface over a 2D
domain is defined as k1k2, where k1,2 are the principal curvatures. The-
orem 2 requires that one principal curvature of any developable surface
must be zero. Therefore, minimizing one of the principal curvatures is
equivalent to minimizing GC. This consequence of Theorem 2 is the theo-
retical foundation of our GC filter. It is why our filter does not need to
explicitly compute GC. Thanks to

k1k2 = 0⇐⇒ min{|k1|, |k2|} = 0 , (6.6)

we can minimize the principal curvatures that has smaller absolute value.
Minimizing the smaller absolute principal curvature can also guarantee to
make the minimum change to the input image.

6.1.2.2 Domain Decomposition

Locally minimizing the smaller absolute principal curvature is hampered
by dependencies between neighboring pixels. We propose here a domain
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decomposition algorithm to circumvent these dependencies.

We decompose the discrete domain Ω of an image U into two disjoint
subsets, the “white” points W and the “black” points B. We further split
each of these two subsets: white triangles WT , white circles WC , black
triangles BT , and black circles BC . This decomposition guarantees that
neighbors are in different subsets (i.e., a minimum vertex coloring), as
illustrated in Fig. 6.4.

Figure 6.4: Illustration of disjoint domain decomposition.

This decomposition has several benefits: First, it removes the dependencies
between neighboring pixels. For example, when BC needs to be updated,
all pixels in BC can be updated simultaneously. Second, thanks to this
independence, the update can use the neighbors that have already been
updated. This guarantees convergence (see Sec. 6.1.3). Third, in a 3 × 3
local window, all tangent planes T S can be enumerated. Therefore, prox-
imal projection can be used to make the surface U(x) more developable,
which means locally reducing the Gaussian curvature.

According to Theorem 2, we need to project U(x) to Û(x) such that Û(x)
is on the closest tangent plane of a neighboring pixel. First, we show how
to represent a tangent plane T S. Then, we show how to do the projection.
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(a) Illustration of a tangent plane.

{di

(b) Illustration of di.

Figure 6.5: (a) A T S (the green triangle) at the blue triangle pixel. Cylin-
der heights represent pixel intensities. (b) Illustration of the projection
distance di of U(x) (the red ball) onto the edge of the green triangle from
(a) passing over it.

6.1.2.3 Discrete Representation of a Tangent Plane

There are several ways to represent the tangent planes T S through neigh-
boring pixels, e.g., as triangles or rectangles. We use triangles here because
of their easy construction. Let’s take one black circle x and its 3×3 neigh-
borhood N (x) as an example, shown in Fig. 6.5a. The tangent plane
T S(△) at the white triangle (indicated by the blue triangle cylinder) is
drawn in green. Projecting U(x) (the red ball) onto the green tangent
plane is the same as projecting it onto the edge of the green triangle that
passes over x. Computing the distance di to this edge is hence enough
(Fig. 6.5b).

6.1.2.4 Enumeration of all Projections

In order to find the tangent plane in N (x) that has the smallest |di|, we
enumerate all possible tangent triangles in a 3 × 3 pixel neighborhood of
x that do not include x as a vertex (Fig. 6.6). There are in total 12 such
triangles: four through each of the four white neighbors W (Fig. 6.6a),
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TS(   )

(a) T S(△)

TS(    )

(b) T S(N)(upper-right) (c) T S(N)

Figure 6.6: Twelve possible tangent planes in a 3 × 3 neighborhood: (a)
example T S for x ∈ W ; (b) example T S for x ∈ B; (c) the four T S
through mixed neighbors.

four through the four black neighbors B (Fig. 6.6b), and four through
mixed black/white neighbors (Fig. 6.6c).

Since some of the 12 tangent triangles share common edges over x, and
projecting onto these edges is sufficient, there are only 8 different di: two
to the common edges from W (Fig. 6.7a), two to the common edges from
B (Fig. 6.7b), and four to the tangent planes through the mixed neighbors
(no edges here, Fig. 6.7c).

(a) two di for T S(W ) (b) two di for T S(B) (c) four di for T S(N)

Figure 6.7: Eight di to the tangent triangles passing over x: (a) two to
the common edges from the four T S(W ); (b) two to the common edges
from the four T S(B); (c) four di to the tangent planes through mixed
neighbors (no shared edges).
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6.1.2.5 Minimal Projection Operator

After computing all {di, i = 1, . . . , 8}, we use the smallest absolute distance
as the minimum projection of the current intensity U(x) to the target
intensity Û(x), such that Û(x) is on one of the tangent planes through
the neighboring pixels. More specifically, we find dm such that |dm| =
min{|di|, i = 1, . . . , 8}. Then, we let Û(x) = U(x) + dm.

We denote this local update operation by Pg. It only needs 25 operations
(plus, minus, divide). This operator, as summarized in Algorithm 11, is
thus compact and efficient.

The set {di, i = 1, . . . , 8} is a complete description of the local geometry at
x. For any given U(x) and its {di, i = 1, . . . , 8}, U(N (x)) can be obtained
by solving a linear system of equations in Algorithm 11. Moreover, di is
the linear curvature in the corresponding direction. Based on the Euler
Theorem, we have di ≈ k1 cos2 θi+k2 sin2 θi, where k1, k2 are the principle
curvatures and θi is the angle to the principle plane. Therefore, if the
angular sampling θi is dense enough in [−π, π], we have |dm| ≈ min{|ki|}
when k1k2 ≥ 0. Even though we only have eight angles in the local window,
we still use dm as an approximation of the minimal absolute principle
curvature. More analysis of {di} will be in the next section.

6.1.2.6 Gauss Curvature Operator

We iterate Pg over all pixels in each of BT , BC , WT , and WC . Since
the pixels within each set are independent, the iteration order does not
matter. This yields our Gaussian curvature filter Gc, as summarized in
Algorithm 12. It is clear that Gc has linear computational complexity with
respect to the total number of pixels.

Because of the domain decomposition, all pixels in the same set are inde-
pendent of each other and the projection can be applied in parallel. This
enables us to prove convergence of Algorithm 12, and also accelerates con-
vergence since each update is based on already updated neighbors (i.e.,
performing a Gauss-Seidel update in linear algebra).
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Algorithm 11 Minimal Projection Operator Pg

Require: U(i, j)
1: d1 = (U(i− 1, j) + U(i+ 1, j))/2− U(i, j)
2: d2 = (U(i, j − 1) + U(i, j + 1))/2− U(i, j)
3: d3 = (U(i− 1, j − 1) + U(i+ 1, j + 1))/2− U(i, j)
4: d4 = (U(i− 1, j + 1) + U(i+ 1, j − 1))/2− U(i, j)
5: d5 = U(i− 1, j) + U(i, j − 1)− U(i− 1, j − 1)− U(i, j)
6: d6 = U(i− 1, j) + U(i, j + 1)− U(i− 1, j + 1)− U(i, j)
7: d7 = U(i, j − 1) + U(i+ 1, j)− U(i+ 1, j − 1)− U(i, j)
8: d8 = U(i, j + 1) + U(i+ 1, j)− U(i+ 1, j + 1)− U(i, j)
9: find dm, such that |dm| = min{|di|, i = 1, . . . , 8}

Ensure: Û(i, j) = U(i, j) + dm

Algorithm 12 Gaussian Curvature Filter Gc
Require: U(i, j)
1: ∀x ∈ BT , Pg(U(x))
2: ∀x ∈ BC , Pg(U(x))
3: ∀x ∈WT , Pg(U(x))
4: ∀x ∈WC , Pg(U(x))

Ensure: U(i, j)

6.1.3 Convergence

We prove convergence of Gc. For this, we first show that each step in
Algorithm 12 (that is Pg) reduces the GC energy E(U). Then, we show
that Gc reduces the energy.

6.1.3.1 Pg Operator

Theorem 4. E(Pg(U(x))) ≤ E(U(x)), ∀x.

Proof. we only prove this theorem for x ∈ BT . Similar proofs also hold
for BC , WC , and WT .
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∀x1,x2 ∈ BT and x1 6= x2, Pg(U(x1))) is independent of Pg(U(x2))).
Therefore, we only need to consider one projection Pg(U(x1))).

∀x1 ∈ BT , if |dm(x1)| = 0, then Pg(U(x1))) = U(x1). Therefore, E(Pg(U))
= E(U). Otherwise, ∃x1 ∈ BT , s.t. |dm(x1)| 6= 0. Pg(U(x1))) is on a tan-
gent plane T S through one of its neighbors while U(x1) is not on any
tangent plane. According to Theorem 2: |K(Pg(U(x1)))| < |K(U(x1))|,
hence E(Pg(U)) < E(U).

We show that |K(Pg(U(x1)))| < |K(U(x1))| is also valid in the discrete
case (Eq. 6.7 and Fig. 6.8a). It is clear that curvature is reduced when di is
reduced under the condition 0 < di ≤ h

sin2(α)
, which is obviously satisfied

if U ∈ [0, 1] and h = 1. Similarly, for di < 0 (below the tangent line):

R =
di

2 sin(α)
+

h2

2di sin
3(α)

+
h cos(α)

sin2(α)
. (6.7)

Minimizing di is not just minimizing the curvature of its neighbors. As
shown in Figs. 6.8c and 6.8d, the curvature at x is

1

Rc
≈ 2di sin

3(α)

d2i sin
4 α+ h2

. (6.8)

Both curvatures 1
R and 1

Rc
can be simplified to a linear function 1

R (di) ≈ di.
Even though this approximation is not accurate, it presences the relative
oder between curvature and di. In other words, as long as curvature is
monotone with respect to di, the approximation is fine for our application.

6.1.3.2 Gc Operator

Let Gnc denote n iterations of Gc. For all n1, n2 ∈ Z
+, n2 > n1, we have

following theorem from Theorem 4:

Theorem 5. E(Gn2
c (U)) ≤ E(Gn1

c (U)) ≤ E(U).

In words, the GC energy E(Gnc (U)) is monotone with respect to n. At the
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{di

R

h
(a) Illustration of 1

R
. (b) Curvature 1

R
and di.

{di

Rc

h

(c) Illustration of 1
Rc

. (d) Curvature 1
Rc

and di.

Figure 6.8: The relationship between curvature 1
R

and di. (a) The dashed
green line is the tangent to the circle with radius R. (b) The angle α is
coded by color, from π

2
−arctan(0.5) to π

2
+arctan(0.5). The red line is the

mean over all angles and the black line is the linear approximation with
slope 1. (c) The curvature at x. (d) The relationship between curvature
and di. The black line is the linear approximation with slope 1.

same time, E(U) has the obvious lower bound E(U) ≥ 0. According to the
Monotone Bounded Theorem, we thus have:

Theorem 6. Algorithm 12 converges.

6.1.4 Properties of the Filter

The most important property of the present implicit fast GC filter is that
it preserves developable surfaces:

Theorem 7. If K(U) = 0, then Gc(U) = U .
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This means that the filter will leave any part of the image unchanged that
corresponds to a developable surface (in intensity space). An example is
shown in Fig. 6.9, where the diffusion model generates artifacts at sharp
edges, even when using the interpolation correction (Lee and Seo, 2005).
The GC filter preserves the developable surfaces without this issue.

The present GC filter is parameter-free. There are no parameters to be
tuned. This is a key different to other edge-preserving filters, which re-
quire parameters to be tuned by the user, such as in the Bilateral filter
(BF) (Tomasi and Manduchi, 1998), Guided Filter (GF) (He et al., 2010),
CLMF (Lu et al., 2012), and RTV (Xu et al., 2012).

The runtime complexity of Gc is in O(N), where N is the total number of
pixels. The pre-factor is 25, i.e., 25 operations are requires per pixel. This
is much less than in diffusion models (Lee and Seo, 2005).

6.1.5 Experiments

We exemplify the use of the present GC filter in image smoothing and de-
noising. We benchmark it on a standard dataset to show its computational
speed. We further compare it with other edge preserving filters and show
its unique characteristics (developable surface preserving).

6.1.5.1 Illustration on a Single Image

In Fig. 6.9, the GC filter is used on an image containing several developable
surfaces. It exactly preserves the developable surfaces, while diffusion-
based schemes generate artifacts at the edges even when a state-of-the-art
correction scheme is used.

For non-developable surfaces, the GC filter reduces the absolute Gaussian
curvature. An example is shown in Fig. 6.10. Smoothing and edge preser-
vation are automatically controlled by image contents.

One of the simplest applications for a GC filter is image denosing, which
we use here as an illustrative example (Fig. 6.11) for different types of
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(a) original image I

(b) diffusion (c) G10
c filtered

Figure 6.9: Illustration on different developable surfaces. The diffusion
model with interpolation (Lee and Seo, 2005) (dt=0.01, iter=2000) leads
to artifacts, whereas the GC filter exactly conserves developable surfaces.

noise. Ten iterations of the GC filter are enough. The energy evolution
for the noisy Lena image is shown in Fig. 6.11(e) next to the curvature
histograms before and after G10c filtering. The corresponding PSNRs are
given in Table 6.1.

noise type Gaussian Salt+Pepper

noisy image 21.60 12.26
after G10c 29.15 31.7

Table 6.1: PSNR of the noisy and filtered Lena images.
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(a) original image I

(b) diffusion (c) G10
c filtered
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Figure 6.10: GC filter on the Lena image, compared with the origi-
nal image and result based on diffusion (Lee and Seo, 2005)(dt=0.01,
iter=2000). E(U)[n] for Gn

c is shown in (d). (e) Histogram of G in log
scale before and after G10

c filtering.
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(a) Gaussian noise (b) G10
c filtered

(c) Salt+Pepper noise (d) G10
c filtered
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Figure 6.11: Ten iterations of Gc on noisy images.

We compare the present GC filter with a TV method for developable sur-
face image denoising, as shown in Fig. 6.12. Due to its piecewise constant
basis, the TV prior generates strong staircase artifacts when the regulariza-
tion λ is strong. Reducing the regularization, however, makes the denoising
fail. Our GC filter preserves the developable surfaces and removes noise
efficiently without needing any regularization parameter to be tuned.

Table 6.2 compares the runtimes of the GC filter with those of a split-
Bregman solver for the TV model (Rudin et al., 1992), a diffusion model
(Lee and Seo, 2005), and iteratively reweighted GC (Gong and Sbalzarini,
2013).
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(a) noisy image (b) TV with small λ

(c) TV with large λ (d) G10
c filtered image

Figure 6.12: Noisy developable surface image (PSNR=13.3); TV with
λ=50, ǫ=0.01 (PSNR=21.6); TV with λ=200, ǫ=0.01 (PSNR=23.9); our
result (PSNR=35.6). The small λ does not remove the noise completely,
while the large λ generates staircase artifacts. The Gc filter removes the
noise efficiently without generating any artifacts.

6.1.5.2 Benchmark on a Standard Dataset

We compare our GC filter with diffusion scheme on the 500-image Berkeley
Segmentation Dataset and Benchmark (BSDS500). We define the metric
T = E(Û)/E(U), where Û and U are the processed and original image,
respectively. Lower T is better.
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Image Method 64× 64 128× 128 256× 256

Lena

TV 2.187 2.354 6.041
(Lee and Seo, 2005) 0.073 0.301 1.438

(Gong and Sbalzarini, 2013) 0.025 0.131 0.596
G10
c 0.000138 0.00055 0.0022

Camera
TV 0.941 2.892 5.983

(Lee and Seo, 2005) 0.078 0.316 1.465
man (Gong and Sbalzarini, 2013) 0.025 0.131 0.596

G10
c 0.000138 0.00055 0.0022

Table 6.2: Runtimes in seconds on a MacBook Pro (2GHz Intel Core
i7). All methods are implemented in C++ with OpenCV. For TV, max
iteration=80, ǫ = 1. For diffusion scheme, iteration=2000, dt = 0.01.

For the GC filter, we do 10 iterations. For the diffusion, we take dt=1/16
and make the iteration number increase from 300 to 1200. The cumulative
sum of histogram of T is shown in Fig. 6.13, where the color indicates the
iteration number and the red line is for GC filter. The average runtime
per image for the GC filter with 10 iterations and diffusion scheme with
600 iterations are 0.005 and 1.17 seconds, respectively. This figure shows
that the GC filter is two orders of magnitude faster when reaching similar
energy level. One example from this dataset is shown in Fig. 6.14.
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Figure 6.13: Cumulative histogram of T on BSDS500 for both methods.
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(a) Original, E=364 (b) Diffusion, E=195 (c) GC filter, E=89.5

Figure 6.14: One example from the BSDS500 dataset.

6.1.5.3 Comparison with Edge-Preserving Filters

Edge preserving methods have a long history in image processing. The GC
filter, however, is the only filter that can preserve developable surfaces, as
shown in Table 6.3. Thanks to this property, the implicit GC filter provides
a result that is ADAP and edge-preserving, as shown in Fig. 6.15. The
present GC filter is also fast, as shown in Table 6.4.

Filter Image model Multi/Point Preserves Limitation
Bilateral constant Point-wise edges edge flip, slow
CLMF0 constant Multi-point edges edge flip

Guided Filter linear Multi-point gradient not spatially adaptive
CLMF1 linear Multi-point gradient local window regression
RTV constant Point-wise edges staircase artifacts, slow

GC filter developable Point-wise developable

Table 6.3: Comparison with edge-preserving filters.

Image WLS AM DT GF L0 RTV G1
c

Beach 15.3 4.7 118.1 2.0 12.3 14.6 1.6
Flower 15.6 4.3 118.0 2.1 12.3 15.1 1.6
Rock 15.2 3.9 119.4 1.9 13.8 13.9 1.7
Eyes 16.4 4.6 114.7 1.8 12.0 12.3 1.5

avg. 15.7 4.4 117.5 1.9 12.2 14.1 1.7

Table 6.4: Seconds/MPixel on a single 2GHz i7 core in MATLAB.
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Figure 6.15: Edge-preserving filters. 1) original 2) WLS (Farbman et al.,
2008) 3) AM (Gastal and Oliveira, 2012), 4) DT (Gastal and Oliveira,
2011), 5) GF (He et al., 2010), 6) L0 (Xu et al., 2011), 7) RTV (Xu
et al., 2012), 8) GC filter.
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6.2 Curvature Estimation from {di}

Traditional curvature estimation methods mainly rely on second-order dif-
ferentials, such as tensors or smooth polynomial functions (Magid et al.,
2007). In this section, we show a new way to estimate curvature based on
the Euler theorem and {di}.

6.2.1 The relationship between dm and K

Consider two orthogonal curves C1 ∈ S and C2 ∈ S that go through x,
their linear curvatures are kθ and k⊥θ , respectively, where θ is the angle to
the principle plane. Let k1 and k2 denote the principle curvatures. Based
on the Euler Theorem, we have kθ = k1 cos

2 θ + k2 sin
2 θ. If the angular

samples θi are dense enough, we have k1 = min{di} and k2 = max{di}.
Because there are only eight angular samples in a local window, we have
k1 ≈ min{di} and k2 ≈ max{di}. From all {di}, dm statistically captures
the smaller absolute value of min{di} and max{di}, as shown in the next
chapter.

The relationship between dm and principle curvature ki is

dm ≈





k2 if k1 ≤ k2 ≤ 0

ǫ if k1 < 0 and k2 > 0

k1 if k2 ≥ k1 ≥ 0

, (6.9)

where ǫ is a small real number. When K ≥ 0, minimizing dm is equivalent
to minimizing K. When k1 < 0 and k2 > 0, ∃θ, such that k1

k2
= − tan θ,

therefore k1 cos
2 θ+k2 sin

2 θ = 0. Due to the fact that there are only eight
angular samples in a local window, the zero value is not always reached.
But dm still has the smallest absolute value in {di}.
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6.2.2 Mean Curvature

Also based on Euler theorem, we have kθk
⊥
θ = H sin2 2θ +K cos2 2θ and

kθ + k⊥θ = k1 + k2 = 2H. Integrating over θ, we have

∫ π

−π

kθk
⊥
θ dθ = Hπ +Kπ, and

∫ π

−π
(kθ + k⊥θ )dθ

4π
= H. (6.10)

Since d⊥i ∈ {di}, we have H ≈
8∑

i=1

di

8 . The same result can also be directly
obtained from the definition of mean curvature

H =

∫ π

−π
kθdθ∫ π

−π
dθ

=
1

2π

∫ π

−π

kθdθ ≈
π
4

8∑
i=1

di

2π
=

8∑
i=1

di

8
. (6.11)

Exploiting the definition of di, this leads to a simple convolution operation:

H =



− 1

16
5
16 − 1

16
5
16 −1 5

16
− 1

16
5
16 − 1

16


⊗ U , (6.12)

where ⊗ denotes the convolution operation. This is a novel way to compute
the mean curvature H without computing the second-order derivatives,
which is required in the traditional way

H =
(1 + U2

y )Uxx + 2UxUyUxy + (1 + U2
x)Uyy

2(1 + U2
x + U2

y )
3/2

. (6.13)

We use central finite differences to approximate derivatives in this tradi-
tional way of computing H, leading to second-order accuracy.

To compare the accuracy of these two schemes, we test both on images of
several spheres. We create images of 1024 × 1024 pixels, each containing
a sphere with radius r ranging from 30 to 450 with step size 30. The
ground truth mean curvature is 1

r . The error with L2 and L∞ norms for
both schemes are shown in Fig. 6.16, suggesting that the new scheme has
higher accuracy. The reason is that the angular integration reduces the
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approximation error between {di} and {kθ}.

(a) Normalized L2 error. (b) L∞ error.

Figure 6.16: Accuracy Comparison of traditional and new schemes for
mean curvature estimation.

6.2.3 Gaussian Curvature

The traditional estimation scheme for the Gaussian curvature K is

K =
UxxUyy − U2

xy

(1 + U2
x + U2

y )
2
, (6.14)

which again requires second derivatives. In terms of {di}, we have

∑
d2i
π

4
≈

π∫

−π

d2dθ =

π∫

−π

(
k1 cos

2 θ + k2 sin
2 θ
)2

dθ

≈ 3π

(
k1 + k2

2

)2

− πk1k2 = 3π

(∑
di
8

)2

− πk1k2 ,

(6.15)

where we use H ≈
∑

di

8 as has been shown in the previous subsection.
Thus, we have a new scheme to compute Gaussian curvature

K ≈ 3(
∑
di)

2 − 16
∑
d2i

64
. (6.16)
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Since there are only eight angular samples in each local window, the new
scheme might not be accurate. To test the accuracy of this scheme, we
use the same test images as in the mean curvature case and compare both
schemes on them. The result is shown in Fig. 6.17, suggesting that the
new estimation is less accurate than traditional scheme in the L2 norm,
but more accurate in the L∞ norm.

(a) Normalized L2. (b) L∞ error.

Figure 6.17: Accuracy Comparison for traditional and new scheme of
Gaussian curvature estimation.

6.3 Mean Curvature Filter

It has been repeatedly shown that minimizing mean curvature energy leads
to better solutions than TV models (Zhu and Chan, 2012; Zhu et al., 2013;
Yang et al., 2014; Bertalmio and Levine, 2014). But the reason has not
been explained so far. We provide two explanations here, from a statistical
point of view and from a geometric point of view. First, natural images
statistically prefer minimal mean curvature, which is a direct consequence
from the average mean curvature distribution and its variance as shown
in the previous chapter. Second, as we show below, minimizing mean
curvature leads to a piecewise linear result, which is a higher approximation
order than the piecewise constant assumption of TV.

Although minimizing mean curvature is preferred, solving the correspond-
ing variational models is challenging. Typically, mean curvature models
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have the form

E(U) = ‖U(x)− I(x)‖⋆ + λ

∫

x

|H(x)|qdx , (6.17)

where ⋆ is a proper norm, λ is a regularization coefficient, and q is a
positive real number. This model can be solved by gradient decent, aug-
mented Lagrangian methods (Zhu and Chan, 2012; Zhu et al., 2013), or
fixed point methods (Yang et al., 2014). These solvers normally require
differentiability of the norm ⋆ and explicitly computation of H. Recent
methods try to avoid the norm issue by introducing an auxiliary variable.
However, both of these two issues are avoided when regression in gradient
domain is adopted. The reason follows Bernstein’s Theorem.

Theorem 8. [Bernstein] Given an image surface Ψ(x) = (x, U(x)) ∈
R

n where n ≤ 8, if Ψ is a minimal surface, then U(x) is a linear function.
This statement becomes false when n ≥ 9.

For most images and surface processing problems, n ≤ 8 can be assumed.
This theorem is the fundamental link between mean curvature variational
models (Zhu and Chan, 2012; El-Fallah and Ford, 1997) and gradient-
domain regression filters (Tomasi and Manduchi, 1998; He et al., 2010).
This theorem suggests that gradient-domain regression filters are efficient
solvers for the variational models, which are usually difficult to solve. This
theorem also provides a novel way of minimizing mean curvature without
explicitly computing it: making U(x) piecewise linear. This also explains
why mean curvature priors lead to better results than TV, which assumes
a piecewise constant in U(x).

Even though gradient-domain regression methods are derived from a to-
tally different point of view, they actually solve the following variational
model

E(U) =

∫

x

|H(x)|dx, s.t. ‖U(x)− I(x)‖⋆ ≤ λ . (6.18)

Although there already exist several gradient domain regression filters, for
example guided filter (He et al., 2010), they are not applicable to this
variational model (the reason will be discussed in the summary section).
We use the description {di} to construct a new filter that is specifically
designed to minimize H without explicitly computing it.
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Algorithm 13 Projection Operator Pm

Require: U(i, j)
1: d1 = (U(i− 1, j) + U(i+ 1, j))/2− U(i, j)
2: d2 = (U(i, j − 1) + U(i, j + 1))/2− U(i, j)
3: d3 = (U(i− 1, j − 1) + U(i+ 1, j + 1))/2− U(i, j)
4: d4 = (U(i− 1, j + 1) + U(i+ 1, j − 1))/2− U(i, j)
5: d5 = U(i− 1, j) + U(i, j − 1)− U(i− 1, j − 1)− U(i, j)
6: d6 = U(i− 1, j) + U(i, j + 1)− U(i− 1, j + 1)− U(i, j)
7: d7 = U(i, j − 1) + U(i+ 1, j)− U(i+ 1, j − 1)− U(i, j)
8: d8 = U(i, j + 1) + U(i+ 1, j)− U(i+ 1, j + 1)− U(i, j)

9: d =

8∑

i=1

di

8

Ensure: Û(i, j) = U(i, j) + d

Algorithm 14 Mean Curvature FilterMc

Require: U(i, j)
1: ∀x ∈ BT , Pm(U(x))
2: ∀x ∈ BC , Pm(U(x))
3: ∀x ∈WT , Pm(U(x))
4: ∀x ∈WC , Pm(U(x))

Ensure: U(i, j)

Similar to the GC filter, we define the projection operator Pm (summa-
rized in Algorithm 13) and the Mean Curvature filterMc (summarized in
Algorithm 14). The convergence proof for Mc is very similar to that of
the GC filter. Therefore, it is left out here.
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(a) original image regions and M6
c filtered regions

(b) M2
c (c) M6

c

(d) M10
c (e) M20

c

Figure 6.18: Test of Mc on the Lena image.
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Figure 6.19: Energy profiles for two images.

6.3.1 Experiments

State-of-the-art methods solve the mean curvature model in a few hundreds
seconds for images with size 256×256 (Zhu et al., 2013; Yang et al., 2014).
Our MC filter can perform six iterations on an image of size 400× 400 in
six milliseconds, which is four orders of magnitude faster. This difference
is even larger on bigger images because of the linear complexity ofMc.

One example of the MC filter is shown in Fig. 6.18. The energy profiles for
two tested images, Lena and Barbara, are shown in Fig. 6.19. We further
test this filter on BSDS500 dataset and the distribution of energy ratio
between filtered and original images is shown in Fig. 6.20a. We give the
runtime performance on BSDS500 dataset in Fig. 6.20b. The runtime of
Mc is significantly smaller than the counterpart of previous solvers based
on Euler-Lagrange equation (Zhu et al., 2013; Yang et al., 2014).

6.4 Total Variation Filter

We can use a similar approach to construct a filter to solve TV models.
We solve the constrained ROF model (Rudin et al., 1992)

E(U) =

∫

x

|∇U(x)|dx, s.t. ‖U(x)− I(x)‖⋆ ≤ λ . (6.19)
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(a) Distribution of energy ratio. (b) Runtime histogram.

Figure 6.20: Energy ratio statistics for Mc on BSDS500. The result
shows that M6

c can reduce about 70% of the mean curvature energy in six
milliseconds. The average runtime is 5.99 milliseconds.

Our filter solver is summarized in Algorithms 15 and 16, which define the
TV filter T V . In the local projection operator PTV , we directly use the
piecewise constancy assumption.

Algorithm 15 Projection Operator PTV

Require: U(i, j)

1: d̂1 = (Ui−1,j−1 + Ui−1,j + Ui,j−1 + Ui+1,j−1 + Ui+1,j)/5− Ui,j

2: d̂2 = (Ui−1,j + Ui−1,j+1 + Ui,j+1 + Ui+1,j + Ui+1,j+1)/5− Ui,j

3: d̂3 = (Ui−1,j−1 + Ui−1,j + Ui−1,j+1 + Ui,j−1 + Ui,j+1)/5− Ui,j

4: d̂4 = (Ui+1,j−1 + Ui+1,j + Ui+1,j+1 + Ui,j−1 + Ui,j+1)/5− Ui,j

5: d̂5 = (Ui−1,j−1 + Ui−1,j + Ui−1,j+1 + Ui,j−1 + Ui+1,j−1)/5− Ui,j

6: d̂6 = (Ui−1,j−1 + Ui−1,j + Ui−1,j+1 + Ui,j+1 + Ui+1,j+1)/5− Ui,j

7: d̂7 = (Ui+1,j−1 + Ui+1,j + Ui+1,j+1 + Ui−1,j−1 + Ui,j−1)/5− Ui,j

8: d̂8 = (Ui+1,j−1 + Ui+1,j + Ui+1,j+1 + Ui−1,j+1 + Ui,j+1)/5− Ui,j

9: find d̂m, that |d̂m| = min{|d̂i|, i = 1, · · · , 8}
Ensure: Û(i, j) = U(i, j) + d̂m
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Algorithm 16 Total Variation Filter T V
Require: U(i, j)
1: ∀x ∈ BT , PTV (U(x))
2: ∀x ∈ BC , PTV (U(x))
3: ∀x ∈WT , PTV (U(x))
4: ∀x ∈WC , PTV (U(x))

Ensure: U(i, j)

6.4.1 Experiments

We again test the filter on the Lena image. The result is shown in Fig. 6.21a
and its energy profile is shown in Fig. 6.22. Because our filter solver is
based on a local operation in a small window, its spatial propagation takes
a large number of iterations, as shown in Fig. 6.21.

Clearly, the T V , Mc, and Gc filters allow different geometric configura-
tions, which are shown in Fig. 6.23. T V only allows the same intensity
in its neighborhood, whileMc only allows a linear plane. Gc allows more
geometric configurations, as long as they are developable, for example a
cone structure. This makes Gc preserve edges, but reduces its ability in
noise suppression, as shown in Fig. 6.26.

A simple comparison between T V ,Mc and Gc filters is shown in Fig. 6.24.
To show the converged state, we set the iteration number to 50 for all
filters. The results suggest that the Gc filter can preserve edges better
than the other two. T V can preserve large gradient, but removes small
details. Mc leads to a result that is smoother than T V because of the
minimal surface assumption. To better visualize this, we show the isolines
of those images in Fig. 6.25.

In the denoising case, we test these three filters on noisy images with
different noise levels. The result is shown in Fig. 6.26. When the noise
level is low, all three filters remove the noise and achieve the best PSNR
after two or three iterations. Afterwards,Mc and T V start to remove the
details in the signal and thus the PSNR decreases. Gc does not make the
PSNR reduce as much as the other two. When the noise level increases,Mc
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(a) T V10 filter on Lena image.

(b) T V50 (c) T V100

(d) T V1000 (e) T V4000

Figure 6.21: T V filter on the Lena image for different iteration numbers.
Notice that the hair region becomes more constant at larger scale when
iteration number increases.
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Figure 6.22: Energy profile for the T V filter on the Lena image.

(a) Constant (b) Linear (c) Developable

Figure 6.23: Illustration for three geometric configurations in a 3 × 3
window. T V only allows (a); Mc allows (a) and (b); Gc allows all.

and T V perform better than Gc on this test image. On general images,Mc

should work better than the other two because of the statistic of natural
images (showed in the previous chapter and further discussed in the next
chapter).

We have proven the convergence of these filters but did not discuss their
convergence rate. Since our filters are local, it is difficult to estimate the
global convergence rate. We can only give the numerical convergence rate,
as shown in Fig. 6.27. The experiment suggests that the convergence rate
for these filters is about 1.4. In contrast, the global solvers have the linear
convergence rate (He and Yuan, 2012b; He et al., 2014).
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(a) Original (b) T V50 (c) M50
c (d) G50

c

(e) Line profiles on the results.

Figure 6.24: Comparison of T V50, M50
c , and G50

c filters on the Lena
image. The three line profiles show that the Gc filter can preserve edges
better than the other two, and the Mc filter smoothes the signal more
efficiently.
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(a) Isolines of original (b) Isolines after T V50

(c) Isolines after M50
c (d) Isolines after G50

c

Figure 6.25: Isolines of the Lena image and the results after T V50, M50
c ,

and G50
c filtering.

6.5 Spatially Selective Filters For Generic
Variational Models

In this section, we show that our filters can solve the variational models
that contain arbitrary noise models. First, we generalize the filters to
generic variational models that use one of three regularizations as a prior

E(U) =

∫

x∈Ω

Φ0(U, I)dx+

∫

x∈Ω

λ(x)Φ1(U)dx , (6.20)
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(a) Low level noise (b) Medium level noise (c) High level noise

(d) Low level noise (e) Medium level noise (f) Large level noise

Figure 6.26: Comparison of T V, Mc, and Gc filters on the Lena image
with different noise levels. T V can remove the noise efficiently, while Gc

prefers preserving edges. When the noise level reduces, Gc performs better
because it allows more geometric configurations.

where Φ1 could be |H|, |K|, or |∇U |. This generic variational model covers
many models that use geometric regularization. We denote

Ed =

∫

x∈Ω

Φ0(U, I)dx and ER =

∫

x∈Ω

λ(x)Φ1(U)dx (6.21)

as the data-fitting energy and the regularization energy, respectively.

Traditionally, solvers for this model rely on the forms of Φ0 and Φ1. Based
on our three filters, we can construct a new solver for this model, even
without knowing the exact form of Φ0, but only requiring that Φ0 can
be evaluated (i.e., Φ0 is a black box). Therefore, Φ0 can be arbitrarily
complex and need not even know an analytical form. This is not possible
for traditional solvers, such as gradient decent, Split Bregman, or Primal
Dual methods. Moreover, the λ(x) can also be arbitrarily complex. The
typical situation for this case is the Poisson noise in the signal.
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(a) Convergence of T V.

(b) Convergence of Mc. (c) Convergence of Gc.

Figure 6.27: Convergence plot on BSDS500 for T V, Mc and Gc. These
results suggest that the convergence rates of these filters are larger than
one. Each color line in the plot indicates one image in the dataset.

When these filters iterate over the image, ER reduces as shown in previous
sections, while Ed increases. To make sure the convergence of the total
energy, we have following condition

E(V(U)) ≤ E(U)⇔ λ(x)(Φ1(Û)− Φ1(U)) ≤ Φ0(U)− Φ0(Û), (6.22)

where Û = P(U) and P is the local projection operator for Gc,Mc, or T V .
We would take the projection if this condition were satisfied or reject the
projection otherwise. This condition acts as a spatial selection and there-
fore we call this filter Spatially Selective Variational Filter V, summarized
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in Algorithm 17.

This equation implies that the reduction in ER should not be larger than
the increase in Ed. The iteration loop can be stopped if this condition
becomes false for all x.

Algorithm 17 Spatially Selective Variational Filter V
Require: U(i, j)
1: ∀x ∈ BT , Û(x) = P(U(x))
2: If λ(x)(Φ1(Û(x))− Φ1(U(x))) ≤ Φ0(U(x))− Φ0(Û(x))
3: U(x) = Û(x)
4: ∀x ∈ BC , Û(x) = P(U(x))
5: If λ(x)(Φ1(Û(x))− Φ1(U(x))) ≤ Φ0(U(x))− Φ0(Û(x))
6: U(x) = Û(x)
7: ∀x ∈WT , Û(x) = P(U(x))
8: If λ(x)(Φ1(Û(x))− Φ1(U(x))) ≤ Φ0(U(x))− Φ0(Û(x))
9: U(x) = Û(x)

10: ∀x ∈WC , Û(x) = P(U(x))
11: If λ(x)(Φ1(Û(x))− Φ1(U(x))) ≤ Φ0(U(x))− Φ0(Û(x))
12: U(x) = Û(x)
Ensure: U(i, j)

6.5.1 Illustration of V on the TV model

To illustrate the variational filter, we test it on the standard TV-L1 model
and compare our solver with the Split Bregman Iteration method, which
is the state-of-the-art solver for this model (Goldstein and Osher, 2009a).

The TV-L1 model is defined as

E(U) = ‖U − I‖22 + λ

∫

x∈Ω

|∇U |1dx . (6.23)

We set λ = 1 for our tests. For the Split Bregman method, we set the
stopping tolerance ǫ = 0.001. The energy profiles for both methods are
shown in Fig. 6.28. Although both methods achieve similar results, the
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Figure 6.28: Energy profiles for filter solver V and the Split Bregman
Iteration (short black line, only show the converged state). Split Bregman
method needs 18 iterations to converge, while V needs about 20 iterations.
The running times for Split Bregman and filter V are 0.24 seconds and
0.14 seconds, respectively. Both are implemented in C++ and run on a
Macbook Pro 2011 with i7 core.

running times for Split Bregman and our filter are 0.24 seconds and 0.14
seconds, respectively. Our solver has linear computational complexity with
respect to image size and is much easier to implement.

6.5.2 Illustration of V on a Complex Data-fitting Energy

It has been shown that generalized exponential family functions in Φ0 can
be handled by Bregman divergences (Paul et al., 2013). In this section,
we show that our solver can handle arbitrary function Φ0 (a black box).

We define a complex data-fitting energy to show the advantage of our filter
solver

E(U) =

∫

x∈Ω

|U − I|2−|∇U |1dx+ λ

∫

x∈Ω

|∇U |dx . (6.24)

The adaptive power 2− |∇U |1 in data-fitting term automatically balances
between 0 and 2, according to |∇U |1. This means we use sparse noise
model at corner, a Laplacian noise model at edges and a Gaussian noise
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(a) Energy profiles for filter V. (b) V20 filtered image.

Figure 6.29: The filter V on a variational model with a complex data-
fitting energy.

model in the flat regions.

Solving this model, in general, is difficult because its Euler-Lagrangian
form could not be easily obtained. Our filter V can be used to solve this
model. A result is shown in Fig. 6.29.

6.6 Summary

We have presented several filter solvers for variational models that use
Gaussian curvature, mean curvature, or TV as regularization. We gave
the mathematical background for these filters and analyzed them from a
differential geometry point of view. The relationships between the local
description {di} and these filters were discussed. We will extend these
filters to perform spectral regularization in next chapter.

Before moving into spectral regularization, however, we show the relation-
ship between variational models and several filters in Table 6.5. Because
these filters use the same assumptions as the respective variational models,
they can minimize the regularization energy for the corresponding varia-
tional models. Our filters are optimal in the sense that they are designed to
solve the variational models and guarantee to converge, while other filters
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(a) Guided Filter (from left to right) 5, 10, 20, 100 times.

(b) Bilateral Filter (from left to right) 5, 10, 20, 100 times.

Figure 6.30: Both Guided Filter and Bilateral Filter use a 3× 3 window.
For the Guided Filter, ǫ = 0.01. For the Bilateral Filter, the spatial sigma
σ = 10 and the maximum sigma in color space maxσc = 20.

have different motivations and do not necessarily reduce the variational
energy. For example, the Guided Filter does linear regression in a local
window, which can preserve edges. But performing it several times will
smooth the edges, as shown in Fig. 6.30a. In contrast, the Bilateral Filter
is better in preserving edges when performed multiple times (Fig. 6.30b).
These behaviors are very different from what we have shown for the T V
andMc filters.

Variational Model Prior Filters

TV Regularized
Models

piecewise
constant

TV Filter, Bilateral Filter,
CLMF0, etc.

Mean Curvature
Regularized Models

piecewise
linear

Mean Curvature Filter, Guided
Filter, CLMF1, WLS, etc.

Gaussian Curvature
Regularized Models

piecewise
developable

GC Filter

Table 6.5: Variational Models and their related filters.
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CHAPTER

SEVEN

Curvature filters with spectral

regularization

As mentioned in previous chapters, many tasks require the curvature dis-
tribution to be specified to, for example, one that is learned from a dataset.
This means to keep the curvature energy at a certain level instead of mini-
mizing it. This specification can be done by diffusion schemes in variational
models, as discussed in previous chapters. Here, we show that this can also
be performed by manipulating the distribution of di, which is a signed dis-
tance to neighboring tangent planes, as described in previous chapter. We
can also write {di} in the matrix form, as shown in Eq. 7.1.
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. (7.1)

Since {di, i = 1, . . . , 8} is a complete description of the local geometry at
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Figure 7.1: Distributions of di, max{di}, min{di} and min absolute dm.
Symmetry distributions: di and dm; Asymmetry distributions: max{di}
and min{di}.

x, the distribution of di is related to the curvature distribution. In the
GC filter, we used the property |dm| ≈ min{|ki|} when K ≥ 0 and dm ≈ 0
when K < 0. We can further perform spectral Gaussian curvature filter,
based on dm. Moreover, we have k1 = min{di} − ǫ and k2 = max{di}+ ǫ,
where ǫ > 0 is a small positive real number. This leads to an overestimation
of K

K = max{di}min{di} − ǫ(max{di} −min{di})− ǫ2
/ max{di}min{di} .

(7.2)

We can also directly get the distributions of max{di}, min{di}, and
min{|di|}, as shown in Fig. 7.1. We will show in following sections how
to use di, dm, and their distributions to solve spectrally regularized varia-
tional models.

Before showing these spectral regularization filters, we show that the Gaus-
sian curvature, mean curvature, and Laplace operator distributions are
stable across images, as shown in Fig. 7.2. From the statistics of GC and
MC distributions, we know that the MC prior pprH has larger probability
at small H, compared to K. Meanwhile, the entropy of the MC prior pprH
is larger than the entropy of the GC prior pprK . This means that curvature

174



Curvature

L
og

 (P
ro

ba
bi

lit
y)

-1000 -500 0 500 1000
-25

-20

-15

-10

-5

0
Gaussian Curvature
Mean Curvature
Laplace Operator

(a) Second-order priors. (b) GC distribution density.

(c) MC distribution density. (d) LO distribution density.

(e) Entropy distributions for GC and MC.

Figure 7.2: Second-order priors, their distribution densities, and entropy
distributions. (a) and (b) show that GC presents structural information.
(a) and (c) show that MC represents texture information. Fig.(e) shows
that texture contains more information than structure. These results sug-
gest that curvature distribution should be specified.
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distribution should be specified to the learned one for both cases, instead
of minimizing all curvatures to zeros.

7.1 Spectral Regularization for Gaussian
Curvature

We have shown how the GC filter reduces the Gaussian curvature effi-
ciently. We also discussed the relationship between dm and K in the pre-
vious section. Based on these two, we can specify the Gaussian curvature
distribution by Algorithm 18.

Algorithm 18 Gaussian Curvature Distribution Specification

Require: p(dm)pr, ǫ, ItNum
1: U0 = I
2: while |p(dm) log( p(dm)

ppr(dm) )| > ǫ or t < ItNum do

3: for ∀x ∈ BC(BT ,WC ,WT ) do
4: compute dm, p(dm)
5: d̃m=SpecifyDistribution(p(dm), ppr(dm))
6: U t = U t−1 + dm − d̃m
7: t = t+ 1

Ensure: Û = U

We take the Lena image with medium noise level as an example and show
the result in Fig. 7.3. The largest PSNR for the spectral GC filter is
27.9 while the largest PSNR for the GC filter is 28.0 with the same noisy
image. However, the spectral GC filter needs 11 iterations to achieve its
best PSNR while the GC filter needs 15 iterations to achieve its best PSNR.
This means that the spectral GC filter converges faster than the GC filter,
which is also confirmed by the energy profile shown in Fig. 7.3c.

7.2 Spectral Regularization for Mean Curvature

Similarly, we can use the distribution of {di} to regularize the distribution
of mean curvature. The algorithm is summarized in Algorithm 19. How-
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(a) Noisy image. (b) Filtered image. (c) Gaussian energy.

(d) PSNR profile. (e) χ2(p(K), pprK ). (f) Distribution changes.

Figure 7.3: Spectral regularization for GC, tested on a noisy Lena image.
The Gaussian curvature of the filtered image has entropy 0.49, which is
close to the average entropy 0.56 from the statistics (Fig. 7.2e). In con-
trast, the result from the GC filter with the same iteration number has
entropy 0.66. Thanks to the distribution specification, the spectral GC
filter converge to pprK faster than the GC filter, as shown in (c).

ever, different from the spectral GC filter, this algorithm does not converge
simultaneously in both mean curvature energy and spectral distance. The
reason is that H is determined by the average of {di}, while K is mainly
determined by dm. More research needs to be done for this filter, for
example, introducing the stochasticity to reduce the oscillation.

Again, we take the Lena image with medium noise level as an example
and show the result in Fig. 7.4. The largest PSNR for the spectral MC
filter is 28.4, while the largest PSNR for the MC filter is 28.8, tested on
the same noisy image. Both need about 10 iterations to achieve the best
PSNR. The energy and spectral distance oscillate during the iterations, as
shown in Figs. 7.4c and 7.4e.
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Algorithm 19 Mean Curvature Distribution Specification

Require: p(di)
pr, ǫ, ItNum

1: U0 = I
2: while |p(di) log( p(di)

ppr(di)
)| > ǫ or t < ItNum do

3: for ∀x ∈ BC(BT ,WC ,WT ) do
4: compute di, p(di)
5: d̃i=SpecifyDistribution(p(di), p

pr(di))
6: U t = U t−1 + di − d̃i
7: t = t+ 1

Ensure: Û = U

(a) Noisy image. (b) Filtered image. (c) Mean curvature energy.

(d) PSNR profile. (e) χ2(p(H), pprH ).

Figure 7.4: Spectral regularization for MC, tested on a noisy Lena im-
age. The best PSNR is similar to that of the MC filter with almost the
same number of iterations. The χ2 distance between p(di)

t and p(di)
pr

oscillates, as well as the mean curvature energy.
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7.3 Discussion

In general, it is easier to spectrally regularize the GC filter, which can
remove noise and keep the details of the signal. This filter is mainly related
to one scalar dm, which can be easily mapped to a new one. Performing
spectral regularization for the MC filter is more complex, since it depends
on all the neighbor distances {di}. It is hard to find a consistent mapping
for all these distances. This is why the oscillation happens in the test case.
Further research is needed in this direction.

The oscillation comes from the exact histogram specification, which is a
geometric hard constraint in our algorithm. In future work, we plane to
extend this to stochastic histogram specification for constructing stochastic
curvature filters to reduce this oscillation. For this purpose, we need to
build conditional random fields to make the minimal projection stochastic.

7.4 Summary

In this chapter, we show how to impose the curvature distribution on the
filters. The curvature distribution and the distribution of local geometry
descriptions have a lose relationship. We show that the spectral regular-
ization can be imposed by modifying {di}, leading to a spectral Gaussian
curvature filter. For the mean curvature filter, simply modifying one of
{di} is not working well. It needs to be further investigated.
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CHAPTER

EIGHT

Conclusions and future work

We presented the spectrally regularized surfaces, especially for image pro-
cessing problems. We showed that spectral regularizations are more gen-
eral than geometric regularizations, but more specific than entropy regu-
larizations.

In the reconstruction step in surface processing, coupled Signed Distance
Functions was proposed to obtain a closed surfaces without any regulariza-
tion. Therefore, the statistics from the result can be used as an unbiased
prior for this type of surfaces. We further discussed the gradient distribu-
tion of natural scene images. It provides a prior for image processing in
terms of surfaces. Furthermore, its connection with traditional geometric
regularizations and anisotropic diffusion schemes were shown.

Based on the Bayesian Theorem and prior modeling, we derived a generic
variational framework with spectral regularization. This framework covers
many well-known variational models. We provided a diffusion-based solver
for this framework and showed insights on the role of the regularization
coefficient.
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We showed the application of gradient distribution priors in several image-
processing problems, including image naturalization, image denoising, noise
level estimation, blind deconvolution, and scatter light removal. We fur-
ther investigated how many pixels are needed such that the prior is valid.
We further showed that the distributions of Gaussian curvature and mean
curvature can also be used as spectral regularizations.

We showed three filter solvers for three types of variational models. We
showed that the distances to the tangent planes of one pixel’s neighbors
(the set {di} in this thesis) is a proper local geometry description. We used
theorems from differential geometry and this description to construct three
filters, which can solve their corresponding variational models. We showed
several numerical applications in image processing tasks to validate these
filters. We also extended these filters to perform spectral regularization.

In general, spectral regularizations are more flexible than geometric ones
and therefore can recover more details from the observed signal. Moreover,
their filter solvers are efficient in terms of computation and convergence.

8.1 Limitations

There are limitations of spectral regularizations. First, spectral priors
are difficult to be modeled. As shown in this thesis, modeling spectral
priors needs to consider computational efficiency, fitting accuracy, sparsity,
entropy, etc. It is not trivial to construct models for this type of priors.
Second, after modeling, the corresponding regularizations are difficult to
be imposed. Because these regularizations work in different dimension as
the imaging models, they might not be consistent with the imaging process.
This causes the oscillation in the case of spectral mean curvature filter.

8.1.1 Spatial versus Spectral

Geometric regularizations can be considered as microscopic description
while spectral regularizations are mesoscopic description. Both have their
benefits and drawbacks. Geometric regularizations are good at removing
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noise and recovering the large scale structure but could not keep the details
in the image. Spectral ones, however, are good at keeping texture details
in the image, but could not remove the noise efficiently. It is possible to
perform the geometric ones first to obtain structural result and then use
spectral ones to recover the details.

8.1.2 GDP

The GDP that has been shown in this thesis is not valid on all images,
for example, checkerboard images. Moreover, the GDP was obtained from
8-bit images and it is not trivial to extend it to 16-bit images, which are
very common in high dynamic range images, such as microscopy images.
Besides, when we model the GDP, we considered the models as functions
instead of distributions to increase the fitting accuracy. The resulted mod-
els are not distribution anymore. This is not a problem for variational
models, but it is not clear what this means from Bayesian point of view.

8.2 Future Work

There are several topics related to this thesis, which can be further inves-
tigated in the future. For example, the filter solvers can be parallelized
on hardwares like Graphics Processing Unit (GPU) to get higher perfor-
mance. Anther example is to couple these variational models with surface
reconstruction models to perform adjoint estimation on surfaces and their
segmentation. Moreover, spectrally regularized surfaces can be represented
on particles or level sets, especially using adaptive particle representations.
Among all possible extensions, following aspects are the most interesting:

8.2.1 Parallel Curvature Filters

It is clear that the three presented filters can be parallelized. This is
desired when the image is large or high performance is required. More
importantly, since our filters are local, it is possible to apply them on
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partial images in parallel instead of the whole image, which means that
they are on-line algorithms and can be used during the imaging process.
In contrast, global solvers are hard to parallelize and are impossible to be
implemented as on-line algorithms.

Preliminary parallel implementation based on OpenMP was tested on a
CPU with six cores. When the thread number is set to six, the speedup is
around 3. Future work will address the implementation of these filters on
GPU for real-time applications.

8.2.2 Filter Solvers in a Larger Window

Even though these filter solvers are efficient, fast, and numerical stable,
they become complex in larger neighborhoods because possible allowed
geometric configurations increase.

The window size can also be scale adaptive. Scale spaces have been used
a lot in image processing field to automatically determine the scale for a
given spatial position. This is more challenging than the fixed window size
case because not all geometric configurations can be precomputed.

Larger window size, however, will speed up the propagation of spacial
information. Currently, because of the small local window size, the propa-
gation is limited in a small neighborhood, which requires a large number
of iterations to change information between distant pixels.

8.2.3 Filter Solvers with Wavelet

Another way of dealing with spatial propagation is to combine these filters
with wavelet transform. It is clear that Haar wavelet preserves the piece-
wise constant signal while the linear wavelet preserves the piecewise linear
signal. Therefore, we can perform these two filters on the image in each
multiresolution function space. Unfortunately, it is not clear what wavelet
can preserve the developable surface.
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8.2.4 Gaussian Curvature Filter on General Surfaces

The theorem that we have proved for the Gaussian curvature filter is also
valid for general surfaces. Therefore, we can extend this filter to surfaces
with other representations, such as triangulated mesh, particle representa-
tion or level set representations. We construct a Gaussian curvature filter
that works on triangular meshes. One example is shown in the Appendix B,
where the filtered mesh becomes more developable.

8.2.5 Filter Solvers for General Image Processing Problems

We have shown the filter solvers on the image smoothing and image de-
noising problems. As mentioned, our filter solvers are generic and can
handle arbitrary imaging model, including different types of noise models,
deconvolution models, demosaicing models, scatter light models, supper
resolution models, inpainting models, etc.

Applying filter solvers on these image processing problems and comparing
with corresponding the-stat-of-the-art methods will show the universality
and computational efficiency of our filter solvers. Moreover, for these prob-
lems, we can switch from one filter solver to another by just changing the
minimal projection operator. This is impossible for traditional solvers.

8.2.6 Multiwavelet Solver for the Poisson Equation

When imposing the gradient distribution prior as a hard constraint, we
solve a Poisson equation, which corresponds to a L2-norm Dirichlet prob-
lem. We mentioned several efficient solvers for the Poisson equation, but
without considering their condition number. In fact, most Poisson solvers
suffer from larger condition number when the problem size increases. Based
on multiwavelet developed by (Jia and Liu, 2006; Xiang et al., 2009), we
can construct a Poisson solver whose condition number is independent of
problem size. The independence is proven in (Jia and Liu, 2006), where
they also numerically show that the condition number is smaller than 3.75.
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We give the proof of the following theorem in the Appendix A:

Theorem 1. The supremum of condition numbers for this solver is 3.75.

As a result, the noise on the right-hand side of the Poisson equation will
not be amplified significantly when the resolution increases. Other Poisson
solvers do not have this favorable property.

8.2.7 Stochastic Curvature Filters

The curvature distribution specification algorithms that we showed in this
thesis are deterministic. The sampling process or observation, however,
contains many stochastic subprocesses. Therefore, constructing a stochas-
tic filter with spectral regularizations is desired in many applications. The
construction could base on the conditional random field from the local de-
scription {di}. The stochastic filters might reduce the total energy faster
at the beginning, but could oscillate later.

8.2.8 Sparsity of a signal

In all spectrally regularized surfaces, the sparsity of the signal is kept on a
certain level. The sparsity and the distributions are in close relation. The
GDP and the curvature distributions presented in this thesis might shed
light on how sparse a signal should be.

The spectral regularizations are related to the sparsity constraint in com-
pressed sensing, where a signal is represented by a dictionary and an associ-
ated sparse coefficient vector. Since the dictionary is over complete, there
is ambiguity in choosing the coefficient. Spectral regularizations provide
another dimension to make this decision.
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APPENDIX

A

Multiwavelet Solver for the Poisson

equation

We first give a short introduction to the solver in section A.1 (details can
be found in the original work (Jia and Liu, 2006)) and then give our proof
on the condition number of this solver in section A.2.

A.1 Cubic Hermite Spline Multiwavelets

Consider two cubic splines

s1(x) =





(x+ 1)2(1− 2x) if x ∈ [−1, 0]
(1− x)2(1 + 2x) if x ∈ [0, 1]

0 otherwise

(A.1)
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and

s2(x) =





x(x+ 1)2 if x ∈ [−1, 0]
x(1− x)2 if x ∈ [0, 1]

0 otherwise

. (A.2)

The refinement equation is

s(x) :=

[
s1(x)
s2(x)

]
=

[
1
2 ,

3
4

− 1
8 ,− 1

8

]
s(2x+1)+

[
1, 0
0, 12

]
s(2x)+

[
1
2 ,− 3

4
1
8 ,− 1

8

]
s(2x− 1) .

(A.3)
Then the reduced multiwavelet is

W (x) :=

[
W1(x)
W2(x)

]
=

[
−2,−21

1, 9

] [
s1(2x+ 1)
s2(2x+ 1)

]
+

[
4, 0
0, 12

] [
s1(2x)
s2(2x)

]
+

[
−2, 21
−1, 9

] [
s1(2x− 1)
s2(2x− 1)

] . (A.4)

The linear span of sn = s(2nx − i), ∀i and the linear span of Wn =
W (2nx − i), ∀i form the scale and wavelet function spaces. Then, the
basis of the L2 function space is

e1,1 =

√
5

24
s1(2x− 1), e1,2 =

√
15

4
s2(2x),

e1,3 =

√
15

8
s2(2x− 1), e1,4 =

√
15

4
s2(2x− 2),

en,j =
2−n/2

√
729.6

W1(2
nx− j/2), j = 2, 4, · · · , 2n+1 − 2,

en,j =
2−n/2

√
153.6

W2(2
nx− (j − 1)/2), j = 3, 5, · · · , 2n+1 − 1,

en,1 =
2−n/2

√
76.8

W2(2
nx), en,2n+1 =

2−n/2

√
76.8

W2(2
nx− 2n).

The basis functions can be sorted such that êi(x) = e1,i(x) for i ≤ 4 and
ê2n+1+j(x) = en,j(x).
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A.2 The Supremum of the condition number

For the Poisson equation

−∆U(x) = f(x) , (A.5)

let Un(x) =
2n+1∑
i=1

µiêi(x) and yi =< f(x), êi(x) >, where < ·, · > is the stan-

dard inner product. The Galerkin approximation of the Poisson equation
is discretized as

2n+1∑

j=1

<
∂êi
∂x

,
∂êj
∂x

> µj = yi, i = 1, · · · , 2n+1 . (A.6)

In the paper (Jia and Liu, 2006), it has been proven that the matrix

Mn(i, j) =< ∂êi
∂x ,

∂êj
∂x > is block diagonal and its condition number is

bounded. In this section, we prove that the supremum of the condition
number for Mn is 3.75.

Assuming Mn is the diagonal block




A1

A2

. . .

An


 , (A.7)

we take the largest block An from Mn, where the indexes i, j in Mn are
2n + 1 ≤ i, j ≤ 2n+1 − 1. We claim that the condition number of Mn is
the same as the condition number of An. This fact can be directly seen
later on, from Eq. A.11. Therefore, we only need to prove the condition
number of An.

First of all, we have An(i, j) = 0 if |i − j| > 3. This result is from
the wavelet construction. Spatially shifting the wavelet several times, the
intervals with nonzero function values do not overlap anymore. Therefore,
their inner product is zero.
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Second, in the narrow band near the diagonal, A(i, j) can only have one
of the values {0, 1,− 11

38 ,− 7
8
√
19
, 18 ,

7
8
√
19
}. In the paper (Jia and Liu, 2006),

it has been proven that < ∂êi
∂x ,

∂êj
∂x >= 1 when i = j. When i 6= j, we can

prove that the value for < ∂êi
∂x ,

∂êj
∂x > can only be

i
j

even odd

even - 1138 - 7
8
√
19

odd 7
8
√
19

1
8

A small part of An is shown in the following matrix






























1 0 − 11
38

7
8
√
19

0 0 0 0

0 1 − 7
8
√
19

1
8

0 0 0 0

− 11
38

− 7
8
√

19
1 0 − 11

38
7

8
√
19

0 0
7

8
√
19

1
8

0 1 − 7
8
√
19

1
8

0 0

0 0 − 11
38

− 7
8
√
19

1 0 − 11
38

7
8
√
19

0 0 7
8
√
19

1
8

0 1 − 7
8
√

19
1
8

0 0 0 0 − 11
38

− 7
8
√
19

1 0

0 0 0 0 7
8
√
19

1
8

0 1































. (A.8)

Let’s define the tridiagonal matrix notation

TriD(x, y, z) =




y x 0 0 0 · · · 0
z y x 0 0 · · · 0
0 z y x 0 · · · 0
...

. . .
. . .

. . .
. . . 0

...
...

. . .
. . .

. . .
. . . x 0

0 · · · · · · 0 z y x
0 · · · 0 z y




. (A.9)

Let b = − 11
38 , c = 7

8
√
19
, d = 1

8 , µ = [µ2, µ4, · · · , µ2k, µ3, µ5, · · · , µ2k−1]
T
,

y = [y2, y4, · · · , y2k, y3, y5, · · · , y2k−1]
T
, then we have

An =

[
B,C
−C,D

]
and

[
B,C
−C,D

]
µ = y , (A.10)
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where B = TriD(b, 1, b), C = TriD(c, 0,−c), and D = TriD(d, 1, d).
The eigenvalues of a tridiagonal matrix TriD(x, y, z) have the closed-form
solution y + 2

√
xz cos( iπ

1+2k ), where 2k is the size of the matrix and i =
1, · · · , 2k. Because |d| < |b|, the condition number of An is the same as
the condition number of B, which is the largest eigenvalue divided by the
smallest eigenvalue

∣∣∣∣∣
max{1 + 2b cos( iπ

1+2k )}
min{1 + 2b cos( iπ

1+2k )}

∣∣∣∣∣ , ∀i = 1, · · · , 2k . (A.11)

It is clear that this condition number will increase when 2k increases.
Therefore, we have the exact upper bound

lim
k→∞

∣∣∣∣∣
max{1 + 2b cos( iπ

1+2k )}
min{1 + 2b cos( iπ

1+2k )}

∣∣∣∣∣ =
1 + 2|b|
1− 2|b| =

15

4
= 3.75 . (A.12)

This is numerically confirmed by Table 4 in the paper (Jia and Liu, 2006).
In contrast, finite difference based schemes or FFT-based solvers have a
condition number that is proportional to (2k)2, where 2k is the problem
size (Li et al., 2007; De Luigi et al., 2010; Yoon and Min, 2015).

There are a lot of solvers for the Poisson equation. However, this is the
only known solver that has the condition number that is bounded by a
constant number for all problem sizes.

This upper bound of the condition number guarantees the numerical sta-
bility of this solver. That is, noise in the right-hand side f(x) will not be
amplified significantly when the resolution is increased.

Another interesting aspect of this solver is that it can be parallelized over
scales. The two linear systems for An−1 and An are independent, which
allows scale decomposition.

A.3 Lifting Scheme

It is possible to construct a lifting scheme for this wavelet for computa-
tional efficiency.
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First of all, a function f(x) can be expressed as f(x) =
∑
i

λT
n (i)sn(x −

i) +
∑
i

γT
n (i)Wn(x − i), where λn(i) =< f(x), sn(x − i) > and γn(i) =<

f(x),Wn(x− i) > are coefficients.

Based on a scale function

s(x) =

[
1
2 ,

3
4

− 1
8 ,− 1

8

]
s(2x+ 1) +

[
1, 0
0, 12

]
s(2x) +

[
1
2 ,− 3

4
1
8 ,− 1

8

]
s(2x− 1) , (A.13)

and a wavelet function

W (x) =

[
−2,−21

1, 9

] [
s1(2x+ 1)
s2(2x+ 1)

]
+

[
4, 0
0, 12

] [
s1(2x)
s2(2x)

]
+

[
−2, 21
−1, 9

] [
s1(2x− 1)
s2(2x− 1)

]
,

(A.14)
we have a low-pass filter hi and high-pass filter gi, such that

λn−1 =

i=1∑

i=−1

hiλn(i), and γn−1 =

i=1∑

i=−1

giλn(i), (A.15)

where

h−1 =

[
1
2 ,

3
4

− 1
8 ,− 1

8

]
,h0 =

[
1, 0
0, 12

]
,h1 =

[
1
2 ,− 3

4
1
8 ,− 1

8

]
,

g−1 =

[
−2,−21

1, 9

]
, g0 =

[
4, 0
0, 12

]
, g1 =

[
−2, 21
−1, 9

]
.

(A.16)

These two filters provide a lifting scheme for this wavelet. The procedure
is similar to the method presented in (Chen et al., 2012).
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Gaussian Curvature Filter on Meshes

The theorem that we proved for the Gaussian curvature filter is also valid
for general surfaces. Therefore, we can extend this filter to surfaces with
triangulated mesh or level set representations.

Similar to the domain decomposition on the plane, we can also decompose
triangular meshes into several sets such that any adjacent vertexes belong
to different sets. Because the number of sets is not limited, it is guaranteed
that there exists such a decomposition. In practice, six or seven sets are
usually enough.

We test the GC filter on a triangular mesh and show the results in Fig. B.1.
As expected, the Gaussian curvature energy is reduced after each filtering
iteration. In general, the mesh is smoothed (regions around the eyes and
the nose), but the minimal projection onto neighbor tangent planes is not
as simple as in the image surface case, and will be analyzed in future work.

Why is it important to perform GC filtering on meshes? Reducing the
Gaussian energy while preserving the original geometry is fundamental to
investigating intrinsic properties of the geometry, for example, the length.
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Preserving the length in mesh parameterization is desired, but difficult to
achieve, except for developable surfaces. When the GC filter is used, the
distortion (length, area, and angle) in parameterization is reduced.

Furthermore, the computation on the surfaces can be carried out in the
parameter space of developable surfaces, which is more computational ef-
ficient. For example, the geodesic distance on the mesh is approximated
by a minimum spanning tree (Prim or Kruskal algorithm) and the path is
the connection between several vertexes. In parameter space, however, it
is the Euclidean distance and the path does not necessarily pass through
any vertex. This might be helpful for surface-related fluid simulations or
surface-related biophysical simulations.

Unlike images, triangular meshes are usually irregular and not dense. The
GC filter, however, requires the vertexes to be locally dense. Moreover,
Computing the minimal projection in three dimensions is more complex
than in the 2D case of images.
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(a) Original mesh. (b) GC filtered mesh.

(c) Curvature distributions. (d) Energy profile.

Figure B.1: Test GC filter on a triangular mesh. The Gaussian curvature
energy is reduced after filtering. The discrete Gaussian curvature at each
vertex is defined as 2π−

∑

i θi, where θi is the angle to the i− th neighbor
triangle.
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Tangent plane, 7
The first fundamental form, 7
The second fundamental form, 7
Total Variation Filter, 156

Willmore energy, 11
Willmore flow, 11
Willmore surfaces, 11

197



INDEX

198



Bibliography

A. Agrawal and R. Raskar. Gradient domain manipulation techniques in
vision and graphics. ICCV short course, 2007.

B. Apostol and V. Manta. Mesh simplification based on willmore energy
weighted quadric error metric. In System Theory, Control and Comput-
ing (ICSTCC), 2012 16th International Conference on, pages 1–6. IEEE,
2012.

S. P. Awate and R. T. Whitaker. Unsupervised, information-theoretic,
adaptive image filtering for image restoration. IEEE Trans. Pattern
Anal. Mach. Intell., 28(3):364–376, 2006.

H. Bae, C. C. Fowlkes, and P. H. Chou. Patch mosaic for fast motion
deblurring. In in ACCV, 2012.
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