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1 Introduction

In the sciences and industry, the analysis or optimisation of processes is one of the
main challenges. One example hereof is optimising the efficiency of a chemical reaction
depending on factors such as temperature and pressure. Formally, we understand a
process f as a multivariate function f : Ω ⊆ Rm −→ R, m ∈ N on some regular domain,
e.g. Ω = [−1, 1]m.

Classical response surface methods (RSMs)[1] are statistical and analytical techniques
which derive a mathematical model of f by fitting a response surface

S = {(xi, Qf (xi)) : i = 1, . . . , a} ⊆ Rm × R, a ∈ N

for some analytical function Qf : Ω −→ R to experimental data

D = {(xi, f(xi)) : i = 1, . . . , a} ⊆ Rm × R,

i.e. dist(D,S) ≤ ε for small ε > 0. This given mathematical approximation of the
true response f then allows for an analysis and optimisation of the process. Numerical
optimisation applied to S can, for example, yield desired solutions in the space of
explanatory variables including the task of finding minima or maxima of the process f .

In the literature[1], the model of S is often a first or second order surface, i.e. Qf is a
polynomial of degree n ≤ 2. However, in practice, most processes f are highly nonlinear
and can not be treated by a second order approximation. Therefore a strong demand for
higher order fitting methods exists, which allow to study a larger class of processes.

In 1D, it is well known that the polynomial of degree n fitting n + 1 data points can
be obtained with Newton interpolation[2]. Consequently, in the sense of RSMs, Newton
interpolation is able to produce a response surface model of the data for n > 2.

The absence of closed frameworks fitting nonlinear functions in higher dimensions ham-
pered the extension of RSMs in this regard. Recently, in [3] a generalisation of the
classical Newton-interpolation scheme to arbitrary dimensions has been established.
These advances in efficient multivariate interpolation enable us to introduce interpolation
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response surface methods (IRSMs) in this thesis, which utilise interpolation to obtain a
model of the response surface. Interpolation thereby allows us to model responses f with
higher degree response surfaces S opening up many possible applications untraceable
with classical RSMs.

Currently, artificial neural networks are a popular tool of machine learning performing
well in a wide range of fields. Their powerful recursive structure is the reason for
their popularity. At the same time, this architecture prevents simple analysis and
requires computationally expensive training. In this thesis, the aim is to apply IRSMs to
neural networks. Classical RSMs fail in this setting because of the multidimensionality
and nonlinearity of the networks. This setup is thus as a good way of demonstrating
the advantages of the approach. A well performing IRSM can help to gain deeper
understanding of the functionality of machine learning models, which is important due
to their current relevance. As a potential baseline for further developments, we consider
the special case of f being the output of a small neural network trained on the popular
iris data set[4].

Here, we focus on finding regions of a classifier with high uncertainty as a first demonstra-
tion of IRSMs. This can, for example, be useful in the context of active learning, where
one is iteratively enriching the training data for the purpose of obtaining a more potent
machine learning model with little training data. Knowing the regions of uncertainty can
be used for suggesting which data samples would be valuable to add next in order to
quickly improve the model. Other possible applications of the approach will be discussed
in chapter 5.

Throughout this thesis, the standard notation stated in appendix A are being used.
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2 Multivariate Newton Interpolation

In scientific computing, the problem of interpolating a function f : Ω ⊆ Rm −→ R,
m ∈ N, is ubiquitous. We follow [3] and summarise the most crucial aspects of the
multivariate polynomial interpolation problem (PIP). We consider Ω = [−1, 1]m and
call a function f computable iff for all x ∈ Ω the value f(x) can be determined in
O(1). Πm,n, m, n ∈ N denotes the vector space of polynomials Q ∈ R[x1, . . . , xm] in m
variables of degree deg(Q) ≤ n. Every Q ∈ Πm,n with deg(Q) = n has N(m,n) :=

(
m+n
n

)
monomials/coefficients.

Problem 1 (PIP) Let m,n ∈ N and f : Rm −→ R be a computable function.

i) Choose N(m,n) nodes Pm,n = {p1, . . . ,pN(m,n)} ⊆ Rm such that Pm,n is unisolvent,
i.e., for every f there is exactly one polynomial Qm,n,f ∈ Πm,n fitting f on Pm,n as
Qm,n,f (p) = f(p) for all p ∈ Pm,n.

ii) Determine Qm,n,f once a unisolvent node set Pm,n has been chosen.

The one-dimensional PIP (m = 1) can be solved efficiently in O(N(1, n)2) = O(n2) and
numerically accurately by various algorithms based on Newton or Lagrange Interpola-
tion[2], [5]–[7]. It is a classical fact that the roots of the Chebyshev polynomials given
by

Chebn =

{
cos

(
2k − 1

2(n+ 1)
π

)
, k = 1, . . . , n+ 1

}
(2.1)

minimise Runge’s phenomenon[8], [9], i.e., the interpolant Q1,n,f approximates f with
increasing degree n ∈ N.

The main contribution of [3] is that both, the well performing Newton interpolation
scheme and the approximation results known in dimension one, could be generalised to
arbitrary dimensions.

Theorem 1 (Hecht et al.) Let m,n ∈ N and f : Rm−→R be a given function. Then,
there exists an algorithm with runtime complexity O

(
N(m,n)2

)
requiring O (N(m,n))

memory that computes:
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i) A unisolvent node set Pm,n ⊆ Rm and the coefficients of the corresponding interpo-
lation polynomial Qm,n,f ∈ Πm,n in normal form.

ii) A unisolvent set Pm,n ⊆ Rm of multidimensional Newton nodes and the coefficients
of the corresponding interpolation polynomial Qm,n,f ∈ Πm,n in multivariate Newton
form.

The proof of theorem 1 is given in [3]. Thus, for the first time, for any dimensions
m ∈ N polynomial interpolants Qm,n,f that approximate the function f can be computed
numerically accurately and quickly in O(N(m,n)2) requiring only storage O(N(m,n)).
We mention the most essential notions in this regard:

The notion of mD–Newton nodes is given by choosing a set P (d)
1,n of one dimensional points

for every dimension d = 1, . . . ,m and generating N(m,n) nodes Pm,n ⊆ ⊕m
d=1P

(d)
1,n ⊆ Ω

as a sparse T–grid contained in the grid spanned by all the P
(d)
1,n . The construction is

based on the tree Tm,n, which is sketched in fig. 2.1 and is explained in detail in [3].
An alternative simplified formulation of Newton type nodes has been established in
appendix B.

[γ] = (1, . . . , 1, 2, 1)T

γ

m-1,n-l

m,n-1

m-1,n-1

m,00,n

m-1,n

m,nTm,n

0,n-1 m-1,00,n-k m-1,00,n-1 0,n-k

Figure 2.1: The binary tree Tm,n and a leaf path γ ∈ Γm,n with descent vector [γ].

The tree Tm,n (cf. fig. 2.1) and the mD–Newton-nodes are used to formulate a mD–divided
difference scheme yielding the solutions of the PIP in the run time and storage complexity
stated above. Thereby, the notion of the mD–Newton polynomials is crucial.

For all l = 1, . . . , N(m,n) leaves of the tree Tm,n we consider the path γl connecting the
l-th leaf with the root. The descent vector [γl] ∈ Nm encodes the hyperplane splitting,
which was chosen to reach the Newton node pl corresponding to the l-th leaf. The
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Newton polynomial associated to pl can then be written as

Nl(x) =
m∏
i=1

γl(i)∏
j=1

(xi − pi,j) , pi,j ∈ P
(i)
1,n . (2.2)

The interpolant is given by

Q(x) =
N(m,n)∑
l=1

cl Nl(x) , cl ∈ R (2.3)

and the coefficients cl can be computed by the multivariate divided difference scheme.

In the special case, where P
(d)
1,n = Chebn for all d = 1, . . . ,m, the nodes are called

mD–Newton–Chebyshev nodes. Thus, mD–Newton–Chebyshev nodes are determined
up to the choice of orderings of the Chebyshev nodes Chebn in each dimension d =
1, . . . ,m. Theoretically, each ordering yields a set of nodes that enables to approximate
all Sobolev functions f ∈ Hk(Ω,R), k > m/2 being periodic on Ω. This is indeed the
weakest condition one can require in order to obtain a well posed approximation problem.
However, the question as to which ordering yields an interpolation scheme with the
fastest approximation rate was not given in [3] and is still open. Treating this issue for
our special setup is the main aspect of the next section.
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3 Polynomial Approximation

The main challenge within the work of this thesis was to improve the approximation
accuracy of the interpolation. Advances in this direction are essential, since high interpo-
lation accuracy is not only the prerequisite for gradient descent, which is critical for our
approach, but also many other use cases.

We know that in theory the multivariate Newton interpolation with Newton-Chebyshev
nodes can uniformly approximate all periodic Sobolev functions, meaning that the
C0-distance between interpolant and function ‖f − Q‖C0(Ω) converges to 0 when the
interpolation degree is tending to infinity. Also, an upper bound for this maximal error
has been provided in [3].

In practice, growing computing costs and numerical error of real finite-precision arithmetic
prevent us from arbitrarily increasing the degree. Instead, we have to find an efficient
interpolation setup to reach the required accuracy before any adverse effects become
dominant.

The main factors influencing the approximation accuracy are:

• The properties of the function to be interpolated

• The general arrangement of the interpolation nodes

• The choice of interpolation degree

• The interpolation basis

3.1 Interpolation Task

As a task for the first experiments, we chose to interpolate a shallow feedforward neural
network (FFNN) trained on the popular iris classification data set[4]. The function f
in our case is the output φ : Ω → R of a network consisting of 3 fully connected hidden
layers with 5 neurons each and one single output neuron as visualised in fig. 3.1.
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Figure 3.1: Visualisation of the fully connected FFNN architecture in use for the experi-
ments

Instead of establishing zero mean and unit variance as usual with neural network
input, the data set was scaled to fit inside the usual interpolation domain hypercube
Ω = [−1, 1]4. Even though the data samples do not cover Ω completely, all samples
x ∈ Ω are permissible inputs for the network φ.

Each output of the network would require its own response surface method, so the task
was reduced to a 1 vs. all classification task. Thus the network only has a single output
neuron with the sigmoid output activation function sig(x) = 1/1 + e−x ∈ (0, 1). In this
configuration the data set is linearly separable and thus there is only one global transition
across the domain.

As it becomes evident later on, with m = 4 variables this data set is a reasonable
choice for the initial experiments, because of the adverse effects of higher dimensional
space which have to be addressed. Due to our limited imagination and possibilities for
visualisation in m > 3, it proved to be difficult to identify these effects. Nevertheless,
a first working method was obtained and the gained insights can help to tackle higher
dimensional setups in the future where the impact becomes more drastic.

3.1.1 Adaptations of the Classifier

In our case φ is not periodic, thus the theoretical approximation results from [3] do not
directly apply. One could construct a periodic function f in the interpolation domain
Ω = [−1; 1]m by reflecting the domain of φ from one into all other 2m hyperoctants (cf.
“Schwarz reflection principle”). Then the classifier would however only occupy 2−m of
the domain, which is not feasible for higher dimensions.

A highly non-linear function f can only be accurately represented by a polynomial of
high degree. As a consequence, reaching an adequate accuracy is more likely the less
non-linear the function f is.
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(a) Compressed NN output (b) Uncompressed NN output

Figure 3.2: Comparison of the interpolation results with interpolation degree n = 16
along one coordinate axis with and without compression of the network output

By spatially decomposing the domain of the function f , the arising sub-problems become
more linear and hence can be approximated with higher accuracy. Approaches of this
kind like spline interpolation[10] are also not easily applicable in higher dimensions due to
the exponentially growing amount of required decompositions (curse of dimensionality).

Since we are interested in finding regions of high uncertainty, it is admissible to only train
the neural network on a small subset T0 ⊂ T of the iris data set T . After training with T0

of 10 random data samples and the standard MATLAB settings, the network φT0 reaches a
prediction accuracy of 98% on the remaining 140 samples T \ T0, due to the simplicity
of the data set. Compared to a perfectly trained network φT with sharp transitions,
the resulting φT0 with “shallow” transitions and hence reduced non-linearity is easier to
approximate.

Another specific step we can take in the case of neural networks to improve the interpola-
tion accuracy is skipping the output activation function. The pre-activation output of a
MATLAB network can be accessed by replacing its output activation function with a linear
activation function after regular training.

Figure 3.2 exemplarily shows the uncompressed and compressed output of a classifier
together with the corresponding interpolants of equal degree. It is apparent that the
interpolant in fig. 3.2b provides a closer fit, because avoiding the compression of the
output activation function results in a smoother and hence more linear output of the
network that is easier to approximate.
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(a) Compressed NN output (b) Uncompressed NN output

Figure 3.3: Comparison of normal form coefficient magnitude with interpolation de-
gree n = 16 and Leja grids (cf. subsection 3.2.3) in use with and without
compression of the network output

This adjustment is permissible since the activation function can be computed a poste-
riori. Notice that even though the range of the uncompressed network output is not
completely symmetric, finding transitions now simply translates to searching for zeros of
the interpolation polynomial.

However, the increased value range might result in coefficients of higher magnitude as
it can be observed in fig. 3.3. An appropriate scaling of the classifier output φ and
the measures described in section 3.3 can potentially compensate the thereby occurring
numerical instabilities.

3.2 Sample Grid Shape

One of the aspects influencing the approximation properties of the interpolant the most
is the arrangement of the interpolation nodes in the interpolation domain Ω. Only at
these points, the value of the interpolant is fixed to be equal to the interpolated function
f .

Let an =
[
0, a1, . . . , an

]
be the list of all distinct one dimensional sample grid nodes

P1,n. A set of mD-Newton interpolation nodes Pm,n ⊆ Rm is a subset of the grid spanned
by such a list of values a(d)

n in every dimension d = 1, . . . ,m (cf. chapter 2). The current
PIP-SOLVER prototype allows only identical interpolation values of the same ordering
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in every dimension: an = a(i)
n = a(j)

n ∀i, j ∈ {1, . . . ,m}. Subsequently, we call s set of
Newton nodes Pm,n in short grid and the 1D-nodes an grid values.

Constructing sample grids in this way has an equal amount of freedom as in the one
dimensional case:

• The interpolation degree n

• The distribution of the grid values (e.g. equidistant)

• The ordering of the grid values

• The range of the grid values

As explained in [3], the computations of the (multivariate) divided difference scheme are
depending on the ordering of the sample points pi ∈ Pm,n. Consequently, the ordering of
an influences the numerical error of the interpolation for every dimensionality m ∈ N.

The sparsity of the grid is a crucial advantage maintaining an acceptable time complexity
of the multivariate interpolation in higher dimensions m > 1. Due to this sparsity,
however, the sample points Pm,n will in general not cover the domain Ω = [−1, 1]m

completely as in 1D. The construction of the sparse grid and hence also its distribution
in Ω depend on the ordering of the grid values (see [3]). As a consequence, additionally
to the numerical error, the ordering of an influences the approximation error for m > 1.

Hence, an optimal grid value ordering has to minimise both numerical and approximation
error. Because of the absence of theoretical results in this regard, we subsequently report
our first attempts to construct grids with feasible approximation properties.

Since the classifier φ can be evaluated at any x ∈ Ω, it fulfils the assumptions made in
[3]. In other words: We are free to choose the shape of the sample grids.

Notice that an is of length n+ 1 when interpolating with degree n and that 0 is always
contained in an. Therefore we hereafter only consider even interpolation degrees n and
demand that −ai ∈ an : ∀ai ∈ an \ {0}. We further restrict the values to lie inside the
standard range for interpolation ai ∈ [−1, 1] at this point. In general, the values can be
shifted and scaled arbitrarily (cf. section 3.3).
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3.2.1 Equidistant Type Grids

Placing the n+1 values uniformly in the range [−1; 1] results in equidistant sample grids.
For visualisations of the sample grids, we restrict m to m = 2.

Figure 3.4: Equidistant sample grid for n = 10 in 2 dimensions

By choosing the ordering of the grid values such that the hyperplanes close to the origin
contain the most samples, grid shapes concentrated around the origin can be obtained.
Following our intuition we require the interpolation node distribution to be as isotropic
as possible in order to reach a similar accuracy in the whole interpolation domain Ω.
Accordingly, gaps in the grid shape should be avoided.

The first optimisation of the grid shape is closing the gap of these sample grids visible
as a vertical gap in fig. 3.4. Even though its width of 2 sample distances w = 2 · 2/n
converges to 0 with growing n, we desire an efficient sample distribution avoiding this gap
altogether in order to already reach a high accuracy with small degrees. Not considering
the compulsory value 0 for the spacing and arranging only the remaining n values
uniformly in the range [−1; 1] results in the adapted grid shape apparent in fig. 3.5.

In the following we say simplified that a sample grid “has the shape of” a geometrical
pattern when the sample points fill its interior space and the boundaries of both approxi-
mately coincide. Due to the discrete structure of sample grids, all statements about their
shape shall be understood only as approximations.

Notice that an canonical (untransformed) grid with this value ordering, even with n → ∞,
will never cover the whole cubic domain Ω = [−1; 1]m. In 2 dimensions the equidistant
sample grid has a quadratic shape as visualised in fig. 3.5 and could hence cover Ω by
appropriate rotation and scaling. In higher dimensions, however, this does not hold
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Figure 3.5: Adapted equidistant sample grid for n = 10 in 2 dimensions

true because the actual shape of the sample grid is the l1-norm hypersphere as shown
in appendix B. Congruence of the two shapes can only be established when m ∈ {1, 2}
because the l1-norm hypersphere has 2m corners whereas the hypercube has 2m corners.

While equidistant nodes can be favourable for interpolating in, for example, the Fourier
basis, it is well known that they can cause Runge’s phenomenon for polynomial interpo-
lation.

3.2.2 Chebyshev Type Grids

Due to their favourable effects on the approximation abilities, the roots of the Chebyshev
polynomials are a popular choice of interpolation values in one dimension[2, ch. 2.2.4].

Plotting sample grids of the Newton-Chebyshev type (cf. chapter 2) with grid values
in the previous and the inverse ordering in m = 2 as in fig. 3.6 indicates a spherical
appearance because the spacing between the hyperplanes is decreasing with growing
distance from the origin. From this shape, one can be tempted to think that a combination
of the two grids would cover the whole hypercube Ω = [−1; 1]m. One approach that was
temporarily pursued was to define a single interpolant by using mollifier functions to
smoothly transition between different interpolants obtained via interpolation on such
“composite grids”.

While not having a compact representation of the interpolant as a single polynomial
already complicates derivation and evaluation, the main obstacle with this method is
that the different sample grids have to perfectly complement each other. Otherwise,
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(a) spherical (b) anti-spherical

Figure 3.6: Spherical and “anti-spherical” Chebyshev sample grids in 2 dimensions with
n = 20

gaps exist between the different composites and, in regions without sample points, the
behaviour of the interpolation polynomials is uncontrolled (extrapolation).

The spherical appearance of the Chebyshev grids in 2D is misleading, since their gener-
alised shape in multiple dimensions does not actually compare to the unit hypersphere
(l2-norm unit ball), but rather converges to the l1-norm unit ball (see appendix B).

3.2.3 Leja-Chebyshev Grids

Ideally the interpolation grid should cover the whole domain Ω = [−1; 1]m also in higher
dimensions.

As fig. 3.7 shows, a grid with random interpolation value ordering has this property.
Choosing the value order randomly is not an option though because pre-computing
transformation matrices for example requires deterministic sample grids. As motivated
earlier we also desire the grid to be as isotropic as possible.

The insights into the characteristics of the sample grid from appendix B can be utilised
to choose an optimised value order: The earlier a grid value ai occurs in an, the more
common this value is in the grid. Hence, the hyperplanes with offset ai from the origin
contain the most samples when ai comes first in an. To cover the domain most evenly
the value list should be compiled by iteratively picking the value from all remaining
Chebyshev value candidates, which divides the spacing between all previous values best.
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Figure 3.7: Random order Chebyshev sample grid in 2 dimensions (n = 20)

Since this construction method maximises the distance between the hyperplanes during
construction, the resulting ordering is a Leja ordering[11].

Figure 3.8: Leja Chebyshev sample grid in 2 dimensions (n = 20)

Exclusively, grids with this suggested value ordering, as visible in fig. 3.8, are being used
for the following experiments under the name of Leja (Chebyshev) grids.

3.2.4 Possible Improvements

Despite its promising properties, the current Leja grid arrangement is far from optimal.
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While looking fairly homogeneous in 2 dimensions the suggested hypercube-like grid shape
is not isotropically covering the hypercube Ω with nodes as desired: n sample points get
placed along the coordinate axes with the length of 2‖ei‖2 = 2 , whereas only γ = n/m
sample points get placed on the full length 2‖1‖2 = 2m1/2 of the domain diagonal. This
is because the Leja grids are just reorderings of the grids from subsection 3.2.1 and
subsection 3.2.2 and hence share their fundamental properties (cf. appendix B).

With the current general grid structure, an isotropic density can only be achieved within
the shape of a lp-norm ball with p < 2. Thus, all the grids described here are not
practicable for applications with high dimensionality m because the volume of this
lp-norm hypersphere Vp(r) vanishes compared to the volume of the l∞-norm hypersphere
V∞(r) (cf. appendix A):

lim
m→∞

Vp(r)

V∞(r)
= 0 , p < 2 (3.1)

This issue has already been addressed in [12]. There the effects of using different notions
of the polynomial degree of the interpolant Q have been investigated and using the
polynomial l2-degree instead of the l1-degree seems to homogenise the node density.

Consequently more flexibility in the sample grid structure would be auxiliary, but the
limitations of current implementation have been reached. Enhancing the PIP-SOLVER
to handle interpolants of different lp-polynomial-degrees and other grid shapes appears
to be vital in order to enable more challenging applications in the future.

For now, we verify that the Leja Chebyshev grids yield sufficiently small numerical and
approximation errors for the setup we want to study.

3.3 Numerical Error

It has been established that the divided difference scheme, even in 1D, is vulnerable to
numerical error and that the ordering of the interpolation nodes is essential to minimise
roundoff errors and overflow for high degree interpolation[13]. These effects become even
more distinct in the multidimensional case.

How much the sample grid shape (node ordering) influences the numerical properties
of the interpolant can clearly be identified in fig. 3.9. In 1D, using a Leja ordering is
known to result in an interpolation with high numerical stability[11]. Also, in multiple
dimensions the polynomials obtained with the Leja Chebyshev grids are more numerically
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(a) Spherical grid as in fig. 3.6a

(b) Leja Chebyshev grid as in fig. 3.8

Figure 3.9: Comparison of normal form coefficient magnitude obtained with different
sample grids (n = 16)

stable in comparison to the interpolants of the spherical grid structure, because their
coefficients have a smaller magnitude and are more homogeneously distributed.

Apart from the interpolation node ordering, the scaling of the interpolation domain Ω′ =
[−b, b]m, b ∈ R+ is a possibility of controlling the numerical stability as demonstrated in
[13]. It should be noted in this particular use case that the actual input of the classifier
must not be scaled to avoid numerical instabilities (e.g. vanishing/exploding gradients)
within the neural network.
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The numerical error together with overshooting could be reduced by a spectral analysis of
the interpolant Q as described in [3, ch.9 A5]: Deleting coefficients from the representation
of Q when their impact in the region of interest is negligible.

As the following experiments prove, numerical errors are not significant for our first
experiments with n ≤ 16, but these effects have to be studied further to enable very high
degree interpolation in multiple dimensions in the future.

3.4 Accuracy Evaluation Experiments

The convergence rate of multivariate Newton interpolation for the Runge function
fR(x) = (1+ 25‖x‖22)−1 has already been shown in [3]. Despite being hard to interpolate
(Runge’s phenomenon), the Runge function is only an academic example, because it
is point-symmetric with respect to the origin and it outwardly converges to 0. When
interpolating functions which do not fulfil these special criteria, such as classifiers, the
convergence behaviour is fundamentally different and the presets, like the shape of the
sample grid, become very important.

In order to test how well the different interpolants Qn of the degree n are approximating
φ, we want to estimate the C0-distance ‖φ − Qn‖C0(Ω) as expressive measure of the
interpolation accuracy. Therefore we generate 1000 uniformly random points P ⊆ Ω
once and measure |φ(p)−Qn(p)| for each p ∈ P and n = 4, 6, . . . , 16. Since the output
activation function is being skipped (cf. subsection 3.1.1), the output of the neural
network does not lie in the interval [0, 1]. Hence, all error measures were normalised with
respect to the magnitude of the classifier output range for more expressive results.

With the Leja Chebyshev grids in use the average and maximum error grows with
increasing interpolation degree, as fig. 3.10 shows.

This behaviour does however not correspond to the observations which can be made at
the coordinate axes. Figure 3.11 depicts that ‖φ−Qn‖C0(Ω) is converging towards 0 with
increasing n as desired. This trend follows the insights from subsection 3.2.4, because
the current grid structure is adequately dense along the axes. Approximately n sample
points are placed along the axes with an euclidean length of 2‖ei‖2 = 2.

Since extrapolation is an ill-posed problem, it is plausible that the interpolant diverges
outside of the interpolation domain Ω = [−1, 1]m.

Overall, the error measures are nevertheless divergent, because Runge’s phenomenon
is occurring in regions away from the axes, which make up most of the hypercube Ω
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(a) average error (b) maximal error

Figure 3.10: Behaviour of the interpolation errors with different interpolation degrees n

in higher dimensions. The overshooting can be clearly identified in the diagonal of the
domain for higher degrees (cf. fig. 3.12b). One explanation of this undesirable effect
is that the sample density in these areas is not high enough with the current general
sample grid structure as predicted in subsection 3.2.4. Note that the x-axes in fig. 3.12
are labelled with the max-norm ‖x‖∞ and that in our case with m = 4 the euclidean
length of the full diagonal is 2‖1‖2 = 2m1/2 = 4, while only γ = n/m samples lie on the
diagonal.

However, the sample arrangement of the Leja grids yield a sufficiently small approximation
error with low interpolation degrees for the setup we want to study (cf. fig. 3.10). This
enables us to obtain approximate solutions of the classifier φ by performing Newton
gradient descent on the interpolant Q. Actually, a small degree of the interpolant is
beneficial for gradient descent, because Q is “smoother” in this case.

Of course more meaningful applications pose a much harder challenge due to their
increased dimensionality and nonlinearity. The problems addressed in this chapter
provide an important foundation for reaching the required interpolation accuracy, also in
more demanding settings in the future.
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(a) n = 4 (b) n = 16

Figure 3.11: Comparison of the interpolation results along axis 4 with different interpola-
tion degrees n

(a) n = 4 (b) n = 16

Figure 3.12: Comparison of the interpolation results along one diagonal of Ω with different
interpolation degrees n
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4 Basic Operations on Multivariate
Polynomials

In the following, we provide the techniques required to implement an efficient gradient
descent method on the interpolant Qm,n,f . As in 1D, the interpolant Qm,n,f is initially
given in mD–Newton form and not in normal form which, for the purpose of gradient
descent, is more convenient. Therefore, we convert Qm,n,f into normal form once it has
been computed.

4.1 Normal Form Representation

Following the standard definition, a multivariate polynomial Q ∈ Πm,n, m,n ∈ N is a
linear combination of N(m,n) :=

(
n+m
n

)
monomials:

x =
[
x1 . . . xm

]T ∈ Rm, l =
[
l1 . . . lm

]T ∈ Nm
0 (4.1)

Q(x) =
N(m,n)∑
i=1

clix
li , cli ∈ R , xl = xl11 . . . xlmm (4.2)

We call li the exponent vectors, xli the monomials, cli the coefficients and clixli the terms
of Q. The degree of a monomial is defined as the sum of all its exponents and the degree
of a polynomial is the maximum exponent in all of its monomials.

A polynomial with k monomials in normal form can be numerically represented by an
exponent-matrix L ∈ Nk×m

0 with all its exponent vectors and one vector c ∈ Rk of
all the corresponding coefficients. Accordingly, the representation of the polynomial
Q(x) = 2x31x2 + 5x21x3 + x21x2x3, for example, is:

c =

25
1

 L =

3 1 0
2 0 1
2 1 1

 (4.3)
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A polynomial of degree n in m variables is fully occupied when the coefficients of all the
N(m,n) possible monomials of degree j ≤ n are non-zero. In practice, the polynomial
representations of the interpolant Qn with degree n has all N monomials present, even
though many of the coefficients might be close to 0. We relax the theoretical definition
and hereafter likewise call such representations fully occupied. It can then be stated that
converting a Newton polynomial into normal form yields a fully occupied polynomial
representation of the same degree.

4.2 Newton to Normal Form Transformation

Note that the space Πm,n, m,n ∈ N of all polynomials in m variables of degree at most n
is indeed a real vector space. The different representations in normal form or mD-Newton
form are resulted on considering different bases of Πm,n. Thus, the transformation

Wm,n : Πm,n −→ Πm,n (4.4)

translating the normal form into mD–Newton form is a linear map, which can be
represented by a matrix, i.e., Wm,n(C) = Wm,n · C with Wm,n ∈ RN(m,n)×N(m,n), C ∈
RN(m,n). In fact, the columns of Wm,n can be understood as the coefficients ci0, . . . , ciN(m,n)
of the PIP w.r.t. m,n and the function fi which consists only of the i-th monomial,
i.e., fi(x) = xli . We use this circumstance to derive the matrix Wm,n by N(m,n) times
applying the PIP-SOLVER from [3] for all functions fi, i = 1, . . . , N(m,n). Hence, the
transformation

Um,n : Πm,n −→ Πm,n , D 7→ Um,n ·D (4.5)

translating the mD–Newton form into normal form, can be represented by the matrix
Um,n = W−1

m,n. Note that due to the special structure of the mD–Newton basis the matrix
Wm,n is of upper triangular form. Hence, the PIP-SOLVER provides an efficient and
robust method to compute the matrix Wm,n and the transformation matrix Um,n can be
derived a posteriori, numerically accurately by a classical inversion scheme.

The matrix Wm,n depends only on the choice of the interpolation nodes Pm,n. These nodes
were fixed due to our results in section 3. Thus, the matrices Um,n can be precomputed
and stored for the instance sizes we consider here.
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It should be noted that this transformation is not feasible for n � 1 because the time for
computing the transformation matrices Wm,n increases non-linearly. Additionally, the
transformation is prone to numerical errors, since the entries in Wm,n shrink and the
coefficients of the interpolant grow with increasing n.

4.3 Newton Method

When the interpolant Q is approximating the uncompressed output of the classifier φ
well, solutions to the equation Q(x) = 0 lie within a region of the classifier with high
uncertainty (transition). One straightforward way of obtaining such solutions is to employ
the Newton method to find zeros of the polynomial Q.

The Newton method is a standard iterative method for numerically solving nonlinear
(systems of) equations of the form h(x) = 0 (see for example [14], [15]). A solution is
being approximated by starting from a point in the domain x(0) and then iteratively
updating the current estimate according to an update rule. Following the notion of
gradient descent for a scalar multivariate function h : Rm → R the update step can be
written as

x(t+1) = x(t) − h(x(t))

‖∇h(x(t))‖2
∇h(x(t)) (4.6)

where ∇h is denoting the gradient of h.

It should be noted that the behaviour of convergence of such iterative methods highly
depends on the starting point x(0) and that the estimation update is numerically unstable
when ‖∇h(x(t))‖2 ≈ 0.

There are various alternative numerical approaches for obtaining solutions to the equation
Q(x) = 0 (see for example [16]). Such alternatives might offer a faster rate of convergence
in comparison and may be worth investigating in order to make the approach more
efficient for future high dimensional applications.

In order to apply the derived update rule 4.6 on the interpolant Q, we need to be able to
evaluate Q and ∇Q.

4.4 Polynomial Gradient Computation

The gradient of a multivariate polynomial Q is composed of m partial derivatives:
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∇Q (x) =


∂Q(x)
∂x1...

∂Q(x)
∂xm

 , x ∈ Rm (4.7)

Partial derivation of a polynomial in normal form is straightforward. We hereafter describe
how it can be precisely achieved in terms of the matrix representation of polynomials in
normal form (cf. section 4.1).

The partial derivative ∂Q/∂xj is the polynomial consisting of all monomials of Q con-
taining xkj with k ≥ 1, but with xk−1

j instead (exponent of the j-th variable reduced by
one) and their coefficients multiplied by k. By copying all rows of the exponent matrix
L and their corresponding coefficient when their j-th exponent is > 0 one obtains the
exponent matrix of the partial derivative. The new coefficient vector then simply has to
be multiplied by the j-th column of the newly obtained exponent matrix and this column
has to be reduced by 1 afterwards.

In summary, the global gradient ∇Q is represented by m polynomials, which can be
computed and stored in advance. Hence, in each iteration of the Newton method m+ 1
possibly very large polynomials have to be evaluated at the current estimate x(t). This
calls for an efficient method to evaluate multivariate polynomials.

4.5 Evaluation of Multivariate Polynomials

Optimising the cost of evaluating a (multivariate) polynomial Q, meaning computing
its value Q(x) for a given x ∈ Rm, is a classic problem in computer science. One can
distinguish its theoretical aspects of finding advantageous mathematical polynomial
representations from its technical aspects.

Different representations of polynomials have different properties like the numerical
stability and the contained mathematical operations. However, a representation of a
polynomial with the least possible amount of operations is not necessarily the fastest to
computationally evaluate. One possible reason for this is that different operations have a
different performance on varying computer architectures.

Tweaking the execution of the evaluation algorithms on computer architectures is a com-
plex task and involves many fields within computer science, such as compiler construction,
parallel computing and high performance computing. Below, we just focus on assessing
advantageous mathematical polynomial representations.
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Other techniques such as algebraic polynomial factorisation and common sub-expression
elimination[17], [18] will not be covered here, but might be worth investigating to increase
the speed or numerical stability of the polynomial evaluation. Since all approaches have
advantages and limitations, their combination could potentially be beneficial.

4.5.1 Naive Evaluation in Normal Form

Evaluating a polynomial with k monomials in m variables in its naive matrix representa-
tion (cf. section 4.1) directly with matrix operations requires 2km+ k − 1 operations:

• k ·m exponentiation for pointwise exponentiating each xi with the i-th column of L

• k ·m multiplications for multiplying each coefficient cl with all corresponding scalar
factors xlii

• k − 1 summations for adding up the values of all terms

Every evaluation of the polynomial

Q(x) = 2x31x2 + 5x21x3 + x21x2x3 , x =
(
x1 x2 x3

)
∈ R3 (4.8)

for example would therefore cause 20 operations:

Q(x) = 2x31x
1
2x

0
3 + 5x21x

0
2x

1
3 + 1x21x

1
2x

1
3 (4.9)

Needles to say that many of these operations, like exponentiation with 1 or 0 and
multiplications with 1, are unnecessary. Additionally, the same factors, such as x12 and
x21, appear multiple times in different monomials and an efficient implementation should
reuse their results.

A good way of increasing the overall efficiency of the Newton method further would be a
spectral analysis of the interpolant Q as previously mentioned in section 3.3. Deleting
coefficients from the polynomial representation of Q is particularly effective because all
m partial derivatives also benefit from these simplifications.

As mentioned earlier, the different polynomials have to be evaluated many times in the
Newton method. Hence, it can be worthwhile to, on top of these optimisations, initially
invest extra computing time to find representations of the polynomials which can be
evaluated with less instructions.
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4.5.2 Evaluation in Newton Factorisation

The Newton factorisation of a polynomial is such a representation. As a result of the
Newton interpolation, the interpolant Qn is given in Newton factorisation and hence in
every iteration of the Newton method Qn(x(t)) can be computed in O(N) by directly
evaluating this Newton form.

Theoretically, one could also evaluate the partial derivatives directly via the Newton
factorisation of Qn, but this would require O(nN) for all m partial derivatives in
every iteration of the Newton method. Instead, we transform Qn into normal form (cf.
section 4.2) and compute the global gradient once.

Afterwards, all partial derivatives are given in normal form. Transforming the coeffi-
cients back into Newton form could be done by the matrix multiplication described in
section 4.2, but the transformation matrices are defined (and pre-computed) for fully
occupied polynomials only. As a consequence, the obtained Newton representations of the
derivatives would be of the same form as the representation of the original polynomial,
even though their normal form representation is usually more compact in comparison
to the original polynomial. This justifies computing another more convenient type of
representation of all partial derivatives, for instance a Horner factorisation.

4.5.3 Horner Factorisation

The Horner factorisation of a polynomial Q ∈ Πm,n, n ∈ N in m = 1 variables

Q(x) = c0 + c1x+ · · ·+ cnx
n , x ∈ R (4.10)

is defined as[19]:
Q(x) = c0 + x (c1 + x (· · · (cn−1 + xcn)) · · · )

If Q is fully occupied and of degree n, this representation requires exactly n additions
and multiplications and no exponentiations. It is unique and optimal in the sense that
there is no other representation with fewer operations[20].

In the multivariate case a Horner factorisation of a polynomial Q(x) in normal form can
be obtained by recursively factoring out a monomial q(x) = xl:

A polynomial is fully factorised when its monomials do not have common variables. In
our notation from above Q1(x) and Q2(x) are polynomials themselves and, if not already
fully factorised, can be factorised again.
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Q(x) = q(x)Q1(x) +Q2(x)

Q1(x) Q2(x)

q(x)

Figure 4.1: Partial factorisation of Q(x)

Coefficients do not affect the general behaviour of Horner factorisations and will be
omitted in the following considerations for reasons of clarity.

Without the loss of generality we here solely consider special monomials depending only
on one variable q(x) = xli, 1 ≤ i ≤ m, 1 ≤ l ≤ n, and we call such monomials scalar
factors. Furthermore, only some of the scalar factors contained in Q yield meaningful
factorisations. We restrict q to be a valid factor iff xli is part of at least one monomial of
Q (l is an entry in the i-th column of the exponent matrix L of Q) and when at least
two monomials contain a scalar factor xki with k ≥ l.

As an example: For Q(x) = x51x
2
2 + x42 only x22 is a valid factor. Factoring out x12

would result in a factorisation with an unnecessary additional multiplication because one
appearance of x2, that could have been eliminated, is remaining. Factoring out x51, on
the other hand, does not actually change the representation of the polynomial because it
is only contained in one monomial.

A multivariate polynomial can thus be represented by a binary Horner factorisation
tree with polynomials as leaf nodes. A complete factorisation has only fully factorised
polynomials as leaves.

Q(x) = x2(x
2
1(x1 + x3)) + x21x3

x21x3

x1 + x3 0

x2

x21

Figure 4.2: Complete Horner factorisation tree of Q(x) = x31x2 + x21x3 + x21x2x3

In the multivariate case, this representation is not unique and the number of required
operations correlates with the choice of factors. We call a Horner factorisation minimal if
there is no other Horner factorisation with a lower amount of operations. Many heuristics
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for choosing factors have been suggested[20]–[24], but there is no known method for a
priori selecting factors which is always leading to a minimal factorisation[20].

Q(x) = x21(x3(x2 + 1) + x1x2)

0

x2 + 1 x1x2

x21

x3

Figure 4.3: Complete minimal Horner factorisation of Q(x) = x31x2 + x21x3 + x21x2x3

It should be pointed out that a minimal Horner factorisation does not necessarily result
in the minimal total number of operations because the evaluation of the monomials itself
can be optimised in a kind of factorisation[22, ch. 5.2, 5.4].

Q(x) = x2(x
3
1 + x21x3) + x21x3

x31 + x21x3 x21x3

x2

Figure 4.4: Incomplete Horner factorisation of Q(x) = x31x2 + x21x3 + x21x2x3

The representation depicted in fig. 4.4 for example can be evaluated with only 6 operations
because the result of computing x21x3 can be reused. Note that the further factorised
representation in fig. 4.2 requires 7 and the minimal factorisation of the same polynomial
illustrated in fig. 4.3 also 6 operations.

The Python package multivar_horner[25] developed within the scope of this thesis
is the first open source implementations of multivariate Horner schemes. It is using a
popular and performant greedy heuristic which always factors out the scalar factor most
common in all monomials. Further details can be accessed via the GitHub page of the
project: github.com/MrMinimal64/multivar_horner.

Figure 4.5 shows the average influence of using Horner factorisations on the setup and
evaluation time per polynomial in comparison to the naive matrix representation (cf.
subsection 4.5.1) for 1000 random polynomials of each dimensionality and degree. The
benchmarks have been performed on a 15-inch MacBook Pro from 2017 with a 2,8 GHz
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(a) Evaluation time reduction

(b) Setup time increase

Figure 4.5: Average effect of using the Horner factorisation of multivar_horner per
polynomial for 1000 random polynomials with different degrees and dimensions

Intel Core i7 processor, 16 GB 2133 MHz LPDDR3 RAM and macOS 10.13 High Sierra.
The software versions in use were python 3.7, numpy 1.16.3 and numba 0.40.

It is visible that the Horner factorisations obtained with this Python package offer a
time benefit during evaluation increasing with m and n, but also initially require more
and more resources to compute. These two effects have to be balanced in order to gain
effectivity overall. Accordingly, computing a Horner factorisation of a polynomial Q is
profitable when Q has to be evaluated many times or the representation can be computed
in advance.

Though the time critical algorithms of multivar_horner have been pre-compiled, many
possible improvements remain:
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• Optimisation of the factorisation with respect to numerical errors

• Evaluation of all partial derivatives directly via the Horner factorisation as described
in [22, ch. 5.1], [21]

• Reuse of intermediary results across polynomials (common factors)

• Implementation in a faster programming language

• Parallelisation

Because of technical complications this package could not be integrated in the overall
MATLAB procedure so far. Using Horner factorisations in future implementations, however,
is very auspicious because it results in less roundoff errors[23], [26] and less uncertainty[20]
during evaluation.

4.5.4 Optimal Multivariate Horner Factorisation

Instead of using a heuristic to choose the next factor, one can allow a search over all
possible (meaningful) factorisations in order to arrive at a minimal Horner factorisation.
The amount of possible factorisations, however, is increasing exponentially with the
degree of a polynomial and its amount of monomials. One possibility to avoid computing
each factorisation is to employ a version of A*-search[27] adapted for factorisation trees:

• Initialise a set of all meaningful possible first level Newton factorisations

• Rank all factorisation according to a lower bound (heuristic) of their lowest possible
amount of operations

• Iteratively factorise the most promising factorisation and update the heuristic

• Stop when the most promising factorisation is fully factorised

This approach is guaranteed to yield a minimal Horner factorisation, but its performance
highly depends on the heuristic in use: Irrelevant factorisations are only being ignored
if the heuristic is not too optimistic in estimating the amount of operations. On the
other hand, the heuristic must be easy to compute because it would otherwise be
computationally cheaper to just try all different factorisations.

Even though it missing to cover exponentiations, the branch-and-bound method suggested
in [22, ch. 3.1] is almost identical to this procedure. The multivar_horner package
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supports searching for an optimal Horner factorisation in this manner. Its performance
could possibly be increased by using the heuristics proposed in [22, ch. 3.2].

Even with a good heuristic, however, this method is only traceable for small polynomials
because of its increased resource requirements. Since experiments show that factorisations
obtained by choosing one factorisation according to a heuristic have the same or only a
slightly higher amount of included operations[22, ch. 7], the computational effort of this
approach is not justifiable in most cases. A use case, however, is to compute and store a
minimal representation of a polynomial in advance, if possible.

The basic operations discussed in this chapter can finally be combined to build an efficient
Newton method for multivariate polynomials.
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5 Interpolation Response Surface
Methodology

For the ease of readability, we want to establish the umbrella term interpolation response
surface methodology (IRSM) describing the general approach pursued here. IRSMs employ
(multivariate) interpolation to receive an analytical representation (response surface) of a
true response function f . This approximate representation allows further analysis and
optimisations of f .

We combine the components discussed in the previous chapters into a first working
realisation of IRSMs.

5.1 Outline of the IRSM Procedure

For a given function f the following preparatory steps are required in order to obtain its
polynomial representation (and gradient) in normal form:

Description Time complexity Covered in

Create sample grid (precomputed) O(N) section 3.2
Compile the conversion matrix (precomputed) O(N3) section 4.2
Interpolate function f O(N2) chapter 2
Convert Newton polynomial into normal form O(N2) section 4.2
Compute global gradient O(N) section 4.4
(Optimise polynomial representations) O(nN) section 4.5

Not considering the precomputed steps, the time complexity of all these activities
combined is O(N2).

With these polynomials as approximate representations of f one can then obtain arbitrarily
many sample solutions of f(x) = 0 by employing the Newton method as described in
section 4.3. After picking a starting position within the interpolation domain, the update
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rule is being applied to the current estimate until convergence. When the estimate is not
contained in Ω at any point, the procedure is being restarted.

It can be noted that most of the computations are required for the preparation steps and
that afterwards samples can be generated comparatively easily.

The procedure described here has been implemented around a first implementation of
the PIP-SOLVER[3] in MATLAB.

This procedure however is one of many possible realisations of IRSMs and should only be
seen a first proof of concept. As it has already been pointed out in the previous chapters
many adaptations and improvements of this approach are imaginable, possibly resulting
in methods with completely distinct features. Changing the interpolation basis to the
Fourier basis, for example, would result in a different procedure because, for instance,
the conversion of the interpolant into polynomial normal form is then not practicable.

5.2 Experiments

As a first example, the response surface task considered here is finding the transitions
of the classifier, which are its regions of uncertainty. Without having conducted any
experiments in this regard, we expect that knowing for which inputs an artificial neural
network has a high uncertainty can be useful in many ways.

First of all, in the context of active learning, this knowledge can help to identify which
new samples to add to the data. Samples, where a network previously has been uncertain,
can provide valuable new information and adding such samples to the data can result in
a more educated machine learning model.

One could also compute which samples in the existing data are close to a transition.
This could be posed as identifying the support vectors of the neural network in the data
samples. The support vectors are good basis for approximating the decision boundary
with as few samples as possible.

Computing how much uncertainty the network has at different data samples after training,
so how closely the samples lie to a transition, could be a measure for the quality of the
training data.

Data points in regions with high uncertainty are valuable samples for efficiently training
a neural network because they cause higher training losses in comparison to random
samples. A distribution of sample points generated by our approach can be used to pick
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promising training samples from a given data set. We expect that training a pre-trained
classifier with samples suggested in this manner will result in a faster decline of the
training loss and hence a more efficient training. Initially, the random weights of a
network cause the transitions to be scattered arbitrarily so the early training should
still be performed with random training samples. In this particular setup, proving the
positive impact of training with samples suggested by this approach is difficult because
already after training with only 10 samples, the classifier has an accuracy of almost 100 %
due to the simplicity of the example.

For now, we evaluate the performance of the IRSM by checking how commonly the
approach produces samples belonging to a transition of the classifier output φ (cf.
section 3.1). A point x is considered to belong to a transition when the activation of
the classifier at this point φ(x) is within a 80 % range of the maximal activation. As
experiment we generate 1000 sample suggestions with the previously introduced IRSM
starting from random positions in Ω and compare the relative in transition sample rate
to random sampling with an equal amount of samples.

Figure 5.1: Comparison of success rates achieved by the different methods with an 80 %
activation threshold of the classifier

As expected from the results in section 3.4, the quality of the samples is best for the
most accurate interpolant Qn of degree n = 4 and decreases with growing degree. With
an 80 % activation threshold the IRSM setup reaches a success rate of up to 84 % in the
case n = 4, whereas random sampling only achieves 27 %.

Figure 5.2 shows the distribution of the neural network activations at the sample points
produced by the different methods. It can be clearly identified that the IRSM, in contrast
to random sampling, manages to predominantly generate samples within an area of
transition as desired.
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(a) Random sampling (b) IRSM n = 4

Figure 5.2: Distribution of classifier activations at the samples suggested by the different
methods

As the transition thresholds marked with green bars in fig. 5.3 illustrate, only slight
deviations of the interpolant from the classifier can cause suggested samples not to be
counted as belonging to a transition (false negatives). In the lower right corner of the
images, it can also be seen that false positives occur when the not fully trained classifier
is taking on intermediate activations. We expect the ground truth of the results of this
experiment to be even more in favour of the IRSM approach because random sampling is
prone for producing false positives and interpolation is rather favouring false negatives.

The threshold choice of 80 % is arbitrary and different thresholds result in different rates
of succes as it can be seen in fig. 5.4. The IRSM is in comparison to random sampling able
to generate more samples belonging to a transition, no matter the choice of threshold.

Usually, the output of a classification network is “compressed” to the range of probabilities
with a sigmoid output activation function, but the artificial neural network considered
here so far has a linear output activation function (cf. subsection 3.1.1). Finding the
transitions of a network with nonlinear output activation has higher accuracy requirements
because the steeper transitions result in smaller regions of interest.

Figure 5.5 visualises the activation of the classifier at the suggested sample after compres-
sion. With an 80 % activation threshold the IRSM reaches a success rate of 45 %, whereas
random sampling achieves 8 %. The IRSM outperforms random sampling irrespective of
the threshold choice and compression of the classifier output as shown in fig. 5.6. It can
consequently be said that the IRSM is working, since it is, at least to some extent, able
to find the transitions of the classifier.
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Figure 5.3: Visualisation of the 80 % transition threshold

Figure 5.4: Comparison of success rates of the two methods with different thresholds

These first results prove the interpolation response surface methodology in general to be
a valid approach. The main traits of IRSMs, however, still have to be discussed.

5.3 Subsumption

The central advantage of response surface methods in general is receiving an analytical
(approximate) representation of the response f . It has been shown here that, in this
regard, multivariate interpolation can be used to obtain response surfaces of higher
degrees, which opens up the possibility of analysing non-linear responses also in higher
dimensional settings.
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(a) Random sampling (b) IRSM n = 4

Figure 5.5: Distribution of classifier activations with active compression of the classifier
output

The possession of such an analytical representation of the response can be exploited
in many ways. Here, for example, we are able to evaluate the gradient of the inter-
polation polynomial at any point. Even though the gradient of the interpolant is not
necessarily equal to the actual gradient of f , depending on the approximation error of
the interpolation, this extra information can still be useful.

The magnitude of the gradient at a transitions of a classifier is a measure of the uncertainty
in this region. A lower magnitude of the gradient corresponds to higher uncertainty
because when a transition is shallow, the region where the classifier is “undecided”
(intermediate activation) is larger. Consequently, it seems to be reasonable to prefer
training samples close to transitions with low gradient. Given that the interpolant
approximates f well, additionally knowing the magnitude of the gradient at the samples
generated by the IRSM can thus be helpful to further increase the effectiveness of neural
network training.

In this particular case, the magnitude of the gradients ‖∇Q(x)‖2 at the sample points
produced by the IRSM are roughly normally distributed (cf. fig. 5.7).

A way to further improve the quality of the produced solutions is to favour their diversity
as in the approach described in [28]. Also, classical methods from pattern recognition
like clustering and outlier detection could be utilised in the future to identify the most
promising samples.
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Figure 5.6: Comparison of success rates of the two methods with active compression of
the classifier output

In comparison to random sampling generating points with this IRSM requires more
computational resources. With growing dimensionality and nonlinearity of f this com-
putational effort increases nonlinearily. After every change to the classifier, the whole
procedure also has to be restarted. Even for very large neural networks, which take long
to train, it may hence not be useful to suggest training samples in this way because just
training with any data is overall possibly still faster.

For applications, however, where the quality of the suggested samples is a priority, this
procedure can be valuable. This is the case when it is costly to evaluate the function f
or to generate new data, such as in hyper parameter tuning[29].

A weak spot of the IRSM in that regard is that the interpolation requires the evaluation
of f at the N(m,n) specific points of the sample grid. In this particular case, this is
not problematic because the classifier can be evaluated at every point in the domain Ω.
For many other applications, more flexibility in the sample point arrangement might be
required. With n = m = 4 the amount of sample points is N(m,n) = 70.

Another major drawback of IRSMs is that they produce only valid solutions in regions
where the interpolant is sufficiently accurate, whereas, with an increasing amount of
samples, random sampling covers the whole domain. The approximation accuracy of
the interpolant therefore has to be verified and controlled in order to ensure the quality
of the produced solutions. As discussed in chapter 3, many challenges still need to be
overcome to reach the required interpolation accuracy also in harder settings. Ideally, the
balance between computational effort and the approximation accuracy can be controlled
by variation of the interpolation degree n. Automatically detecting the appropriate
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Figure 5.7: Distribution of the gradient magnitude at the sample points suggested by the
IRSM (n = 4)

interpolation degree is an important improvement for the future because sampling f in
order to validate the accuracy renders the whole approach impracticable.

In general, methods based on random sampling are less likely to be successful for m → ∞
due to the curse of dimensionality. IRSMs in comparison can handle this effect better by
using the response surface as a “guideline” to find solutions in high dimensional space.

In summary, an approach with promising characteristics and many potential applications
has been introduced in this thesis. Numerous possible improvements, however, remain.
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6 Conclusion

This thesis provided the first demonstration of so called interpolation response surface
methods. Multivariate Newton interpolation has been used to obtain an approximate
mathematical representation of a small artificial neural network. The response surface
approximated the classifier accurately enough to find its transitions. Knowledge about
such regions of high uncertainty can be useful in various ways as it has been outlined in
section 5.2.

In order to reach the required accuracy, interpolation approximation has been studied.
Findings of the coherence between different interpolation node orderings and the shape
of the resulting sample grids have been presented. This thesis ascertained that the
node ordering has a strong impact on the approximation behaviour of multivariate
interpolation, in contrast to the one dimensional case where the ordering only influences
the numerical error of the interpolation. In particular the inquiries resulted in the
discovery of multi dimensional Leja-type sample grids with promising approximation
abilities. These insights are not only useful for the approach presented here, but many
other applications benefiting from high accuracy multivariate interpolation.

In addition to developing all modules required for the procedure around the existing
PIP-Solver prototype in MATLAB, the python package multivar_horner[25] for efficiently
evaluating multivariate polynomials has been implemented.

Since the response surface task considered here was only a small first example, the various
identified possible improvements are perhaps the biggest contribution of this thesis. Apart
from all the potential technical enhancements of the procedure, especially the recognised
possible advances of multivariate interpolation are especially significant.

In order to avoid Runge’s phenomenon and to reach a higher overall interpolation accuracy,
the sample grids in use have to be isotropic in the whole domain also in higher dimensions.
To achieve this, it seems to be promising to use interpolants of higher lp-polynomial
degree, which corresponds to permitting more mixed term monomials. This requires
adjusting the decomposition of the interpolation problems (the construction of the tree
Tm,n) accordingly.
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For some functions to be interpolated, choosing the sample orderings and degrees inde-
pendently in every dimension might results in sample grids with better approximation
behaviour. In some use cases, it may also not be possible to evaluate the function at any
point. Hence, more flexibility in the sample grid arrangement is important to enable
more applications of interpolation in the future.

Here, we estimated the approximation error of the interpolation with different settings
by computing the difference between the classifier and the interpolant at many random
samples in the domain. In practice, this is often infeasible because sampling the true
response must be avoided as much as possible. Finding a way of estimating the ideal
interpolation degree and the current approximation error without sampling the response
is thus crucial. In one dimensional interpolation the divided difference scheme can be
used to directly estimate the interpolation error[13, p.5] and perhaps this approach can
be generalised for multivariate interpolation.

The experiments in this thesis employed multivariate Newton interpolation, but, as in
the one dimensional case, also multivariate interpolation can use different interpolation
bases. Interpolation in different bases offers distinct properties potentially important for
some applications. Barycentric interpolants, for example, can be evaluated in linear time
and Fourier interpolation might offer a faster rate of convergence for nonlinear functions.

For high degree interpolation in higher dimensional settings the PIP-Solver implementa-
tion has to be improved generally in order to keep requirement of computational resources
and the numerical error acceptable.

With all those improvements addressed, IRSMs and multivariate interpolation in general
are promising for a wide range of applications. Multivariate interpolation has potential
whenever obtaining an analytical representation of a possibly non-linear, and higher
dimensional function is helpful.

Possible use cases we have mentioned earlier are identifying important samples in a given
data set and suggesting valuable samples for active learning, whenever it is costly to
generate new data. Being able to evaluate the gradient of the interpolant can additionally
be a fundamental advantage for applications such as hyper parameter tuning where IRSMs
could enable gradient descent in the hyper parameter space. But also for engineering tasks
where classical response surface methods are failing because of the nonlinearity of the
responses, the methods introduced here can be beneficial. Even though the actual impact
of applying IRSMs still remains to be shown, this thesis laid important groundwork for
future investigations.

Maybe in the future, multivariate interpolation with its proven mathematical properties
will allow us to to make assertions about otherwise opaque neural networks we rely on.
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Appendix A

Notation

Vector in Rm: x =

x1
...

xm

 ∈ Rm

lp-norm: ‖x‖p =
[

m∑
i=1

|xi|p
] 1

p

p ∈ R+

lp-norm unit ball (surface): Bp = {x : ‖x‖p = 1}

Euclidean norm (l2-norm): ‖x‖2 =
[

m∑
i=1

|xi|2
] 1

2

Vector of all ones: 1 =

1
...
1

 ∈ Rm

lp-norm of the 1-vector: ‖1‖p =
[

m∑
i=1

|1|p
] 1

p

= [m · 1p]
1
p = m

1
p

euclidean norm of the 1-vector: ‖1‖2 = m
1
2

Canonical unit vectors ei: e1 =


1
0
...
0

 , . . . , em =


0
...
0
1

 ∈ Rm

lp-norm of ei: ‖ei‖p = 1 1 ≤ i ≤ m
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The volume Vp(r) of the lp-norm ball with radius r is given by[30]

Vp(r) = rm · Vp(1) , Vp(1) = 2m Γ

(
1 +

1

p

)m

Γ

(
1 +

m

p

)−1

(A.1)

where Γ is the classical gamma function

Γ (x) :=

∫ ∞

0
tx−1e−tdt , x ∈ R+ . (A.2)
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Appendix B

Clarifications on the Sample Grid Shape

Subsequently we want to establish that Newton grids concentrated around the origin like
in fig. 3.5 and fig. 3.6a take the shape of specific lp-norm balls (cf. appendix A). We
assume an =

[
0, a1, . . . , an

]
to be the list of 1D interpolation values for interpolation

with degree n as defined in section 3.2.

Let li =
(
l1, . . . , lm

)
∈ Rm, 1 ≤ i ≤ N(m,n) be the exponent vector of one of

the N(m,n) monomials of a fully occupied polynomial in normal form Qm,n ∈ Πm,n

(cf. section 4.1). By replacing each entry lj in the exponent vector li with the
corresponding interpolation value at this index an(lj), one obtains a sample point
pi =

(
an(l1), . . . , an(lm)

)
∈ Rm.

It is crucial for the consequent considerations that P′
m,n = {pi : 1 ≤ i ≤ N(m,n)} is a

sample grid with equal elementary appearance as the canonical Newton type nodes Pm,n

defined in chapter 2. The particular ordering of the Newton type nodes Pm,n is only
relevant for the computations of the divided difference scheme, but not the arrangement of
the nodes in space. The coherence between the interpolation nodes pi and the exponents
li thus allows us to derive the generalised shape of these grids.

Note that values ai appearing earlier in an are more common in the grid P′
m,n, due to

the fact that their corresponding (low) exponents are more frequent in the exponent
vectors li. By sorting an after ascending magnitude of its values, one therefore obtains
sample grids concentrated around the origin.

With symmetric values in an also the sample grid shape is roughly symmetric to the
axes. Consequently, it is valid to restrict the following considerations only to the positive
hyperoctant. Notice that only half of the n grid values are positive.
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The positive values of equidistant grids are given by:

equi(i) = 2

n
· i ∈ [0; 1] 0 ≤ i ≤ n

2
∈ N (B.1)

Whereas positive Chebyshev values can be computed with:

cheb(i) = sin
(

equi(i)π
2

)
∈ [0; 1] 0 ≤ i ≤ n

2
∈ N (B.2)

Along all axes the grids extend to 1, since all unit vectors ei 1 ≤ i ≤ m are part of the
grid P′. This holds because for n ≥ 2 all ei are exponent vectors of Qm,n and the unit
vectors get converted into themselves with this ordering of an, since an(0) = 0, an(1) = 1.
Towards the origin the grids get wider because an is sorted after descending magnitude
and appearing earlier in an results in an increased amount of sample points with this
value. Hence, hyperplanes close to the origin contain more samples. Together with being
axis-symmetrical these properties make them qualify for having the shape of lp-norm
unit balls.

The behaviour of shapes generalised to multiple dimensions is not intuitive, so in order to
determine the value of p we pay particular attention to the diagonal of the interpolation
domain. This will allow us to draw conclusions about the true shape of the sample grids
in higher dimensions, even without good ways of visualisation.

A point in the diagonal of the positive hyperoctant has equal values in each dimension:

x = λ1 λ ∈ [0, 1] (B.3)

If a polynomial is of degree n, its monomials do not have a degree exceeding n. Since the
sum of all m exponents thus has to be smaller than n, monomials with equal exponents
in all variables have exponents of at most γ = n/m.

The outer boundary in the diagonal of a sample grid is thus given by computing the
respective grid value for γ/2. This approach yields the diagonal boundary value

λe = equi
(γ
2

)
=

2

n
· γ
2
=

1

n
· n
m

=
1

m
(B.4)

for equidistant sample grids and

λc = cheb
(γ
2

)
= sin

(
equi

(γ
2

) π

2

)
= sin

( π

2m

)
(B.5)
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for Chebyshev sample grids.

Points lying on the intersection of domain diagonal and the lp-norm unit ball satisfy:

‖x‖p = ‖λ1‖p = λ‖1‖p = λ ·m
1
p = 1 (B.6)

For a given λ, the value p of the intersecting lp-norm unit ball is therefore given by:

p = log1/λm (B.7)

Accordingly, equidistant sample grids of this kind resemble the shape of the l1-norm unit
ball because

pe = log1/λe
m = logmm = 1 . (B.8)

.

The value of p for grids with Chebyshev points depends on the dimensionality:

pc(m) = log1/λc
m = log1/ sin

(
π
2m

)m (B.9)

As expected from the appearance in fig. 3.6a, in 2 dimensions Chebyshev grids are
spherical (pc(2) = 2). We realise, however, that their shape converges to the l1-norm unit
ball as well, since

lim
m→∞

pc(m) = 1 . (B.10)

The l1-norm unit ball has the property that it narrows towards the origin in the diagonal
with increasing dimensionality:

lim
m→∞

λe = lim
m→∞

λc = 0 (B.11)

Therefore, only progressively shrinking regions around the coordinate axes get covered
with sample points. This shows why, in contrast to the theoretical convergence results[3],
in practice the ordering of the sample grid values is essential for the approximation
properties of multivariate interpolation.
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