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• Fitness landscape in evolutionary biology (Sewall Wright, 1932) 

• Energy landscape in physics (Stillinger, Berry, Wales, Wolynes, 1980’s)   

• Cost landscape in combinatorial optimization (Boese, Stadler, 1980/1990’s)

• Quantum control landscapes in chemistry (Rabitz and co-workers, 1990’s-...)

Landscape metaphor as unifying theme to understand complex 
phenomena in science and engineering

Landscapes in science
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Landscapes in science
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are connected to (mapped onto) minima 

by solutions to the multidimensional 

equation 

ar/as = -VF(r) (1) 

where the vector r comprises all 3N 
atomic coordinates and where s is a 
virtual "time coordinate" for the de- 
scent (4). Starting at any randomly cho- 
sen r(s = 0), the solution r(s) as s --> 

locates the requisite minimum. The dot- 
ted lines in Fig. 1 outline the regions 
containing all points that map onto the 
same interior minimum. Notice from 

Fig. 1 that boundaries separating neigh- 
boring regions pass through saddle 

points on the (I hypersurface. 
Having introduced this division of the 

configuration space, a primary goal will 
be to describe motion within and transi- 
tions between the regions and how that 
motion depends on temperature. 

Computer Simulation 

The complicated topography of the FI 
surface (Fig. 1) profoundly influences 

experimental measurements for the sub- 
stance under consideration. But such 
measurements have very limited capaci- 
ty to determine the topography and to 
follow details of the system's dynamical 
motion across the "eI-scape." Digital 
computer simulation offers an insightful 
alternative, at least for small (and one 

hopes representative) collections of 102 

to 103 atoms. Our own work in this area 
has relied on a computer to solve classi- 
cal Newtonian equations of motion, sub- 

ject to suitable initial and boundary con- 

ditions, with analytical potential func- 

tions that have been selected to repre- 
sent specific materials of interest. As the 
classical dynamical trajectory is being 
generated the computer is required to 

carry out in parallel and frequently an- 

other set of tasks, namely to identify the 

I minimum onto which the instanta- 

neous dynamical configuration would 

map by the steepest-descent construc- 
tion (Eq. 1). This parallel activity sup- 
plies a running record of the fiducial 
minima over whose regions the Newto- 
nian dynamics takes the system. This 

would be analogous to a listing of names 
of counties passed over during a trans- 
continental flight from New York to San 
Francisco. 

If initial conditions for the dynamics 
so decree, the system can be trapped at 

low total energy in the neighborhood of a 

single minimum. In that event the map- 
ping yields a consistently monotonous 

result. But at higher energy, escape over 
saddle points becomes possible and the 

984 

running mapping onto minima reveals 
kinetic details about transitions between 

contiguous regions. Figures 2 and 3 pro- 
vide a case in point. They refer to a 

computer simulation for an amorphous 
alloy at low temperature (174 K) com- 

prising 120 nickel atoms and 30 phospho- 
rous atoms. Figure 2 shows how the 

potential energy per atom, 4, varies with 
time during a 3.1-picosecond interval, 
along the classical dynamical trajectory 
executed by this 150-atom system in its 
450-dimensional configuration space. 
The thermal motion of the atoms in this 
solid deposit consists primarily of har- 
monic motion; but more than that is 

Fig. 1. Schematic representation of the poten- 
tial energy surface for an N-atom system. 
Minima are shown as filled circles and saddle 

points as crosses. Potential energy is constant 

along the continuous curves. Regions belong- 
ing to different minima are indicated by 
dashed curves. 
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Fig. 2. Time variation of (), the potential 
energy per atom, in a 150-atom nickel-phos- 
phorous amorphous deposit, as simulated by 
computer. Temperature is 174 K. The 104 

computer time steps shown correspond to 3.1 
picoseconds of elapsed time. The quantity 4) 
is shown on a reduced basis; the energy unit 
used is 1.855 kilocalories per mole. 

present. Figure 3 shows, for exactly the 
same interval, the value of () at the 

nearby potential energy minima. Obvi- 

ously the system has not merely execut- 
ed vibrations around a single minimum 
but has undergone ten transitions be- 
tween neighboring minima. In this case 
all the minima visited correspond to 

amorphous packings of the given set of 
atoms. 

If the temperature is increased for the 
nickel plus phosphorus system to which 

Figs. 2 and 3 refer, the transition rate 
between regions surrounding distinct 
minima increases dramatically. This 

temperature-dependent rate can be ana- 

lyzed with an Arrhenius plot (logarithm 
of rate versus 1/7) to estimate the mean 
barrier, height. For the few cases that 
have been carefully examined this way, 
the mean barrier height for liquids turns 
out only to be about half of that which 

emerges from a corresponding Arrhenius 

plot for self-diffusion rates. The implica- 
tion is that many transitions "get no- 

where," that is, either involve motion 
into and out of culs-de-sac in the config- 
uration space or must dynamically be 
followed by a surmounting of higher bot- 
tleneck barriers for diffusion to occur. 

Certainly, computer modeling of bulk 
matter involving only 102 to 103 atoms 

requires care in interpretation. Never- 

theless, the modest kinds of mapping-to- 
minima calculations just illustrated ap- 
parently produce several results of gen- 
eral validity. Included among them are 
the following: 

1) Transitions are localized. The 
atomic arrangements for two successive- 

ly visited packings (such as those indi- 
cated in Fig. 3) normally differ only by 
rearrangement of a small set of atoms 
that form a compact grouping in three- 
dimensional space. Most of the material 

present stays put, or at most responds 
elastically to the local rearrangement. 
Evidently, overall restructuring requires 
a sequence of many localized transitions. 

2) The transition rate is an extensive 

quantity, that is, the rate is proportional 
to the system size at least in the macro- 

scopic limit. This feature follows from 

point 1 above. By doubling the size of 
the system (while holding temperature 
and composition fixed), the number of 
sites at which localized transitions could 
occur also doubles. Consequently, the 
mean residence time in any given mini- 
mum region becomes halved. In con- 

junction with results from small-system 
computer simulation, this extensivity re- 

quires truly formidable transition rates 
for macroscopic samples of matter. For 

example, one estimate (2) implies that 1 
mole of liquid argon near its melting 
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Landscapes in science

A landscape L is the triple (X , d, f) consisting of

1. state space X ⊂ Rn.

2. neighborhood definition using a metric/measure/distance d : X×X → R+
0 .

3. an objective/energy/fitness function f : X → R.
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Landscapes in science

A landscape L is the triple (X , d, f) consisting of

1. state space X ⊂ Rn.

2. neighborhood definition using a metric/measure/distance d : X×X → R+
0 .

3. an objective/energy/fitness function f : X → R.

• The state space can comprise genes, amino acids sequences,  atomic 
configurations, networks

• Neighborhood definition can be a metric (e.g. Hamming metric, RMSD, 
edit distance for trees, ...)

• The objective function can be a measured fitness, a Hamiltonian, a free 
energy, an entropy...
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Talk overview

Part 1: Optimization and black-box landscapes

Part 2: Energy landscapes of atomic clusters and optimization

Part 3: In the eye of the beholder:  Analysis of the landscape of 
linear chains 

Part 4: Characterization of landscapes:  Tool and techniques 
from statistics and computational topology

Part 5: Potential application domains
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Optimization and landscapes

“In fact the great watershed in optimization isn’t between 
linearity and nonlinearity, but convexity and nonconvexity.”

Tyrell Rockafellar, SIAM Review, 1993
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Optimization and landscapes

“In fact the great watershed in optimization isn’t between 
linearity and nonlinearity, but convexity and nonconvexity.”

Tyrell Rockafellar, SIAM Review, 1993
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Black-box systems

OutputInput
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Black-box systems

Mathematical model

Computer simulation

Real-world experiment

OutputInput
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Black-box systems

f(x) ∈ R
OutputInput
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...

...

x ∈ Rn
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Black-box systems

f(x) ∈ R
OutputInput

x1
x2

xi

xn

...

...

x ∈ Rn

Systems biology models
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Black-box systems
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Analog circuit design
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• Cost

• Criterion

• Objective

• Energy

• Fitness

Black-box systems

f(x) ∈ R
OutputInput

x1
x2

xi

xn

...

...

x ∈ Rn

Analog circuit design

• Variables

• Parameters/Factors

• Configuration
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Black-box landscapes
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Black-box landscapesLB
LB is the triple (X , dX, f) consisting of

1. X = [l,u] ⊂ Rn with l,u ∈ Rn.

2. definition of neighborhood/similarity
based on a distance dX.

3. a black-box function f .
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Black-box landscapes

Topographic description: 

• Peaks and valleys

• Plateaus and basins 

• Ridges and funnels

LB
LB is the triple (X , dX, f) consisting of

1. X = [l,u] ⊂ Rn with l,u ∈ Rn.

2. definition of neighborhood/similarity
based on a distance dX.

3. a black-box function f .
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Black-box landscapes

Topographic description: 

• Peaks and valleys

• Plateaus and basins 

• Ridges and funnels

Funnel 1

Funnel 2

LB
LB is the triple (X , dX, f) consisting of

1. X = [l,u] ⊂ Rn with l,u ∈ Rn.

2. definition of neighborhood/similarity
based on a distance dX.

3. a black-box function f .
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Landscape topology and optimization
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Optimization of black-box landscapes

General objective: Find the global minimum of a black-box landscape 

• for arbitrary, real-valued, high-dimensional black-box function 

• within a given limited budget of function evaluations

• with arbitrary landscape topology
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Optimization of black-box landscapes

General objective: Find the global minimum of a black-box landscape 

• for arbitrary, real-valued, high-dimensional black-box function 

• within a given limited budget of function evaluations

• with arbitrary landscape topology

I present the state-of-the-art algorithms for continuous black-box 
optimization:

CMA-ES Particle Swarm CMA-ES
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Optimization with CMA-ES

The Evolution Strategy with Covariance Matrix Adaptation (CMA-
ES) (Hansen and co-workers, 1994-now) is state-of-the-art in black-

box optimization.
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Optimization with CMA-ES

General idea: Sample a population of candidate solutions from a 
multivariate normal distribution                         and iteratively adapt the mean 
m, covariance matrix C, and step size     in order to increase the 
probability of reproducing successful steps.

σ
N (m,σ2C)

The Evolution Strategy with Covariance Matrix Adaptation (CMA-
ES) (Hansen and co-workers, 1994-now) is state-of-the-art in black-

box optimization.
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Optimization with CMA-ES

General idea: Sample a population of candidate solutions from a 
multivariate normal distribution                         and iteratively adapt the mean 
m, covariance matrix C, and step size     in order to increase the 
probability of reproducing successful steps.

σ
N (m,σ2C)

The Evolution Strategy with Covariance Matrix Adaptation (CMA-
ES) (Hansen and co-workers, 1994-now) is state-of-the-art in black-

box optimization.

Relation between landscape topology and search performance: 

• CMA-ES performs particularly well on single-funnel landscapes (Hansen and 
Kern, 2004).

• Its performance can decrease on multi-funnel landscapes when the global 
minimum is not located in the broadest funnel (Lunacek and Whitley, 2008).
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Optimization with CMA-ES
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Particle Swarm CMA-ES

Particle Swarm CMA-ES (PS-CMA-ES) is designed to improve the 
performance of CMA-ES on multi-funnel landscapes.

General idea: View a single CMA-ES instance as “lumped particle” and 
evolve several instances in parallel. Share information about the current best 
candidate solution              within the whole “swarm” of particles.  pg,best
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Particle Swarm CMA-ES

Particle Swarm CMA-ES (PS-CMA-ES) is designed to improve the 
performance of CMA-ES on multi-funnel landscapes.

General idea: View a single CMA-ES instance as “lumped particle” and 
evolve several instances in parallel. Share information about the current best 
candidate solution              within the whole “swarm” of particles.  pg,best

• Bias the mean m of CMA-ES instances toward the global best              .     

• Rotate the principal vector of each covariance matrix C toward the global best 
position              .

pg,best

pg,best
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Particle Swarm CMA-ES
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Particle Swarm CMA-ES
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Particle Swarm CMA-ES
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Particle Swarm CMA-ES
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Particle Swarm CMA-ES
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Optimization with parallel CMA-ES
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Optimization with PS-CMA-ES
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Particle Swarm CMA-ES

• Particle Swarm CMA-ES shows improved performance on highly multi-
modal problems with single-funnel topology and multi-funnel problems. 

• Particle Swarm CMA-ES is outperformed by standard CMA-ES on smooth, 
highly anisotropic, single-funnel landscapes (e.g. high-conditioned ellipsoidal 
functions).

Key results:
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Particle Swarm CMA-ES

• Particle Swarm CMA-ES shows improved performance on highly multi-
modal problems with single-funnel topology and multi-funnel problems. 

• Particle Swarm CMA-ES is outperformed by standard CMA-ES on smooth, 
highly anisotropic, single-funnel landscapes (e.g. high-conditioned ellipsoidal 
functions).

Key results:

PS-CMA-ES is a good choice if the modeler suspects that the 
landscape is highly multi-modal or contains multiple funnels.
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Part 1: Optimization and black-box landscapes

Part 2: Energy landscapes of atomic clusters and optimization

Part 3: In the eye of the beholder:  Analysis of the landscape of 
linear chains

Part 4: Characterization of landscapes:  Tool and techniques 
from statistics and computational topology

Part 5: Potential application domains
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• Atoms interact via isotropic pair potentials uPP. The energy is defined as

• The test suite includes a wide variety of landscape topologies. 

• Cluster minimization comprises a novel problem property: isospectral 
symmetry

• Cohn-Kumar pair potentials and the Lennard-Jones pair potential are 
considered.

Energy landscapes of atomic clusters

General objective:  Design of a novel black-box optimization 
benchmark test suite based on geometry optimization of atomic 
clusters. 

f(x) = EPP(x) =
1

2

N�

i=1

N�

j=1

uPP(rij)
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Ground states of atomic clusters

General task:  Find the minimum potential energy configuration (ground 
state) of a collection of atoms (optimal packing). This presents a hard non-
convex continuous optimization problem.
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Landscapes of atomic clusters

LAC is the triple (X , Q,E) consisting of

1. atomic configurations X = [l,u] ⊂ Rn with n = 2N or n = 3N − 6.

2. neighborhood definition based similarity in bond-order parameters Q.

3. an energy function E from a sum of pair potentials.
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Landscapes of atomic clusters

LAC is the triple (X , Q,E) consisting of

1. atomic configurations X = [l,u] ⊂ Rn with n = 2N or n = 3N − 6.

2. neighborhood definition based similarity in bond-order parameters Q.

3. an energy function E from a sum of pair potentials.
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FIG. 3. Disconnectivity graphs for !a" LJ13 , !b" LJ19 , !c" LJ31 , !d" LJ38 , !e" LJ55 , and !f" LJ75 . In !a" all the minima are represented. In the rest only the
branches leading to the !b" 250, !c" 200, !d" 150, !e" 900, and !f" 250 lowest-energy minima are shown. The numbers adjacent to the nodes indicate the number
of minima the nodes represent. The branches associated with the minima depicted in Fig. 1 are labeled by their energetic rank. In !e" an enlarged view of the
branch marked i is shown in the inset. The energy scale is in units of # .

8420 J. Chem. Phys., Vol. 111, No. 18, 8 November 1999 Doye, Miller, and Wales

Downloaded 19 Sep 2010 to 129.132.208.170. Redistribution subject to AIP license or copyright; see http://jcp.aip.org/about/rights_and_permissions
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Lennard-Jones cluster for N<19
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Lennard-Jones 38 cluster
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combined with the differing barrier heights between the

minima gives rise to the structure at the bottom of the icosa-

hedral funnel in the disconnectivity graph. For example, it is

noticeable that the barriers about the low-lying Cs minimum

�Fig. 1�c�� are lower than those for the C5v minimum, indi-

cating that rearrangement of the vacancy associated with the

missing vertex atom is much easier in the Cs minimum.

These features probably explain why optimization methods

found the Cs minimum first;37 the C5v minimum was only

discovered relatively recently.33 Despite this fine structure in

the disconnectivity graph, it is still appropriate to say that the

icosahedral minima form a single funnel because the minima

are structurally very similar and because the barriers are still

relatively low and so the minima give rise to a single ther-

modynamic state.

Another way to visualize the double-funnel topography

of the LJ38 PES from our set of minima is to plot the energy

of the minima against the distance from the global minimum.

For a single funnel it is expected that the energy of the

minima would generally increase as the distance from the

global minimum increases. For a double-funnel PES, going

from the global minimum towards the second funnel, the

energy first increases as the primary funnel is ascended and

then decreases during the descent into the second funnel.

Figure 3 clearly shows just such a feature associated with the

icosahedral funnel, further confirming the double-funnel

character of the PES.

The overall picture, therefore, is of a narrow, deep and

somewhat rougher funnel containing the global minimum,

and a broader, much more voluminous funnel associated

with the low-lying icosahedral minimum. The ‘‘rims’’ of

both funnels lie in the liquidlike regions of the PES. The

greater width of the icosahedral funnel helps to explain why

the cluster enters this region of configuration space in the

vast majority of annealing simulations. This effect of the

funnel width has been previously observed for a model

double-funnel PES.8

Our sample of minima is clearly only a tiny fraction of

the astronomical number available to the system, so we need

to consider the possible effects of incompleteness for the

disconnectivity graph. As discussed above, from about half-

way through the search, very few new structures had lower

energy than any of the existing lowest 200. This provides

good evidence that the 150 minima actually represented in

Fig. 2 really are the lowest. The number of minima repre-

sented by higher-energy nodes �for which branches have not
been shown� would certainly increase if the search were al-
lowed to proceed for longer.

The incompleteness of the transition state sample is

harder to gauge, but has important consequences for the dis-

connectivity graph. Given an incomplete sample of minima,

the graph depends only on transition states that interconnect

minima within the sample. Furthermore, two minima may be

connected by more than one transition state, but only the

lowest matters for the graph because it determines the energy

at which the minima become mutually accessible. When a

new connectivity is discovered, the pattern of nodes and

lines may change significantly. When a lower transition state

between two previously connected minima is discovered,

branching moves down the graph to lower nodes. In the

present work, up to 20 transition state searches were allowed

from each minimum, with many of the low-energy minima

reaching this limit. A total of 25 403 transition state searches

FIG. 2. Disconnectivity graph for LJ38 using a sample of 6000 minima and

8633 transition states. Only branches leading to the 150 lowest-energy

minima are shown, but numbers attached to nodes indicate the number of

minima they represent. The branches terminating at the three lowest-lying

minima �see Fig. 1� are labeled by their point groups. The energy scale is in
units of �.

FIG. 3. The dependence of the distance from the global minimum, Sgmin, on

the potential energy of the minima for a set of 6000 LJ38 minima. The points

associated with the three lowest-energy minima are labelled by their point

groups.

6899J. Chem. Phys., Vol. 110, No. 14, 8 April 1999 Doye, Miller, and Wales

Downloaded 03 Mar 2008 to 129.132.12.117. Redistribution subject to AIP license or copyright; see http://jcp.aip.org/jcp/copyright.jsp
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Lennard-Jones 38 cluster
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The LJ38 test case with tunable landscape topology

ELJ,µc(x) = ELJ(x) + µc Qc(x) ,
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CMA-ES on the tunable LJ38 cluster problem
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Cohn-Kumar clusters

General idea: Cohn and Kumar take the “inverse statistical mechanics 
approach” and design pair potential that induce smooth energy landscapes!

Algorithmic design of self-assembling structures
Henry Cohna,1 and Abhinav Kumarb,1

aMicrosoft Research New England, One Memorial Drive, Cambridge, MA 02142; and bDepartment of Mathematics, Massachusetts Institute of Technology,
Cambridge, MA 02139b;
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We study inverse statistical mechanics: how can one design a
potential function so as to produce a specified ground state? In
this article, we show that unexpectedly simple potential functions
suffice for certain symmetrical configurations, and we apply tech-
niques from coding and information theory to provide mathemati-
cal proof that the ground state has been achieved. These potential
functions are required to be decreasing and convex, which rules
out the use of potential wells. Furthermore, we give an algorithm
for constructing a potential function with a desired ground state.

ground state | inverse problem | polyhedra

H ow can one engineer conditions under which a desired struc-
ture will spontaneously self-assemble from simpler compo-

nents? This inverse problem arises naturally in many fields, such
as chemistry, materials science, biotechnology, or nanotechnol-
ogy (see for example ref. 1 and the references cited therein). A
full solution remains distant, but in this article we develop con-
nections with coding and information theory, and we apply these
connections to give a detailed mathematical analysis of several
fundamental cases.

Our work is inspired by a series of articles by Rechtsman, Still-
inger, and Torquato, in which they design potential functions that
can produce a honeycomb (2), square (3), cubic (4), or diamond
(5) lattice. In this article, we analyze finite analogues of these
structures, and we show similar results for much simpler classes
of potential functions.

For an initial example, suppose 20 identical point particles are
confined to the surface of a unit sphere (in the spirit of the Thom-
son problem of how classical electrons arrange themselves on a
spherical shell). We wish them to form a regular dodecahedron
with 12 pentagonal facets.

Suppose the only flexibility we have in designing the system
is that we can specify an isotropic pair potential V between
the points. In other words, the potential energy EV (C) of a
configuration (i.e., set of points) C is

EV (C) = 1
2

!

x,y!C, x "=y

V (|x # y|). [1]

In static equilibrium, the point configuration will assume a form
that at least locally minimizes EV (C). Can we arrange for the
energy-minimizing configuration to be a dodecahedron? Further-
more, can we arrange for it to have a large basin of attraction under
natural processes such as gradient descent? If so, then we can
truly say that the dodecahedron automatically self-assembles out
of randomly arranged points when the proper potential function
is imposed.

If we could choose V arbitrarily, then it would certainly be pos-
sible to make the dodecahedron the global minimum for energy by
using potential wells, as in the blue graph in Fig. 1. By contrast, this
cannot be done with familiar potential functions, such as inverse
power laws, because the dodecahedron’s pentagonal facets are
highly unstable and prone to collapse into a triangulation.

Unfortunately, the potential function shown in the blue graph
in Fig. 1 is quite elaborate. Actually implementing precisely spec-
ified potential wells in a physical system would be an enormous
challenge. Instead, one might ask for a simpler potential function,
for example, one that is decreasing and convex (corresponding to
a repulsive, decaying force).

In fact, V can be chosen to be both decreasing and convex. The
green graph in Fig. 1 shows such a potential function, which is
described and analyzed in Theorem 4. We prove that the regular
dodecahedron is the unique ground state for this system. We have
been unable to prove anything about the basin of attraction, but
computer simulations indicate that it is large (we performed 1,200
independent trials by using random starting configurations, and all
but 6 converged to the dodecahedron). For example, Fig. 2 shows
the paths of the particles in a typical case, with the passage of time
indicated by the transition from yellow to red.

Our approach to this problem makes extensive use of linear
programming. This enables us to give a probabilistic algorithm for
inverse statistical mechanics. Using it, we construct simple poten-
tial functions with counterintuitive ground states. These states are
analogues of those studied in refs. 2–5, but we use much simpler
potential functions. Finally, we make use of the linear program-
ming bounds from coding theory to give rigorous mathematical
proofs for some of our assertions. These bounds allow us to prove
that the desired configurations are the true ground states of our
potential functions. By contrast, previous results in this area were
purely experimental and could not be rigorously analyzed.

Assumptions and Model
To arrive at a tractable problem, we make four fundamental
assumptions. First, we will deal with only finitely many particles
confined to a bounded region of space. This is not an important
restriction in itself, because periodic boundary conditions could
create an effectively infinite number of particles.

Second, we will use classical physics, rather than quantum
mechanics. Our ideas are not intrinsically classical, but compu-
tational necessity forces our hand. Quantum systems are difficult
to simulate classically (otherwise the field of quantum computing
would not exist), and there is little point in attempting to design
systems computationally when we cannot even simulate them. For-
tunately, classical approximations are often of real-world as well
as theoretical value. For example, they are excellent models for
soft matter systems such as polymers and colloids (6, 7).

Third, we restrict our attention to a limited class of poten-
tial functions, namely isotropic pair potentials. These potentials
depend only on the pairwise distances between the particles, with
no directionality and no three-particle interactions; they are the
simplest potential functions worthy of analysis. For example, the
classical electric potential is of this sort. We expect that our meth-
ods will prove useful in more complex cases, but isotropic pair
potentials have received the most attention in the literature and
already present many challenges.

Finally, we assume all the particles are identical. This assump-
tion plays no algorithmic role and is made purely for the sake of
convenience. The prettiest structures are often the most symmet-
rical, and the use of identical particles facilitates such symmetry.
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We study inverse statistical mechanics: how can one design a
potential function so as to produce a specified ground state? In
this article, we show that unexpectedly simple potential functions
suffice for certain symmetrical configurations, and we apply tech-
niques from coding and information theory to provide mathemati-
cal proof that the ground state has been achieved. These potential
functions are required to be decreasing and convex, which rules
out the use of potential wells. Furthermore, we give an algorithm
for constructing a potential function with a desired ground state.
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H ow can one engineer conditions under which a desired struc-
ture will spontaneously self-assemble from simpler compo-

nents? This inverse problem arises naturally in many fields, such
as chemistry, materials science, biotechnology, or nanotechnol-
ogy (see for example ref. 1 and the references cited therein). A
full solution remains distant, but in this article we develop con-
nections with coding and information theory, and we apply these
connections to give a detailed mathematical analysis of several
fundamental cases.

Our work is inspired by a series of articles by Rechtsman, Still-
inger, and Torquato, in which they design potential functions that
can produce a honeycomb (2), square (3), cubic (4), or diamond
(5) lattice. In this article, we analyze finite analogues of these
structures, and we show similar results for much simpler classes
of potential functions.

For an initial example, suppose 20 identical point particles are
confined to the surface of a unit sphere (in the spirit of the Thom-
son problem of how classical electrons arrange themselves on a
spherical shell). We wish them to form a regular dodecahedron
with 12 pentagonal facets.

Suppose the only flexibility we have in designing the system
is that we can specify an isotropic pair potential V between
the points. In other words, the potential energy EV (C) of a
configuration (i.e., set of points) C is

EV (C) = 1
2

!

x,y!C, x "=y

V (|x # y|). [1]

In static equilibrium, the point configuration will assume a form
that at least locally minimizes EV (C). Can we arrange for the
energy-minimizing configuration to be a dodecahedron? Further-
more, can we arrange for it to have a large basin of attraction under
natural processes such as gradient descent? If so, then we can
truly say that the dodecahedron automatically self-assembles out
of randomly arranged points when the proper potential function
is imposed.

If we could choose V arbitrarily, then it would certainly be pos-
sible to make the dodecahedron the global minimum for energy by
using potential wells, as in the blue graph in Fig. 1. By contrast, this
cannot be done with familiar potential functions, such as inverse
power laws, because the dodecahedron’s pentagonal facets are
highly unstable and prone to collapse into a triangulation.

Unfortunately, the potential function shown in the blue graph
in Fig. 1 is quite elaborate. Actually implementing precisely spec-
ified potential wells in a physical system would be an enormous
challenge. Instead, one might ask for a simpler potential function,
for example, one that is decreasing and convex (corresponding to
a repulsive, decaying force).

In fact, V can be chosen to be both decreasing and convex. The
green graph in Fig. 1 shows such a potential function, which is
described and analyzed in Theorem 4. We prove that the regular
dodecahedron is the unique ground state for this system. We have
been unable to prove anything about the basin of attraction, but
computer simulations indicate that it is large (we performed 1,200
independent trials by using random starting configurations, and all
but 6 converged to the dodecahedron). For example, Fig. 2 shows
the paths of the particles in a typical case, with the passage of time
indicated by the transition from yellow to red.

Our approach to this problem makes extensive use of linear
programming. This enables us to give a probabilistic algorithm for
inverse statistical mechanics. Using it, we construct simple poten-
tial functions with counterintuitive ground states. These states are
analogues of those studied in refs. 2–5, but we use much simpler
potential functions. Finally, we make use of the linear program-
ming bounds from coding theory to give rigorous mathematical
proofs for some of our assertions. These bounds allow us to prove
that the desired configurations are the true ground states of our
potential functions. By contrast, previous results in this area were
purely experimental and could not be rigorously analyzed.

Assumptions and Model
To arrive at a tractable problem, we make four fundamental
assumptions. First, we will deal with only finitely many particles
confined to a bounded region of space. This is not an important
restriction in itself, because periodic boundary conditions could
create an effectively infinite number of particles.

Second, we will use classical physics, rather than quantum
mechanics. Our ideas are not intrinsically classical, but compu-
tational necessity forces our hand. Quantum systems are difficult
to simulate classically (otherwise the field of quantum computing
would not exist), and there is little point in attempting to design
systems computationally when we cannot even simulate them. For-
tunately, classical approximations are often of real-world as well
as theoretical value. For example, they are excellent models for
soft matter systems such as polymers and colloids (6, 7).

Third, we restrict our attention to a limited class of poten-
tial functions, namely isotropic pair potentials. These potentials
depend only on the pairwise distances between the particles, with
no directionality and no three-particle interactions; they are the
simplest potential functions worthy of analysis. For example, the
classical electric potential is of this sort. We expect that our meth-
ods will prove useful in more complex cases, but isotropic pair
potentials have received the most attention in the literature and
already present many challenges.

Finally, we assume all the particles are identical. This assump-
tion plays no algorithmic role and is made purely for the sake of
convenience. The prettiest structures are often the most symmet-
rical, and the use of identical particles facilitates such symmetry.
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Provable ground states for CK18 and CK220:  
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Cohn-Kumar clusters

Invariant characterization of clusters with bond-order 
parameters (BOP) 
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CMA-ES on CK18 and CK220 clusters
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CK1 clusters for N=14

CK114A CK114B CK114C
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CK1 clusters for N=16

CK116A CK116B
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CK1 clusters for N=16

0 0.05 0.1 0.15 0.2
0

0.2

0.4

0.6

0.8

00.050.10.150.2
0.1

0.05

0

0.05

0.1

0.15  

 

2

0

2

4

Q6

Ŵ6
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Cluster benchmark suite for black-box optimization

• We developed a new test suite for black-box optimization algorithms using 
different atomic cluster problems 

• The benchmark test cases include smooth/rugged single-funnel energy 
landscapes and tunable double-funnel case

• We currently extend the benchmark suite by including classical sphere 
packing problems (up to N=50) and cluster instances governed by the 
tunable Morse potential (giving tunable ruggedness for each instance)

Key results:
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Part 1: Optimization and black-box landscapes

Part 2: Energy landscapes of atomic clusters and optimization

Part 3: In the eye of the beholder:  Analysis of the landscape of 
linear chains 

Part 4: Characterization of landscapes:  Tool and techniques 
from statistics and computational topology

Part 5: Potential application domains
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The landscape of linear chain molecules

“The Price of Metaphor is Eternal Vigilance”
Alexander Rosenbluth and Norbert Wiener, Purposeful and non-
purposeful behavior. Philosophy of Science, 18, 1951
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Analysis of linear chain landscapes

LLC is the triple (X , D, f) consisting of

1. chain configurations X = [l,u] ⊂ Rn with n = 2N − 5.

2. neighborhood definition based on RMSD D.

3. an energy function f .
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LLC is the triple (X , D, f) consisting of

1. chain configurations X = [l,u] ⊂ Rn with n = 2N − 5.

2. neighborhood definition based on RMSD D.

3. an energy function f .
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Analysis of linear chain landscapes

LLC is the triple (X , D, f) consisting of

1. chain configurations X = [l,u] ⊂ Rn with n = 2N − 5.

2. neighborhood definition based on RMSD D.

3. an energy function f .

Random-Walk (RW) chains (cr=0) and Self-avoiding Walk (SAW) chains (cr>0) 
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Analysis of linear chain landscapes

Root Mean Square Deviation (RMSD) D:

are chains in Cartesian space corresponding to             .qX ,qY

are the corresponding chains with their centers of gravity at the origin.X0, Y0

X,Y ∈ R3×N

D2(X,Y )
.
= min

R

1

N
�RX0 − Y0�2 = min

R

1

N

N�

i=1

�Rx(i)
0 − y(i)

0 �2 .
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Analysis of linear chain landscapes

Root Mean Square Deviation (RMSD) D:

Energy function  f ≡ 0 ∀qX

are chains in Cartesian space corresponding to             .qX ,qY

are the corresponding chains with their centers of gravity at the origin.X0, Y0

X,Y ∈ R3×N

D2(X,Y )
.
= min

R

1

N
�RX0 − Y0�2 = min

R

1

N

N�

i=1

�Rx(i)
0 − y(i)

0 �2 .
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Root Mean Square Deviation (RMSD) D after 
optimal roto-translational superposition
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Root Mean Square Deviation (RMSD) D after 
optimal roto-translational superposition
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Root Mean Square Deviation (RMSD) D after 
optimal roto-translational superposition

RMSD is by far the most prominent distance measure for 
structure comparison in structural biology and polymer physics. 
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• What is the structure with most neighbors given a certain RMSD cutoff ?

• What is the structure that comprises all other structures with minimal RMSD?

• What are the structures that are the most dissimilar ones under RMSD?
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N = 3
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Densest and barycentric shapes of the RW ensemble 
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The maximum RMSD problem for Random Walk chains

• This RW-MAX-RMSD problem is a real-valued, non-convex, black-box 
maximization problem in n = 2(2N-5) dimensions.

• We use CMA-ES to search for optimal solutions for N=3,...,16 beads.

(XN
max, Y

N
max) = argmax

X,Y
D2(X,Y ) = argmax

X,Y
min
R

1

N
�RX0 − Y0�2 .
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Given the regular pattern of the extremal structures 
we can use analytic geometry to conjecture an asymptotic 

upper bound for RW-MAX-RMSD: 
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Visualization of the landscape for N=3 and N=4 
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Analysis of linear chain landscapes

Effect of self-avoidance parameter cr on extremal shapes

N = 12
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Analysis of linear chain landscapes

8 6 4 2 0 2 4 6 8
6

4

2

0

2

4

6

α-helix 310-helix para-β anti-β

θi = 90.6◦

ωi = 52.3◦
θi = 83.6◦

ωi = 84.4◦
θi = 122.7◦

ωi = 108.1◦
θi = 119.0◦

ωi = 179.1◦
θi = 132.2◦

ωi = 179.9◦

ppII-helix
α-helix 310-helix para-β anti-β

θi = 90.6◦

ωi = 52.3◦
θi = 83.6◦

ωi = 84.4◦
θi = 122.7◦

ωi = 108.1◦
θi = 119.0◦

ωi = 179.1◦
θi = 132.2◦

ωi = 179.9◦

ppII-helix

α-helix 310-helix para-β anti-β

θi = 90.6◦

ωi = 52.3◦
θi = 83.6◦

ωi = 84.4◦
θi = 122.7◦

ωi = 108.1◦
θi = 119.0◦

ωi = 179.1◦
θi = 132.2◦

ωi = 179.9◦

ppII-helix
α-helix 310-helix para-β anti-β

θi = 90.6◦

ωi = 52.3◦
θi = 83.6◦

ωi = 84.4◦
θi = 122.7◦

ωi = 108.1◦
θi = 119.0◦

ωi = 179.1◦
θi = 132.2◦

ωi = 179.9◦

ppII-helix

α-helix 310-helix para-β anti-β

θi = 90.6◦

ωi = 52.3◦
θi = 83.6◦

ωi = 84.4◦
θi = 122.7◦

ωi = 108.1◦
θi = 119.0◦

ωi = 179.1◦
θi = 132.2◦

ωi = 179.9◦

ppII-helix

X12
max

Y 12
max

xMDS
1

xMDS
2

1LE1

Relation between the extremal shapes and protein structural 
motifs



February 14, 2012::RULandscapes

MoSAIC GROUP ETH Zurich

Part 1: Optimization and black-box landscapes

Part 2: Energy landscapes of atomic clusters and optimization

Part 3: In the eye of the beholder:  Analysis of the landscape of 
chain molecules 

Part 4: Characterization of landscapes:  Tool and techniques 
from statistics and computational topology

Part 5: Potential application domains
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Given: High-dimensional samples gathered from experiments or 
computation, associated fitness values, and a suitable neighborhood definition 

Task: Derive a meaningful, quantitative, and interpretable summary of the 
data using the landscape paradigm! 

 Generic characterization of landscapes
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Given: High-dimensional samples gathered from experiments or 
computation, associated fitness values, and a suitable neighborhood definition 

Task: Derive a meaningful, quantitative, and interpretable summary of the 
data using the landscape paradigm! 

 Generic characterization of landscapes

Two possibilities: 

(i) Estimate statistical topographical features of the landscape and 
classify landscapes accordingly

(ii) Estimate the connectivity of critical points of the landscape using 
tools from computational topology and machine learning (Manifold learning, 
Morse-Smale diagrams) and provide an accurate low-dimensional description
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General idea: Generate (uniform) samples in the landscape domain (be 
it experimental or computational) and estimate topographical features 
of the landscape.

Statistical characterization of landscapes
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General idea: Generate (uniform) samples in the landscape domain (be 
it experimental or computational) and estimate topographical features 
of the landscape.

Statistical characterization of landscapes

x1

x2

x(i)

Describe landscape with 
a list of scalar landscape 
“fingerprints” or features



February 14, 2012::RULandscapes

MoSAIC GROUP ETH Zurich

Statistical characterization of landscapes

• Fitness-distance correlation (from combinatorial optimization (Boese, 1994)) 

• Function dispersion (Lunacek and co-workers, 2006)

• Landscape separability/epistasis (from the field of Sensitivity Analysis (Morris, 
1991))

• Landscape ruggedness (from theoretical biology (Weinberger, 1990))

...

Landscape fingerprints for continuous black-box landscapes 
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Fitness-distance correlation for TSP/JSP
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individuals can search among the valley. In these results, fgc is harder than /gg. 
By these experiments, it is shown tha t UV-structures can cause the UV-

phenomenon. 12(or 13,14...)-dimensional Fletcher-Powell function is extremely 
UV-structured we detected, they will be shown in following journal paper. 

4 The UV-phenomenon on J S P 
JSP is known as one of the hardest benchmarks, and would have the global 
multimodality. Fig4 shows the relationship between the distance to a solution 
from the opt imum and its makespan difference from the opt imum about famous 
instance ftlO( from Fisher, Thompson ). Here the distance is defined as the 
disagree rate of orders of operations (left) and /2distance [Sakuma 2000] (right). 
Fig4 suggests tha t some eminent local-optimums exist and big-valleys are formed 
around them respectively . Actually, as the opt imum makespan of ftlO is 930, 
ftlO also has an eminent local-optimum 938, which stays away from the opt imum 
with 74% disagree rate, 17012 distance. These are enough big distances compared 
with the average distance between randomly generated two individuals, 83% 
disagree rate and 231 I2 distance. To conclude, JSP is considered as a globally 
multimodal problem. 

20 40 60 80 100 120 140 
makespan difference from opflmum(930) 

20 40 60 80 100 120 140 
makespan difference from opfimum(930) 

Fig. 4. relation between the makespan and the disagree rate(left) to the optimum ,/2 
distance(right) in ftlO 

Next we examine how the population converges in terms of the same expres-
sion as section 3. Fig5(left) shows the variation per generation of the number of 
individuals which is closer than 12,24,...,120 to the optimum by I2 distance in a 
successful case of ft 10. Closer individuals increased favorably as Fig3(left), and 
the opt imum was found at the same time nearest individuals increased. In con-
trast, Fig5(right) shows the variation in an unsuccessful case of abz5, a harder 
instance than ftlO. As closer individuals increased till generation 10, decreased 
gradually, and finally converged to far-locals. The search space and the land-
scape s t ructure of JSP is very complicated to analyze. At the first, we t ry to 
know information about where the optimum and far-locals are located in the 
search space. We generated random solutions, and grouped them by I2 distances 
to the opt imum and to one of known far-locals. In the easier instance ftlO, 52% 
of them are closer to the optimum 930 than to a far-local 938. This means, the 
optimum 930 and a far-local 938 are on an equal footing. On the other hand 
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2.2.4. F9: Shifted Rastrigin’s Function 
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Figure 2-9 3-D map for 2-D function 

Properties: 

! Multi-modal  

! Shifted 

! Separable 

! Scalable 

! Local optima’s number is huge 

! [ 5,5]D& #x , Global optimum * "x o , *

9 ( ) 9F f_bias"x = - 330 

 

Associated Data file: 

Name:   rastrigin_func_data.mat  

rastrigin_func_data.txt 

Variable:  o 1*100 vector   the shifted global optimum 

  When using, cut o=o(1:D) 
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Figure 2-15 3-D map for 2-D function 

Properties: 

! Multi-modal  

! Separable near the global optimum (Rastrigin) 

! Scalable 

! A huge number of local optima 

! Different function’s properties are mixed together 

! Sphere Functions give two flat areas for the function 

! [ 5,5]D! "x , Global optimum *

1#x o , *

15 ( ) 15F f_bias#x = 120 

 

Associated Data file: 
Name:   hybrid_func1_data.mat  

hybrid_func1_data.txt 

Variable:  o 10*100 vector the shifted optimum for 10 functions 

  When using, cut o=o(:,1:D)  
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Prerequisite: Compute k-nearest neighbor graph from the samples

Topological characterization 

(i) Build pseudo-gradient graphs G− and G+: 
oriented sub-graph of the k-NNG. 

(ii) Connect each sample to its highest 
(lowest) neighbor.

(iii) Identify samples facing a bifurcation, i.e., 
samples flowing to a minimum with a 
neighbor flowing to a different minimum

(iv) Build (un-)stable manifolds: sub-graph of 
the k-NNG induced by selected bifurcation 
samples

If possible, learn low-dimensional 
manifold of the landscape domain
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Topological characterization 
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Topological characterization
• The pairs reported in step 1. do not encode the persistence of the basins. We abuse terminology:

persistence of basins = persistence of the lower level sets. Indeed, since merges are not performed,

when moving up, we do not reach the local minimum that created the component.

• We perform cancellation in order of increasing persistence. A dramatic increase will tell us that

there are multiple scales.

• If we stop at some finite level, the remodelled Hasse diagram now encodes all connexions between

all critical points.

Figure 9 Canceling non persistent critical points on a smooth landscape (a) A landscape with five critical

points, the pair (m1, σ1) being non persistent (b) Hasse diagram of the landscape, connecting the c.p.

(c) Simplified Hasse diagram (d) Landscape corresponding to the simplification
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4 Experiments

4.1 Implementation

4.2 Results on 3D terrains

Dataset. Comment on the functions used, the sampling, and why:

• Gaussian-mixture (to be specified). A simple multimodal landscape.

• Himmelblau http://en.wikipedia.org/wiki/Himmelblau%27s_function http://www.ceere.org/

mie/labs/mda/mechanism/steve/global/paper.html A simple multimodal landscape. Also, plateau

like.

• Muller-Brown. Similar to Himmelblau !???

• Rastrigin, http://en.wikipedia.org/wiki/Rastrigin_function. interest is multiple minima,

and possibly a continuous variation of scales. There are 11
d

local minima, in the prescribed domain

[−5.12, 5.12]
d
.

• monkey saddle : how do we accommodate???

• Rosenbrock.

12

• The Johnson-Lindenstrauss lemma allows to project m data points in 
any dimension(!) to a n=                dimensional subspace such that all 
distances are preserved within an ε>0

• Persistence-based simplification of the                                                    
landscape diagrams

Further ingredients:



February 14, 2012::RULandscapes

MoSAIC GROUP ETH Zurich

Topological characterization

• Ultimately, we aim at a multi-scale analysis of landscapes from samples 
alone using the diagram of critical points (at least minima, maxima, and 
index-1 saddle points) and their approximate locations features

• We currently evaluate the accuracy of the approach on model landscapes 

• Results are very promising (e.g. on Rastrigin’s function with hundreds of 
minima/saddle points) (expected to be submitted at ESA 2012) 

• Global topographical features are also currently assessed on the k-NNG

Current state of research:



February 14, 2012::RULandscapes

MoSAIC GROUP ETH Zurich

Part 1: Optimization and black-box landscapes

Part 2: Energy landscapes of atomic clusters and optimization

Part 3: In the eye of the beholder:  Analysis of the landscape of 
chain molecules 

Part 4: Characterization of landscapes:  Tool and techniques 
from statistics and computational topology

Part 5: Potential application domains
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Applications: Quantum control landscapes

f(x) ∈ R
Quantum yield measurementControllable input of LASER

x1
x2

xi

xn

...

...

x ∈ Rn

with Prof. Herschel Rabitz, Princeton
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Applications: Directed evolution experiments

with Sonja Billerbeck, ETH/Columbia

Nature Reviews | Molecular Cell Biology

Fitness

Sequence

a

b

c

Protein sequence space
The space of all possible 
protein sequences arranged 
such that sequences that differ 
by single mutations are 
neighbours.

Adaptive walk
An uphill trajectory on the 
fitness landscape, in which  
no deleterious mutations are 
accepted.

The rougher the landscape, the harder it is for evolution 
to climb. Local optima create traps that evolution can-
not escape from unless a side-step or even a temporary 
decrease in fitness is permitted, or if multiple simultane-
ous mutations enable a jump to a new peak. The easiest 
landscape to climb is one that offers many smooth, uphill 
paths to the desired fitness (the Fujiyama landscape).

This terrestrial landscape analogy should be inter-
preted cautiously, however, because it cannot accurately 
represent the numerous possible paths that evolution 
can take to higher fitness (or the even larger number of 
possible downhill paths). Although it is easy to visualize 
being caught on a local optimum in a three-dimensional 
landscape, a local optimum in protein sequence space  

(in which all possible mutations are deleterious) might 
be rare, unless stability has been compromised and few 
new mutations can be accepted. For example, the intro-
duction of stabilizing mutations can increase a protein’s 
mutational robustness, opening new routes for further 
adaptation28,29.

The vast size of sequence space makes it impossible 
to characterize (or even model) more than a minute 
fraction of this fitness surface. Despite this, several 
important features have emerged from accumulated 
experimental studies. The first is the low overall density  
of functional sequences: the vast majority do not code 
for any functional protein, much less the desired pro-
tein30–32. Another important feature is the uneven 
distribution of functional sequences. Although repre-
senting a very small fraction of all possible sequences, 
functional sequences are often next to other functional 
sequences33–35. Maynard Smith recognized that this fea-
ture was a requirement for evolution by point mutation 
to be successful. Evolution can step one mutation at a 
time only if there is a continuous network of functional 
proteins, otherwise mutation would always lead to lower 
fitness and evolution would stop23. Proteins are in fact 
robust to mutation — a significant fraction of possible 
mutants retain their fold and function36,37.

Whereas natural evolution can discover new pro-
tein functions along circuitous paths that involve many 
neutral or even slightly deleterious mutations, directed 
evolution does not have that luxury. Because the possi-
ble evolutionary paths grow exponentially as mutations 
accumulate and there are too many ways to take neutral 
or deleterious steps that do not ultimately lead uphill, 
directed evolution is largely constrained to moving con-
tinuously uphill in an adaptive walk38. This is often not a 
severe limitation because many interesting proteins are 
accessible by short and simple adaptive walks. Although 
the resulting proteins, or even the mutations, might not 
be the same as those discovered by more convoluted 
paths to the same fitness level, they nonetheless pro-
vide valuable insights into protein function and routes 
of adaptation.

Strategies for directed evolution
Before we describe some of the key lessons that directed 
evolution studies have taught us about protein func-
tion and evolution, we briefly discuss the experimental 
strategy. How the experiment is performed obviously 
influences the outcome and, therefore, the informa-
tion that is extracted from it. Finding a sequence that 
performs a desired function in a vast space of possible 
sequences that is only sparsely populated with func-
tional ones might seem like a daunting task. Inefficient 
searches of this space could take essentially forever and 
the task of the protein engineer is to choose a strategy 
that will reach the objective and do so quickly and easily.  
Starting with a functional protein, directed evolution 
uses repeated generations of mutation to create func-
tional variation and selection of the fittest variants to 
direct the search to higher elevations on the fitness land-
scape. It involves four key steps (FIG. 2). First, identifying 
a good starting sequence; second, mutating this ‘parent’ 

Figure 1 | Protein fitness landscapes. Directed protein evolution traverses a fitness 
landscape in sequence space. This fitness is the measure of how well a given protein 
performs a target function. a | The plot of fitness against sequence creates the landscape 
for evolution. The transition through black–red–orange–yellow represents increasing 
fitness. Although the details of this landscape are unknown, it is believed that most 
sequences do not function (black) and that the rare functional sequences encoding 
natural proteins are clustered near other functional sequences. However, this popular 
three-dimensional representation does a poor job of illustrating the numerous paths 
available to evolution and the numerous sequences in functional regions that do not 
encode functional proteins110. b | Similar to natural protein evolution, directed evolution 
moves along networks of functional proteins that differ by a single amino acid, because 
selection requires a continuous uphill walk and does not permit the fixation of 
non-functional sequences. Epistasis occurs when the effect of one mutation depends  
on the presence of another, which can create landscape ruggedness and local optima. 
Landscapes could range from the rugged ‘Badlands’ landscape (left panel), which is 
nearly impossible to climb by mutational steps, to the ‘Fujiyama’ landscape (right panel), 
in which any beneficial mutation brings the search closer to the optimum27. c  |  The 
presence of local optima might restrict some of the mutational paths uphill (red line). 
However, the large number of alternative routes leaves plenty of adaptive paths to a 
fitness optimum (green line).

REVIEWS

868 | DECEMBER 2009 | VOLUME 10  www.nature.com/reviews/molcellbio

Millions of years of life’s struggle for survival in differen t 
environments have resulted in proteins providing 
diverse, creative and efficient solutions to a wide range of 
problems, from extracting energy from the environment 
to repairing and replicating their own code. Good solu-
tions to biological problems can also be good solutions 
to human problems — proteins are widely used in the 
food, chemicals, consumer products and medical fields. 
Not content with nature’s protein repertoire, however, 
protein engineers are working to extend known protein 
function to new environments or tasks1–4 and to create 
new functions altogether5–7.

Despite major advances, a molecular-level under-
standing of why one protein performs a certain task 
better than another remains elusive. This is perhaps 
not surprising when we remember that a protein often 
undergoes conformational changes during function 
and exists as a dynamic ensemble of conformers that 
are only slightly more stable than their unfolded and 
non-functional states and that might themselves be 
functionally diverse8. Mutations far away from active 
sites can influence protein function9,10. Engineering 
enzymatic activity is particularly difficult because very 
small changes in structure or chemical properties can 
have big effects on catalysis. Thus, predicting the amino 
acid sequence, or changes to an amino acid sequence, 
that would generate a specific behaviour remains a 
challenge, particularly for applications requiring high 
performance (such as an industrial enzyme or a thera-
peutic protein). Unfortunately, where function is con-
cerned, details matter, and we just don’t understand 
the details.

Evolution, however, had no difficulty generating these 
impressive molecules. Despite their complexity and finely 
tuned nature, proteins are remarkably evolvable: they can 
adapt under the pressure of selection by changing their 
behaviour, function and even fold . Protein engineers have 
learned to exploit this evolvability using directed evolution 
— the application of iterative rounds of mutation and 
artificial selection or screening — to generate new pro-
teins. Hundreds of directed evolution experiments have 
revealed the ease with which proteins adapt to new chal-
lenges11. Notable recent examples include a recombinase 
evolved to remove proviral HIV from the host genome 
(providing a new strategy for treating retroviral infec-
tions)12, a cytochrome P450 fatty acid hydroxylase that 
was converted into a highly efficient propane hydroxylase 
(thereby proving that a cytochrome P450 is fully capable of 
hydroxylating small alkanes, even though most propane-
using organisms use structurally and mechanistically  
unrelated enzymes)13, a more than 40 C increase in the 
thermostability of lipase A (extending its application in 
biocatalysis to a whole new set of environments)14 and a 
variant of green fluorescent protein that tolerates having 
all its leucine residues replaced with a non-natural amino 
acid, trifluoroleucine15. Roger Tsien won the Nobel Prize 
last year for his work on the fluorescent proteins that have 
transformed biological imaging16. Directed evolution had a 
key role by improving many features of fluorescent proteins, 
including emission and excitation properties, quantum  
yield, multimerization state and maturation rate4,17.

Directed evolution has become a common laboratory  
tool for altering and optimizing protein function (as 
well as the function of other biological molecules and 
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Evolvability
A measure of the ability of a 
protein to adapt in response  
to mutation and selective 
pressure; for example, the 
frequency of beneficial 
mutations.

Directed evolution
The application of iterative 
rounds of mutation and 
artificial selection or screening 
to alter the properties of 
biological molecules and 
systems

Exploring protein fitness landscapes 
by directed evolution
Philip A. Romero and Frances H. Arnold

Abstract | Directed evolution circumvents our profound ignorance of how a 
protein’s sequence encodes its function by using iterative rounds of random 
mutation and artificial selection to discover new and useful proteins. Proteins can 
be tuned to adapt to new functions or environments by simple adaptive walks 

involving small numbers of mutations. Directed evolution studies have shown how rapidly 
some proteins can evolve under strong selection pressures and, because the entire ‘fossil 
record’ of evolutionary intermediates is available for detailed study, they have provided new 
insight into the relationship between sequence and function. Directed evolution has also 
shown how mutations that are functionally neutral can set the stage for further adaptation.
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learned to exploit this evolvability using directed evolution 
— the application of iterative rounds of mutation and 
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lenges11. Notable recent examples include a recombinase 
evolved to remove proviral HIV from the host genome 
(providing a new strategy for treating retroviral infec-
tions)12, a cytochrome P450 fatty acid hydroxylase that 
was converted into a highly efficient propane hydroxylase 
(thereby proving that a cytochrome P450 is fully capable of 
hydroxylating small alkanes, even though most propane-
using organisms use structurally and mechanistically  
unrelated enzymes)13, a more than 40 C increase in the 
thermostability of lipase A (extending its application in 
biocatalysis to a whole new set of environments)14 and a 
variant of green fluorescent protein that tolerates having 
all its leucine residues replaced with a non-natural amino 
acid, trifluoroleucine15. Roger Tsien won the Nobel Prize 
last year for his work on the fluorescent proteins that have 
transformed biological imaging16. Directed evolution had a 
key role by improving many features of fluorescent proteins, 
including emission and excitation properties, quantum  
yield, multimerization state and maturation rate4,17.

Directed evolution has become a common laboratory  
tool for altering and optimizing protein function (as 
well as the function of other biological molecules and 
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• Analysis of how different mutational strategies (error-prone PCR, transposon 
mutagenesis) influence the landscape topology

• Comparative landscape analysis for different selection systems

• What features can be efficiently evolved (robustness, activity)?
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How Fast-Folding Proteins Fold
Kresten Lindorff-Larsen,1*† Stefano Piana,1*† Ron O. Dror,1 David E. Shaw1,2†

An outstanding challenge in the field of molecular biology has been to understand the process
by which proteins fold into their characteristic three-dimensional structures. Here, we report the
results of atomic-level molecular dynamics simulations, over periods ranging between 100 ms
and 1 ms, that reveal a set of common principles underlying the folding of 12 structurally diverse
proteins. In simulations conducted with a single physics-based energy function, the proteins,
representing all three major structural classes, spontaneously and repeatedly fold to their
experimentally determined native structures. Early in the folding process, the protein backbone
adopts a nativelike topology while certain secondary structure elements and a small number of
nonlocal contacts form. In most cases, folding follows a single dominant route in which elements
of the native structure appear in an order highly correlated with their propensity to form in the
unfolded state.

Protein folding is a process of molecular
self-assembly during which a disordered
polypeptide chain collapses to form a com-

pact and well-defined three-dimensional struc-
ture. Hundreds of studies have been devoted to
understanding the mechanisms underlying this
process, but experimentally characterizing the
full folding pathway for even a single protein—
let alone for many proteins differing in size,
topology, and stability—has proven extremely
difficult. Similarly, simulating the folding of a
small protein at an atomic level of detail is a
daunting task. Both experimental and compu-
tational studies have thus generally focused on
one protein at a time, with such studies each
performed under different conditions or with
different techniques. Possibly because of the
resulting heterogeneity of the available data,
numerous theories have been proposed to de-
scribe protein folding and no consensus has
been reached on which of these theories, if any,
is correct (1).

Our research group has developed a special-
ized supercomputer, called Anton, which greatly
accelerates the execution of atomistic molecular
dynamics (MD) simulations (2, 3). In addition,
we recently modified the CHARMM force field
in an effort to make it more easily transferable
among different protein classes (4). Here, we have
combined these advances to study the folding
process of fast-folding proteins through equilib-
rium MD simulations (2). We studied 12 protein
domains (5) that range in size from 10 to 80 amino
acid residues, contain no disulfide bonds or pros-
thetic groups, and include members of all three
major structural classes (a-helical, b sheet and
mixed a/b). Of these 12 protein domains, 9 repre-
sent the nine folds considered in a review of fast-
folding proteins (6). Asmost of these nine proteins
contain only a helices, we also included two ad-

ditional a/b proteins and a stable b hairpin to
increase the structural diversity of the set of pro-
teins examined.

In our simulations, all of which used a single
force field (4) and included explicitly represented
solvent molecules, 11 of the 12 proteins folded
spontaneously to structures matching their exper-
imentally determined native structures to atomic

resolution (Fig. 1). The native state of the 12th
protein, the Engrailed homeodomain, proved
unstable in simulation. We were, however, able
to fold a different homeodomain (7) with the
same overall structure; the results reported below
pertain to this variant, rather than the Engrailed
homeodomain.

For all 12 proteins that folded in simulation,
we were also able to perform simulations near
the melting temperature, at which both folding
and unfolding could be observed repeatedly in
a single, long equilibrium MD simulation. For
each of the 12 proteins, we performed between
one and four simulations, each between 100 ms
and 1 ms long, and observed a total of at least
10 folding and 10 unfolding events. In total, we
collected ~8 ms of simulation, containing more
than 400 folding or unfolding events. For 8 of
the 12 proteins, the most representative structure
of the folded state fell within 2 Å root mean
square deviation (RMSD) of the experimental
structure (Fig. 1). This is particularly notable
given that the RMSD calculations included the
flexible tail residues and that, in some cases,
there was no experimental structure available

1D. E. Shaw Research, New York, NY 10036, USA. 2Center
for Computational Biology and Bioinformatics, Columbia
University, New York, NY 10032, USA.
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†To whom correspondence should be addressed. E-mail:
david.shaw@DEShawResearch.com (D.E.S.); kresten.lindorff-
larsen@DEShawResearch.com (K.L.-L.); stefano.piana-
agostinetti@DEShawResearch.com (S.P.)

Fig. 1. Representative structures of the folded state observed in reversible folding simulations of 12
proteins. For each protein, we show the folded structure obtained from simulation (blue) superimposed on
the experimentally determined structure (red), along with the total simulation time, the PDB entry of the
experimental structure, the Ca-RMSD (over all residues) between the two structures, and the folding time
(obtained as the average lifetime in the unfolded state observed in the simulations). Each protein is
labeled with a commonly used name, although in several cases, we studied mutants of the parent se-
quence [amino acid sequences of the 12 proteins and simulation details are presented in (5)]. PDB entries
in italics indicate that the structure has not been determined for the simulated sequence and that, instead,
we compare it with the structure of the closest homolog in the PDB. The calculated structure was obtained
by clustering the simulations (26) to avoid bias toward the experimentally determined structure.
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An outstanding challenge in the field of molecular biology has been to understand the process
by which proteins fold into their characteristic three-dimensional structures. Here, we report the
results of atomic-level molecular dynamics simulations, over periods ranging between 100 ms
and 1 ms, that reveal a set of common principles underlying the folding of 12 structurally diverse
proteins. In simulations conducted with a single physics-based energy function, the proteins,
representing all three major structural classes, spontaneously and repeatedly fold to their
experimentally determined native structures. Early in the folding process, the protein backbone
adopts a nativelike topology while certain secondary structure elements and a small number of
nonlocal contacts form. In most cases, folding follows a single dominant route in which elements
of the native structure appear in an order highly correlated with their propensity to form in the
unfolded state.
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self-assembly during which a disordered
polypeptide chain collapses to form a com-
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ture. Hundreds of studies have been devoted to
understanding the mechanisms underlying this
process, but experimentally characterizing the
full folding pathway for even a single protein—
let alone for many proteins differing in size,
topology, and stability—has proven extremely
difficult. Similarly, simulating the folding of a
small protein at an atomic level of detail is a
daunting task. Both experimental and compu-
tational studies have thus generally focused on
one protein at a time, with such studies each
performed under different conditions or with
different techniques. Possibly because of the
resulting heterogeneity of the available data,
numerous theories have been proposed to de-
scribe protein folding and no consensus has
been reached on which of these theories, if any,
is correct (1).

Our research group has developed a special-
ized supercomputer, called Anton, which greatly
accelerates the execution of atomistic molecular
dynamics (MD) simulations (2, 3). In addition,
we recently modified the CHARMM force field
in an effort to make it more easily transferable
among different protein classes (4). Here, we have
combined these advances to study the folding
process of fast-folding proteins through equilib-
rium MD simulations (2). We studied 12 protein
domains (5) that range in size from 10 to 80 amino
acid residues, contain no disulfide bonds or pros-
thetic groups, and include members of all three
major structural classes (a-helical, b sheet and
mixed a/b). Of these 12 protein domains, 9 repre-
sent the nine folds considered in a review of fast-
folding proteins (6). Asmost of these nine proteins
contain only a helices, we also included two ad-

ditional a/b proteins and a stable b hairpin to
increase the structural diversity of the set of pro-
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In our simulations, all of which used a single
force field (4) and included explicitly represented
solvent molecules, 11 of the 12 proteins folded
spontaneously to structures matching their exper-
imentally determined native structures to atomic

resolution (Fig. 1). The native state of the 12th
protein, the Engrailed homeodomain, proved
unstable in simulation. We were, however, able
to fold a different homeodomain (7) with the
same overall structure; the results reported below
pertain to this variant, rather than the Engrailed
homeodomain.

For all 12 proteins that folded in simulation,
we were also able to perform simulations near
the melting temperature, at which both folding
and unfolding could be observed repeatedly in
a single, long equilibrium MD simulation. For
each of the 12 proteins, we performed between
one and four simulations, each between 100 ms
and 1 ms long, and observed a total of at least
10 folding and 10 unfolding events. In total, we
collected ~8 ms of simulation, containing more
than 400 folding or unfolding events. For 8 of
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of the folded state fell within 2 Å root mean
square deviation (RMSD) of the experimental
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given that the RMSD calculations included the
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• Analysis of how different definitions of order parameters/distance metrics 
influence the shape of the free energy landscape?

• Are there universal/learnable order parameters?

• Are there detectable low-dimensional manifolds in protein folding?
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An outstanding challenge in the field of molecular biology has been to understand the process
by which proteins fold into their characteristic three-dimensional structures. Here, we report the
results of atomic-level molecular dynamics simulations, over periods ranging between 100 ms
and 1 ms, that reveal a set of common principles underlying the folding of 12 structurally diverse
proteins. In simulations conducted with a single physics-based energy function, the proteins,
representing all three major structural classes, spontaneously and repeatedly fold to their
experimentally determined native structures. Early in the folding process, the protein backbone
adopts a nativelike topology while certain secondary structure elements and a small number of
nonlocal contacts form. In most cases, folding follows a single dominant route in which elements
of the native structure appear in an order highly correlated with their propensity to form in the
unfolded state.
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understanding the mechanisms underlying this
process, but experimentally characterizing the
full folding pathway for even a single protein—
let alone for many proteins differing in size,
topology, and stability—has proven extremely
difficult. Similarly, simulating the folding of a
small protein at an atomic level of detail is a
daunting task. Both experimental and compu-
tational studies have thus generally focused on
one protein at a time, with such studies each
performed under different conditions or with
different techniques. Possibly because of the
resulting heterogeneity of the available data,
numerous theories have been proposed to de-
scribe protein folding and no consensus has
been reached on which of these theories, if any,
is correct (1).

Our research group has developed a special-
ized supercomputer, called Anton, which greatly
accelerates the execution of atomistic molecular
dynamics (MD) simulations (2, 3). In addition,
we recently modified the CHARMM force field
in an effort to make it more easily transferable
among different protein classes (4). Here, we have
combined these advances to study the folding
process of fast-folding proteins through equilib-
rium MD simulations (2). We studied 12 protein
domains (5) that range in size from 10 to 80 amino
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thetic groups, and include members of all three
major structural classes (a-helical, b sheet and
mixed a/b). Of these 12 protein domains, 9 repre-
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folding proteins (6). Asmost of these nine proteins
contain only a helices, we also included two ad-

ditional a/b proteins and a stable b hairpin to
increase the structural diversity of the set of pro-
teins examined.

In our simulations, all of which used a single
force field (4) and included explicitly represented
solvent molecules, 11 of the 12 proteins folded
spontaneously to structures matching their exper-
imentally determined native structures to atomic

resolution (Fig. 1). The native state of the 12th
protein, the Engrailed homeodomain, proved
unstable in simulation. We were, however, able
to fold a different homeodomain (7) with the
same overall structure; the results reported below
pertain to this variant, rather than the Engrailed
homeodomain.

For all 12 proteins that folded in simulation,
we were also able to perform simulations near
the melting temperature, at which both folding
and unfolding could be observed repeatedly in
a single, long equilibrium MD simulation. For
each of the 12 proteins, we performed between
one and four simulations, each between 100 ms
and 1 ms long, and observed a total of at least
10 folding and 10 unfolding events. In total, we
collected ~8 ms of simulation, containing more
than 400 folding or unfolding events. For 8 of
the 12 proteins, the most representative structure
of the folded state fell within 2 Å root mean
square deviation (RMSD) of the experimental
structure (Fig. 1). This is particularly notable
given that the RMSD calculations included the
flexible tail residues and that, in some cases,
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Fig. 1. Representative structures of the folded state observed in reversible folding simulations of 12
proteins. For each protein, we show the folded structure obtained from simulation (blue) superimposed on
the experimentally determined structure (red), along with the total simulation time, the PDB entry of the
experimental structure, the Ca-RMSD (over all residues) between the two structures, and the folding time
(obtained as the average lifetime in the unfolded state observed in the simulations). Each protein is
labeled with a commonly used name, although in several cases, we studied mutants of the parent se-
quence [amino acid sequences of the 12 proteins and simulation details are presented in (5)]. PDB entries
in italics indicate that the structure has not been determined for the simulated sequence and that, instead,
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adopts a nativelike topology while certain secondary structure elements and a small number of
nonlocal contacts form. In most cases, folding follows a single dominant route in which elements
of the native structure appear in an order highly correlated with their propensity to form in the
unfolded state.

Protein folding is a process of molecular
self-assembly during which a disordered
polypeptide chain collapses to form a com-

pact and well-defined three-dimensional struc-
ture. Hundreds of studies have been devoted to
understanding the mechanisms underlying this
process, but experimentally characterizing the
full folding pathway for even a single protein—
let alone for many proteins differing in size,
topology, and stability—has proven extremely
difficult. Similarly, simulating the folding of a
small protein at an atomic level of detail is a
daunting task. Both experimental and compu-
tational studies have thus generally focused on
one protein at a time, with such studies each
performed under different conditions or with
different techniques. Possibly because of the
resulting heterogeneity of the available data,
numerous theories have been proposed to de-
scribe protein folding and no consensus has
been reached on which of these theories, if any,
is correct (1).

Our research group has developed a special-
ized supercomputer, called Anton, which greatly
accelerates the execution of atomistic molecular
dynamics (MD) simulations (2, 3). In addition,
we recently modified the CHARMM force field
in an effort to make it more easily transferable
among different protein classes (4). Here, we have
combined these advances to study the folding
process of fast-folding proteins through equilib-
rium MD simulations (2). We studied 12 protein
domains (5) that range in size from 10 to 80 amino
acid residues, contain no disulfide bonds or pros-
thetic groups, and include members of all three
major structural classes (a-helical, b sheet and
mixed a/b). Of these 12 protein domains, 9 repre-
sent the nine folds considered in a review of fast-
folding proteins (6). Asmost of these nine proteins
contain only a helices, we also included two ad-

ditional a/b proteins and a stable b hairpin to
increase the structural diversity of the set of pro-
teins examined.

In our simulations, all of which used a single
force field (4) and included explicitly represented
solvent molecules, 11 of the 12 proteins folded
spontaneously to structures matching their exper-
imentally determined native structures to atomic

resolution (Fig. 1). The native state of the 12th
protein, the Engrailed homeodomain, proved
unstable in simulation. We were, however, able
to fold a different homeodomain (7) with the
same overall structure; the results reported below
pertain to this variant, rather than the Engrailed
homeodomain.

For all 12 proteins that folded in simulation,
we were also able to perform simulations near
the melting temperature, at which both folding
and unfolding could be observed repeatedly in
a single, long equilibrium MD simulation. For
each of the 12 proteins, we performed between
one and four simulations, each between 100 ms
and 1 ms long, and observed a total of at least
10 folding and 10 unfolding events. In total, we
collected ~8 ms of simulation, containing more
than 400 folding or unfolding events. For 8 of
the 12 proteins, the most representative structure
of the folded state fell within 2 Å root mean
square deviation (RMSD) of the experimental
structure (Fig. 1). This is particularly notable
given that the RMSD calculations included the
flexible tail residues and that, in some cases,
there was no experimental structure available
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Fig. 1. Representative structures of the folded state observed in reversible folding simulations of 12
proteins. For each protein, we show the folded structure obtained from simulation (blue) superimposed on
the experimentally determined structure (red), along with the total simulation time, the PDB entry of the
experimental structure, the Ca-RMSD (over all residues) between the two structures, and the folding time
(obtained as the average lifetime in the unfolded state observed in the simulations). Each protein is
labeled with a commonly used name, although in several cases, we studied mutants of the parent se-
quence [amino acid sequences of the 12 proteins and simulation details are presented in (5)]. PDB entries
in italics indicate that the structure has not been determined for the simulated sequence and that, instead,
we compare it with the structure of the closest homolog in the PDB. The calculated structure was obtained
by clustering the simulations (26) to avoid bias toward the experimentally determined structure.
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SUMMARY
During vertebrate embryogenesis, the expression of Hox genes that define anterior-posterior identity follows general rules:
temporal colinearity and posterior prevalence. A mathematical measure for the quality or fitness of the embryonic pattern
produced by a gene regulatory network is derived. Using this measure and in silico evolution we derive gene interaction
networks for anterior-posterior (AP) patterning under two developmental paradigms. For patterning during growth (paradigm I),
which is appropriate for vertebrates and short germ-band insects, the algorithm creates gene expression patterns reminiscent of
Hox gene expression. The networks operate through a timer gene, the level of which measures developmental progression (a
candidate is the widely conserved posterior morphogen Caudal). The timer gene provides a simple mechanism to coordinate
patterning with growth rate. The timer, when expressed as a static spatial gradient, functions as a classical morphogen (paradigm
II), providing a natural way to derive the AP patterning, as seen in long germ-band insects that express their Hox genes
simultaneously, from the ancestral short germ-band system. Although the biochemistry of Hox regulation in higher vertebrates is
complex, the actual spatiotemporal expression phenotype is not, and simple activation and repression by Hill functions suffices in
our model. In silico evolution provides a quantitative demonstration that continuous positive selection can generate complex
phenotypes from simple components by incremental evolution, as Darwin proposed.
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Predicting embryonic patterning using mutual entropy
fitness and in silico evolution
Paul François* and Eric D. Siggia

”The fitness has to be specific to the process, e.g. reward segment number to evolve segmentation, yet be as 
general as possible because we can only hope to find networks common to phyla, not individual species. 
Detailed mutation rates became immaterial once it was shown that the fitness landscape 
was shaped like a funnel (defining better fitness to be lower), so that any mutational 
process that sampled all directions would move to the bottom of the funnel. This 
mathematics recapitulates Darwin’s original insight that small changes in fitness can rapidly lead to the evolution 
of complex structures such as the eye”
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process that sampled all directions would move to the bottom of the funnel. This 
mathematics recapitulates Darwin’s original insight that small changes in fitness can rapidly lead to the evolution 
of complex structures such as the eye”

• How does the definition of the fitness function influence the shape of the 
funnel?

• How robust is the funnel to variations in the mutation operator? 

• What are the minimal requirements for evolvability?
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novel test bench for black-box algorithms

• Conjecture about the densest linear chains and a tight upper bound of 
the maximum RMSD between linear chains 

• Collection of statistical and topological methods for landscape 
characterization 

• Some thoughts about future application of the landscape characterization 
pipeline
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Thank you for your time! 

christian.mueller@inf.ethz.ch

http://people.inf.ethz.ch/chrmuell

Rene Magritte: Euclidean Walks, 1955

mailto:christian.mueller@inf.ethz.ch
mailto:christian.mueller@inf.ethz.ch
mailto:christian.mueller@inf.ethz.ch
mailto:christian.mueller@inf.ethz.ch

