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1 Subject

The aim of this project is to find a local minima of an energy function using a vector
field which is computed from the definition of localized energies. Localized energies as
used in [2] and [3] localize existing global energies and compute their value for each pixel
on a contour. Often, a contour is represented in the form of a signed distance function
φ(x), which is negative inside and positive outside an object. φ(·) a so called level-set
function. The localized energies depend on the current state of φ. Given an estimate of
φ, a gradient of the energy can be computed. Our vector field cannot assume a contour
but we aim at deriving one which in fact is a local mimimum of the energy function.
This is advantageous since existing active contour algorithms are often much dependent
on the initialization whereas our approach does not need to be initialized. Intuitively,
we want the vector of each pixel to point into the direction where it wants to belong to.
From this, it can be concluded that vectors close to a object boundary are orthogonal to
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it and point away from it. In the following we can only handle the data energy, because
it is not yet clear how to incorporate contour length regularization terms etc. in our
approach.

2 Example image

We use the following example image to test out various approaches:

(a) Original grayscale (b) Output from imagesc function

Figure 1: Example image

There is as slight intensity gradient over the three objects, as can depicted in 1b.

3 The Chan-Vese model

The localized Chan-Vese energy is defined as follows [2]:∫
Ω
H(φ(y))(I(y) − ux)2 + (1 −Hφ(y))(I(y) − vx)2dy (1)

where Ω is the domain within a radius r around pixel x and with the average foreground
intensity

ux =

∫
ΩH(φ(y)) · I(y)dy∫

Ω ·H(φ(y))dy
(2)

and the average background intensity

vx =

∫
Ω(1 −H(φ(y))) · I(y)dy∫

Ω ·(1 −H(φ(y)))dy
(3)

Where H is a smoothed Heaviside function defined as

H(φ(x)) =
1

2
(1 +

φ(x)

ε
+

1

π
sin(

πφ(x)

ε
)) (4)
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We always use ε = r. The localized energy presented by Li [3] is very similar but uses
in addition a Gaussian kernel for both the mean intensities and the energy itself.

Regular active contour algorithms evolve the contour implied by φ(·). Therefore, the
derivative with respect to φ is of great importance. It is given by

δφ(y)(I(y) − ux)2 − (I(y) − vx)2) (5)

where δ(·) is the derivative of the smoothed Heaviside function, a smoothed Dirac
delta function.

3.1 Behaviour of the localized Chan-Vese model

We study the behaviour of the Chan-Vese model for some simple cases:

Perfect fitting The energy measure is zero because the integral in eq. 1 is over zero terms
only. The derivative is zero because the integral in eq. 5 is over negative terms
on one side and positive terms on the other side (this is because the foreground
model fits the wrong side as badly as the background model on the other side).

Background overlays contour The energy is positive since the foreground model fits
badly. The derivative is positive because the foreground model fits worse on the
wrong side than the background model.

Foreground overlays contour The energy is positive, since the background model fits
badly. The derivative is negative because the background model fits worse on the
wrong side than the foreground model.

3.2 Relating the Chan-Vese gradient to spatial directions

Both the energy and the gradient of the localized Chan-Vese model are calculated by
integrating over a neighbourhood within a radius r. This corresponds to summing up
contributions of neighbouring pixels. The energy is lower the better the model fits,
and the gradient defines if the level-set moves up or down. We now imagine vectors
pointing from the center to the neighbourhood, scaled with the negative contribution to
the integral:

v(x, y) =

∫ r

0

∫ 2π

0
[−Contrib(σ, θ)2σcos(θ) − Contrib(σ, θ)2σsin(θ)]Tdθdσ (6)

The parameter r is the radius of the window around a pixel we consider. From the
cases presented above, we make the following conclusions:

Perfect fitting Summing up the vectors with each pixel’s contribution to the derivative,
we have positive weights for the vectors pointing to the background and negative
weights for vectors pointing to the foreground. Switching signs, the sum points
strongly in the direction of the foreground.
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Background overlays contour Both the vector using the energy contribution and a vec-
tor using the gradient contribution will point into the background direction.

Foreground overlays contour Both the vector using the energy contribution and a vec-
tor using the gradient contribution will point into the foreground direction.

We conclude that using the contributions to the gradient, we find a vector which sat-
isfies our desired conditions of pointing away from the contour. In the above discussions
we have assumed that locally we have a contour on which we can evaluate the energy
and gradient. We now consider different approaches to get around this problem of not
having a local contour given.

4 One-pixel representative

We now assume that foreground and background can be reasonably well be approximated
with piecewise constant intensities. Therefore, each pixel can be assumed to be not too
far away from the mean intensity of either the foreground or the background, so that we
can substitute the value of the center pixel for one of the object means. In the previous
section we concluded that given both the background and foreground model match well,
the sum of the vectors weighted with the contributions of the second term (background
model) point into the same direction as the sum of the vectors weighted with the first
term (foreground model). We can therefor limit ourselves to weight the vectors according
to the first term in eq. 5:

Contrib(σ, θ) = I(x+ σcos(θ), y + σsin(θ)) − I(x, y) (7)

This is similar to the calculation of an intensity gradient, weighting different spatial
scales. In [4], a similar measure using only one spatial scale is used to define a vector
field for evolving active contours.
Figure 2 shows the vector field using the energy gradient. Note that for r = 10 we can
observe that, within objects, vectors either point in the same direction or the opposite
direction as the intensity gradient.

5 One-pixel-contour

One approach of fitting the localized Chan-Vese model to our problem is to take the pixel
under consideration to be the foreground object surrounded by the background object.
The intuition behind this model is to find out in what direction a one-pixel-object would
like to extend its boundary. The smoothed Heaviside function applied to this problem
looks as depicted in figure 3.

We study the values of the two integrand terms of eq. 5 for some scenarios. On a
straight contour segment, the contribution of the second term evaluates to zero because
the deviations from the background mean are homogeneous. This missing contribution
yields a ring-like structure on the boundary when visualizing the vector length, as can
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(a) r=5, angle (b) r=5, log vector length

(c) r=10, angle (d) r=10, log vector length

(e) r=20, angle (f) r=20, log vector length

Figure 2: Visualization of the vector field using the ’one-pixel representative’ approach
for different radius values

be seen in figure 4. The first term behaves similarly to the first approach presented
above. Away from the boundary, the second term will dominate and will let the vector
point away from regions deviating from the mean. We define the corresponding vector
weights as follows:
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Figure 3: Smoothed Heaviside function with φ(x) the distance from the single foreground
pixel

Contrib(σ, θ) = δ(φ(x+ ∆x, y + ∆y))[(I(x+ ∆x, y + ∆y) − ux)2−
(I(x+ ∆x, y + ∆y) − vx)2]

∆x = σcos(θ),∆y = σsin(θ)

(8)

The vector field is visualized in figure 4.

6 Sampling of contour fragments

Here, we again take the localized Chan-Vese model but now we assume the contour goes
trough the pixel under consideration and is a straight line within the window. We sample
different hypothetical contours (0◦, 45◦,90◦, 135◦) and go into the direction where the
gradient vector has maximal length. Because of the arbitraryness of what constitutes
the foreground and what the background and therefore the sign of the derivative, we
define the foreground to be the region that fits best with the center pixel. We therefore
redefine the vector field as follows:

v(x, y) = max
i
sign(−Contrib(0, 0, i)) ·

∫ r

0

∫ 2π

0
[−Contrib(σ, θ, i)2σcos(θ)

−Contrib(σ, θ, i)2σsin(θ)]Tdθdσ

(9)

Contrib(σ, θ, i) = δ(φi(x+ ∆x, y + ∆y))[(I(x+ ∆x, y + ∆y) − uix,y)
2−

(I(x+ ∆x, y + ∆y) − vix,y)
2]

∆x = σcos(θ),∆y = σsin(θ)

(10)

where φi(·, ·) defines a contour that splits the sphere in two halfspheres one belonging
to the foreground and the other belonging to the background at a specific angle, sign(·)
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(a) r=5, angle (b) r=5, log vector length

(c) r=10, angle (d) r=10, log vector length

(e) r=20, angle (f) r=20, log vector length

Figure 4: Visualization of the vector field using the ’one-pixel-contour’ approach for dif-
ferent radius values

is 1 if its argument is positive and −1 otherwise. uix,y and vix,y are the respective means,
see eq. 3, 4. The vector field is visualized in figure 5. The computation runs much longer
as compared to the other two approaches. The results are very similar to the ’One-pixel
representative’ model, undermining the usefulness of the assumptions made there.
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(a) r=5, angle (b) r=5, log vector length

(c) r=10, angle (d) r=10, log vector length

(e) r=20, angle (f) r=20, log vector length

Figure 5: Visualization of the vector field using the ’Sampled-contour’ approach for dif-
ferent radius values

7 Multiscale approach

From figure 4 we see that on the object boundaries, vector angles remain invariant when
changing the radius parameter r while the patterns elsewhere vary. We computed the
results on the ’one-pixel-contour’ model for radius values from 2 to 14 and measured this
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invariance in two ways:

• Summing up angular distances at each point over all combinations of radii, small
sums indicate invariance

• Counting how often the distances over all combinations of radii remain below a
specified threshold

The results are shown in figure 6.

(a) sum of distances (b) count of distances less than pi/8

Figure 6: Multiscale approach

8 Using the segmentation as an initialization for Active
Contours

8.1 Using Haralick texture features to identify the interior of the objects

Starting from the observation that the example image contains a slight intensity gradient
over the objects, we extract this pattern using a texture feature as descrbed in [5]. The
feature calculation is done in two stages: At first, a set of gray-tone spatial-dependence
matrices is calculated for each image pixel. We look at a small window around a pixel
and scale the intensities into a small number of bins. Each matrix is associated with a
specific offset. For example [0, 1] specifies that each pixel is compared to its neighbor on
the right side. The entry (i,j) in the matrix specifies how many times a pixel in bin i
is followed by a pixel in bin j. Since we don’t care if a i is followed by a j or a j by a
i, we use the symmetry option. The texture feature that seems to be best suited is the
contrast measure. ∑

m

∑
i

∑
j

dist(i, j)2 ·Am(i, j) (11)

where Am is one of the matrices and dist(i, j) is a distance function that is normally
just abs(i− j). In our case, we want 360◦ and 0◦ to be at zero distance, so we introduce
a different distance measure:
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α =
(i− 0.5)2π

N L
− (j − 0.5)2π

N L

dist(i, j) =
1 − cos(α)

2
(N L)

(12)

where N L is the number of bins.
In the case of angles which are directly opposite of each other, however (as in our

example image) this is not of great importance.
On the other hand, the angle on the background of our example image will be dom-

inated by noise, giving rise to a high entropy measure. We subtract the entropy from
the contrast to get a better result. The entropy is defined as follows:∑

m

∑
i

∑
j

Am(i, j) · log(Am(i, j)) (13)

8.2 Segmentation of the interior part

We used hysteresis thresholding for the segmentation after a normalization of the values
to a scale from 0 to 1, using thresholds of 0.8 and 0.5. Spurious pixels were removed
with a morphological operator that changes the pixel label if a majority of the pixels in
its 8-neighborhood are different. The result is shown in figure 7.

Matlab

We first tried a implementation in matlab [6].This active contour implementation is
unfortunately very slow and leads to a merging of the segmented regions.

8.3 RegionCompetition

Next we used the RegionCompetition tool [1]. In addition to the binary image as an
initialization, the vector field is exported from Matlab through generation of a file in the
VTK format and used as an energy term in the active contour algorithm. In Region-
Competition, undesired merging of regions can be inhibited. Some results are shown in
figure 8. In all cases, the initialization from figure 7 is used.
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(a) r=6, angle

(b) contrast with changed distance measure (c) entropy

(d) contrast - 3x entropy (e) segmented image

Figure 7: Segmentation process for the object interiors to get an initialization

11



(a) initial region (b) after 5 iterations (c) after 72 iterations (conver-
gence)

(d) initial region (e) after 5 iterations (f) after 109 iterations (conver-
gence)

Figure 8: Using the ’one-pixel-representative’ vector field (a-c) with r=10 and using the
’one-pixel-contour’ vector field (d-f) with r=5
normalized vectors, energy coeff length=0.004, en-
ergy coeff outward flow=0.015, energy coeff vec field= -0.04
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Appendix: Overview of MATLAB files

• General files

– indicateMembershipDirection.m: Does the filtering

– savevtkvector.m: Export vector field in VTK format

• One-pixel-representative

– gradientEnergy.m

– gradientEnergyTest.m: Script to reproduce the results shown

• One-pixel foreground

– chanVeseEnergy.m

– chanVeseOnePixelEnergyTest.m: Script to reproduce the results shown

• Sampling of contour fragments

– chanVeseSampledGradientEnergy.m

– chanVeseSampledGradientEnergyTest.m Script to reproduce the results shown

• Multiscale approach

– multiscaleApproach.m: Script to reproduce the results shown

• Segmentation

– GLCM Features1.m: Implementation of Haralick features [7]

– initInitialRegionContrastEntro.m: Script to reproduce the results shown

– hysthresh.m: Hysteresis thresholding implementation by Peter Kovesi, Uni-
versity of Western Australia
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