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1
Introduction

In this chapter:

• What are reaction networks?

• Representation and types of reactions

• Network invariants and conservation laws

• Graphical representation of reaction networks

• Classification of reaction networks

Learning goals:

• Be able to define “reaction” and “reaction network”

• Be able to write down the stoichiometric matrices of reaction networks

• Be able to compute network invariants and conservation laws

• Be able to represent reaction networks by their dependency graphs

• Be able to decide the class of a network based on its dependency graph

Definition 1: A reaction is any process where an interaction between two or more entities leads
to a transformation of at least one of them.
Definition 2: A reaction network is a set of reactions that share at least one species each. That
is, for each reaction there exists at least one other reaction in the set with at least one species in
common.

1



2 CHAPTER 1. INTRODUCTION

1.1 Representation of a reaction

In reaction notation: A+B → C. In general reactants→ products:

N∑

i=1

ν−i Si
k−→

N∑

i=1

ν+
i Si , (1.1)

where:

Si: species i

N : total number of different species in the reaction

ν−i : reactant stoichiometry

ν+
i : product stoichiometry

k: reaction rate

The total stoichiometry is νi = ν+
i − ν−i , and it gives the net change in molecule numbers when

the reaction happens. Reactions are classified by the total number of reactant molecules
∑
i ν
−
i ,

which is called the order of the reaction. Reactions having only a single reactant are of order one,
or unimolecular. Reactions with two reactants are of order two, or bimolecular; and so on.
Example: for the reaction A+B → C, the above quantities are:

• Si = {A,B,C}
• N = 3

• ν− = [1, 1, 0]>

• ν+ = [0, 0, 1]>

• ν = [−1,−1, 1]>

1.2 Representation of a reaction network

N∑

i=1

ν−i,µSi
kµ−→

N∑

i=1

ν+
i,µSi , µ = 1, . . . ,M (1.2)

where:

µ: index of reaction Rµ

M : total number of different reactions

Now the stoichiometry is a matrix with one column per reaction: ν = ν+−ν−. All the stoichiometry
matrices are of size N ×M . All elements of ν+ and ν− are non-negative whereas those of ν can
be negative, zero or positive.
From the stoichiometry matrix, we can directly compute the conservation relations in the reaction
network as its left null space. The left null space of ν is defined as the space of all vectors l for
which

νTl = 0. (1.3)

The left null space thus defines the conservation relations among the species in the reaction network.
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1.3 Examples

1.3.1 Cyclic chain model

Consider the following cyclic chain reaction network with N species and M = N reactions:

Si −→ Si+1, i = 1, . . . , N − 1
SN −→ S1.

(1.4)

For N = 3 the reaction network is

Reaction 1 : S1 −→ S2

Reaction 2 : S2 −→ S3

Reaction 3 : S3 −→ S1.
(1.5)

The stoichiometry matrices for this reaction network are:

ν− =




1 0 0
0 1 0
0 0 1


 , (1.6)

ν+ =




0 0 1
1 0 0
0 1 0


 , (1.7)

and

ν = ν+ − ν− =



−1 0 1
1 −1 0
0 1 −1


 . (1.8)

The left null space l of ν is

l =




1
1
1


 , (1.9)

which implies:

S1 + S2 + S3 = constant. (1.10)

This is the conservation relation enforced by the reactions in Eq. 1.5 at all times (in stationary and
non-stationary state). For very large reaction networks, this relation may not be obvious and the
left null space useful.

1.3.2 Colloidal aggregation model

Consider the following colloidal aggregation reaction network with N species and M =
⌊
N2

4

⌋

reactions:

Si + Sj −→ Si+j i+ j = N. (1.11)
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Species Si can be considered a multimer consisting of i monomers.
For N = 4 the reaction network is

Reaction 1 : S1 + S1 −→ S2

Reaction 2 : S1 + S2 −→ S3

Reaction 3 : S1 + S3 −→ S4

Reaction 4 : S2 + S2 −→ S4.

(1.12)

The stoichiometry matrices for this reaction network are:

ν− =




2 1 1 0
0 1 0 2
0 0 1 0
0 0 0 0


 , (1.13)

ν+ =




0 0 0 0
1 0 0 0
0 1 0 0
0 0 1 1


 , (1.14)

and

ν = ν+ − ν− =




−2 −1 −1 0
1 −1 0 −2
0 1 −1 0
0 0 1 1


 . (1.15)

The left null space l of ν is

l =




1
2
3
4


 , (1.16)

implying that

S1 + 2S2 + 3S3 + 4S4 = constant. (1.17)

This is the conservation relation enforced by the reactions in Eq. 1.12 at all times (in stationary
and non-stationary state). This means that the total number of bound and free monomers in the
system is constant.

1.4 Graphical representation of reaction networks

Reaction networks can be represented in graphical form as species dependency graph or as reaction
dependency graph. The species dependency graph is a directed hypegraph where each species is a
node and directed hyper-edges represent reactions. For example for the reaction S1 + S2 → S3:
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S1

S2

S3

The species dependency graph depicts how species can be interconverted by reactions. It is a
hypergraph, since every edge can have multiple origin nodes and multiple target nodes.

The dual representation is the reaction dependency graph [1]. The reaction dependency graph of a
reaction network is a directed graph with nodes representing reactions and directed edges indicating
the couplings between the reactions of the network. A directed edge is drawn from node p to node
q if any of the reactants or products of reaction p are involved as a reactant in reaction q (Fig. 1.1).
More formally, a directed edge is drawn from node p to node q if the vector obtained by performing

Figure 1.1: Illustration of the reaction dependency graph representation of a chemical reaction network.
The nodes in a reaction dependency graph represent reactions. The directed edges (arrows) between the

nodes represent the dependencies or the couplings between the reactions in the network. In the left panel,
a directed edge is drawn from node p to node q because species Sm is a product of reaction p and a

reactant in reaction q. In the right panel, no edge is drawn from node p to node q since none of reactants
or products of reaction p are involved as a reactant in reaction q. In both panels, no directed edge is

drawn from node q to node p.

an element-wise logical AND operation between the binarized overall stoichiometry vector ν̂p and
the binarized reactant stoichiometry vector ν̂−q contains non-zero elements. Binarization is defined
as:

ν̂i,p = 0 if νi,p = 0

ν̂i,p = 1 if νi,p 6= 0 (1.18)

and

ν̂−i,q = 0 if ν−i,q = 0

ν̂−i,q = 1 if ν−i,q > 0. (1.19)



6 CHAPTER 1. INTRODUCTION

1.5 Degree of coupling of a reaction network

The out-degree dµ of a node µ in a directed graph is the number of directed edges leaving that
node. In a reaction dependency graph of a chemical reaction network, it indicates the number of
reactions that are influenced upon firing of the reaction represented by that node. We define the
degree of coupling dc of a reaction network as the maximum out-degree of its reaction dependency
graph, i.e.,

dc = max{d1, . . . , dM}. (1.20)

The degree of coupling dc is equal to the maximum number of reactions that are influenced by the
firing of any reaction. The out-degree dµ of reaction µ in the general chemical reaction network
(Eq. 1.1) is

dµ =

M∑

µ′=1

∑N
i=1(ν̂i,µ ∧ ν̂−i,µ′)

δ
(∑N

i=1(ν̂i,µ ∧ ν̂−i,µ′)
)

+
∑N
i=1(ν̂i,µ ∧ ν̂−i,µ′)

(1.21)

where δ(·) is the unit impulse function (the Kronecker delta symbol).

1.6 Classification of reaction networks

Based on their degree of coupling , we classify reaction networks into weakly coupled and strongly
coupled networks. Weakly coupled networks have a degree of coupling dc that is bounded by a
constant with increasing network size. Formally, in weakly coupled networks dc is O(1). Strongly
coupled networks are those where dc increases with network size, i.e., dc /∈ O(1) and typically O(N)
or O(M).

1.7 Examples

1.7.1 Cyclic chain model

The binarized stoichiometry matrices are

ν̂− =




1 0 0
0 1 0
0 0 1


 , (1.22)

ν̂+ =




0 0 1
1 0 0
0 1 0


 (1.23)

and

ν̂ =




1 0 1
1 1 0
0 1 1


 . (1.24)
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The reaction dependency graph of this reaction network is shown in Fig. 1.2A. A directed edge is
drawn from node 1 to node 2 since species S2 is a product of reaction 1 and a reactant in reaction
2. The drawing of this directed edge can also be decided by performing the elementwise logical-and
operation between ν̂1 and ν̂−2 :

ν̂1 ∧ ν̂−2 =




1
1
0


 ∧




1
0
0


 =




1
0
0


 . (1.25)

Since at least one of the elements in the resulting vector is non-zero, we draw a directed edge from
node 1 to node 2. In addition, a directed edge is drawn from node 1 to itself, due to the presence
of species 1. These two directed edges are the only edges originating from node 1. In a similar
manner, directed edges are drawn from nodes 2 and 3 to complete the dependency graph as shown
in Fig. 1.2A.
The degree of coupling of this network can be computed from Eqs. 1.20 and 1.21: Visual inspection
of the dependency graph in Fig. 1.2A shows that the out-degree dµ = 2 for every µ. Hence, the
degree of the coupling is dc = 2.
This is the degree of coupling for the cyclic chain model with N = 3 species. The dependency
graph for the same model with N = 4 species is shown in Fig. 1.2B, and we observe that also here
dc = 2. In general, for the cyclic chain model with N species (Eq. 1.4), dc = 2 independent of the
size of the network. Therefore, the cyclic chain model is an example of a weakly coupled reaction
network.

1.7.2 Colloidal aggregation model

The binarized stoichiometry matrices are

ν̂− =




1 1 1 0
0 1 0 1
0 0 1 0
0 0 0 0


 , (1.26)

ν̂+ =




0 0 0 0
1 0 0 0
0 1 0 0
0 0 1 1


 (1.27)

and

ν̂ =




1 1 1 0
1 1 0 1
0 1 1 0
0 0 1 1


 . (1.28)

The reaction dependency graph of this reaction network is shown in Fig. 1.2C. The degree of
coupling can be computed from Eqs. 1.20 and 1.21. Visual inspection of the reaction dependency
graph in Fig. 1.2C shows that the out-degrees of the nodes are d1 = 4, d2 = 4, d3 = 3 and d4 = 3.
Hence, the degree of coupling is dc = 4 (Eq. 1.21).
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Classification: This is the degree of coupling for the colloidal aggregation model with N = 4
species. The reaction dependency graph for the same model with N = 5 species is shown in
Fig. 1.2D, and we observe that then dc = 6. In general, for the aggregation model with N species
(Eq. 1.11), dc = 2N − 4. Since dc increases with network size, dc ∈ O(N) /∈ O(1). Therefore, the
colloidal aggregation model is a strongly coupled reaction network.

Figure 1.2: Reaction dependency graph representations of four example reaction networks. (A) and (B)
show the reaction dependency graph of the cyclic chain model (Eq. 1.4) with N = 3 and 4 species,
respectively. (C) and (D) show the reaction dependency graph of the colloidal aggregation model

(Eq. 1.11) for N = 4 and 5, respectively.



2
Microscopic Modeling and Simulation of Reaction

Networks

In this chapter:

• The Chemical Master Equation description of reaction networks

• Kinetic Monte Carlo simulations

• Exact stochastic simulation algorithms

• Accelerated exact stochastic simulation algorithms

• The concept of partial propensities and partial-propensity stochastic simulation algorithms

• Exploiting symmetry in interactions

Learning goals:

• Be able to explain and understand the chemical master equation

• Know the physical basis of the chemical master equation

• Be able to implement a kinetic Monte Carlo simulation for a given reaction network

• Know at least two formulations of the exact SSA and their computational complexity

• Be able to implement exact SSA simulations

• Be able to write partial propensities for a given reaction network

• Know the concept of composition-rejection sampling

9
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• Know how partial-propensity SSA works and what its computational cost it

• Be able to implement at least one formulation of the partial-propensity SSA

In the microscopic description of a chemical reaction networks, we explicitly track every molecule.
That is, we explicitly track the copy number (population) of all molecules in the system. The
molecules move around randomly according to thermal Brownian motion. They collide with each
other at random, and a collision may lead to a reaction. Not every collision actually leads to a
reaction, though. The collision energy and the orientation of the molecules need to be right. This
is modeled by an intrinsic probability that the reaction occurs, given a collision has occurred.

2.1 The chemical master equation (CME)

In general, a system of chemical reactions can be considered to comprise N species and M reactions,
such that

N∑

i=1

ν−i,µSi
kµ−−−−−→

N∑

i=1

ν+
i,µSi, µ = 1, . . . ,M. (2.1)

Here, ν− = [ν−i,µ] and ν+ = [ν+
i,µ] are the stoichiometry matrices of the reactants and products,

respectively. Both of these matrices are of size N ×M . The overall stoichiometry matrix ν of the
reaction network is given by ν = ν+ − ν−. The elements of ν− and ν+ are non-negative integers,
while those of ν can be positive, negative or zero. We denote by νµ the µth column of ν. Si is the
i-th species in the reaction network and ni(t) is its population (molecular copy number) at time t.
The population vector n(t) = [n1, . . . , nN ]T(t) is the state of the system. The reactions occur in
a reactor of volume Ω, and the macroscopic reaction rate of reaction µ is kµ. See Fig. 2.1 for an
illustration.
It is custom to define a variable cµ, called the specific probability rate of reaction µ [2, 3], such that

cµdt = Probability of reaction µ firing in the next infinitesimal time interval

[t, t+ dt) with randomly selected ν−i,µ molecules of Si i = 1, . . . , N. (2.2)

This makes cµ the smallest non-zero probability rate of reaction µ. It is the probability that one
randomly selected combination of reactant molecules of reaction µ reacts in the next infinitesimal
time interval dt. The specific probability rate cµ is related to the macroscopic reaction rate kµ [2]
as

cµ =
kµ

(∏N
i=1 ν

−
i,µ!
)

Ω(
∑N
i=1 ν

−
i,µ)−1

. (2.3)

The reaction degeneracy hµ of reaction µ is defined as [2, 3]:

hµ(n) = Number of distinct combinations by which the reactants of reaction µ can

react to form products. (2.4)

Therefore

hµ =

N∏

i=1

(
ni
ν−i,µ

)
, (2.5)
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Figure 2.1: Illustration of molecules in a reactor. The reactor boundary is represented by the gray surface
enclosing the molecules. The color of the molecules is used to encode the species. The molecules in the

reactor posses kinetic energy and move around randomly. Upon collision they may react to form
molecules of a different species. Single molecules can also get transformed into a new species, or decay.

The left panel of shows a reactor with two molecules of different species in contact in the lower left corner.
The right panel shows the formation of a molecule of a new species appearing in the place of the two

molecules that are in contact in the left panel. This illustrates the occurrence of a reaction event.

where
(

ni
ν−i,µ

)
=

ni!

ν−i,µ!(ni − ν−i,µ)!
=

(ni − ν−i,µ + 1)(ni − ν−i,µ + 2) . . . (ni − 1)ni

ν−i,µ!
. (2.6)

From Eqs. 2.2 and 2.4 the probability rate or the propensity aµ of reaction µ becomes

aµ(n)dt = cµhµ(n)dt = Probability of reaction µ firing in the next infinitesimal time

interval [t, t+ dt) with ni molecules of Si, i = 1, . . . , N. (2.7)

Note that aµ = cµ when n = ν−µ . This is hence the probability that the reaction µ fires within the
next infinitesimal time interval using any of the possible reactant combinations.
The state probability distribution function is defined as

P (n, t | n0, t0) = Probability that the population of species is n at time t,

given a population n0 at time t0. (2.8)

Using the Chapman-Kolmogorov equation [4, 5, 6, 7] describing the time evolution of P for a Markov
process

P (n, t+ dt | n0, t0) =
∑

n1

P (n, t+ dt | n1, t) P (n1, t | n0, t0), (2.9)

t0 ≤ t ≤ t+ dt. (2.10)
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For the chemical reaction defined in Eq. 2.1 the above equation can be equivalently written as

P (n, t+ dt | n0, t0) =

M∑

µ=1

P (n, t+ dt | n− νµ, t) P (n− νµ, t | n0, t0)

+ P (n, t+ dt | n, t) P (n, t | n0, t0), (2.11)

where νµ is the vector of stoichiometries of reaction µ, and P (n, t+dt | n−νµ, t) is the probability
distribution Π(νµ | dt ; n, t) of the Markov propagator such that the equation of motion for the
states (population) can be written as

n(t+ dt) = n(t) + Ξ(νµ | dt ; n, t), (2.12)

where Ξ(νµ | dt ; n, t) is a random variable, called the Markov propagator, distributed such that
Ξ(νµ | dt ; n, t) ∼ Π(νµ | dt ; n, t).
Simplifying the notation, Eq. 2.11 reads

P (n, t+ dt)

=

M∑

µ=1

P (n− νµ, t) Prob{Reaction µ fires once in [t, t+ dt) given n− νµ at t} (2.13)

+ P (n, t) Prob{No reaction in [t, t+ dt) given n at t}. (2.14)

The reasoning behind this equation is as follows: The first summand on the right-hand side is the
probability that the chemical reaction system moves from a population state n − νµ at time t to
the population state n at time t+dt. The second term is the probability that the system is at state
n at time t and stays at the same state at time t+ dt. The sum of these two terms is therefore the
probability of the system being in state n at time t+ dt.
The probability of reaction µ firing once in the time interval [t, t + dt) is the probability that
any one combination of its reactant molecules reacts, times the probability that none of the other
combinations react. According to Eq. 2.2, the probability for a particular reactant combination
to react is cµdt. The probability for any of the remaining hµ − 1 combinations not to react is
(1− cµdt)hµ−1. Therefore, the probability for this particular combination of molecules to react, but
none of the others, is cµdt(1− cµdt)hµ−1. Since this can equally happen with any of the hµ possible
reactant combinations, the probability for any one of the molecular combinations to react, but no
other, is:

Prob{Reaction µ fires once in [t, t+ dt) given n at t} = P (n+ νµ, t+ dt | n, t)
= Π(νµ | dt ; n, t)

= hµcµdt(1− cµdt)hµ(n)−1

= cµhµ(n)dt+O(dt2)

= aµ(n)dt+O(dt2), (2.15)

where O(dt2) is the Bachmann-Landau big-O symbol∗ such that limdt→0
O(dtα)

dt = 0 for α > 1. The
expansion in dt makes use of the binomial series (1+x)n = 1+nx+ 1

2n(n−1)x2 + . . . for x = −cµdt
and n = h− 1.

∗f(x) ∈ O(g(x)), or f(x) is O(g(x)), implies that f(x) is asymptotically bounded from above by g(x), i.e.,
∃ε > 0, x0 : ∀x > x0, |f(x) ≤ εg(x)|
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Extending the above result, the probability that no reactions occur in [t, t+ dt) is given by

Prob{No reaction in [t, t+ dt) given n at t} = P (n, t+ dt | n, t)

= 1−
M∑

µ=1

aµ(n)dt+O(dt2)

= 1− a(n)dt+O(dt2), (2.16)

where the total propensity a(n) =
∑M
µ=1 aµ(n). Equation 2.14 can therefore be written as

P (n, t+ dt) =

M∑

µ=1

P (n− νµ, t)
[
aµ(n− νµ)dt+O(dt2)

]

+ P (n, t)

[
1−

M∑

1

aµ(n)dt+O(dt2)

]
, (2.17)

i.e.,

P (n, t+ dt)− P (n, t)

dt
=

M∑

µ=1

[
aµ(n− νµ) +

O(dt2)

dt

]
P (n− νµ, t)

− P (n, t)

[
M∑

µ=1

aµ(n) +
O(dt2)

dt

]
. (2.18)

Taking the limit limdt→0 we obtain the chemical master equation (CME) [8, 3] as

∂P (n, t)

∂t
=

M∑

µ=1

aµ(n− νµ) P (n− νµ, t)− P (n, t) a(n). (2.19)

The CME is the differential equation governing the evolution of the state probability density func-
tion P (n, t). The CME is the forward-time equation of a discrete-state jump Markov process
obtained as a direct consequence of the Chapman-Kolmogorov equation [4, 5, 6, 7] (Eq. 2.11). The
CME can also be written as

∂P (n, t)

∂t
=

M∑

µ=1

(
E−νµ − 1

)
aµ(n)P (n, t), (2.20)

where E is the step operator such that Eaf(n) = f(n+a). The solution of the CME can therefore
be written as

P (n, t) = et[
∑M
µ=1(E

−νµ−1)aµ(n)]P (n, 0). (2.21)

The initial condition is given by

P (n, t = 0) = δ(n− n0), (2.22)

where n0 is the population at time t = 0 and δ(·) is the Kronecker delta or the unit impulse
function.



14CHAPTER 2. MICROSCOPICMODELING AND SIMULATIONOF REACTION NETWORKS

2.2 Kinetic Monte Carlo: The stochastic simulation algo-
rithm (SSA)

The CME provides an exact description of the kinetics of mesoscopic chemical reaction systems that
are well stirred and thermally equilibrated [3]. The CME incorporates the effects of fluctuations
due to low copy numbers of species by describing the effect of discrete nature of molecules involved
in chemical reactions. At larger Ω, when the population n increases, the effect of intrinsic noise
becomes progressively smaller. As seen in Sec. 4.1, for very large reactor volumes Ω (or large
population n under the assumption that n increases proportionally with Ω), the CME reduces to
the classical RRE (see Eq. 4.10). For intermediate values of Ω, the CME leads to the chemical
Kramer-Moyal equation and to the nonlinear Fokker-Planck equation (See Sec. 3.2.1).

Solving the CME, however, is riddled with problems. Analytically, the CME is generally intractable,
except for networks of unimolecular reactions (i.e., when

∑N
i=1 ν

−
i,µ ≤ 1 ∀µ in Eq. 2.1). Such

networks are called linear reaction networks since the propensities are linear in the population. For
networks with even a single bimolecular or higher order reaction (i.e., if

∑N
i=1 ν

−
i,µ > 1 for at least

one reaction in Eq. 2.1), the solution of the CME is analytically not accessible, except in special
cases. Such networks are called nonlinear reaction networks since at least one of the propensities
is nonlinear in the population.

Numerically simulating the CME using, for example, finite differences is also infeasible for large
networks due to the high dimensionality of the domain of the probability distribution P (n, t),
which leads to an exponential increase in computational and memory cost with network size. These
problems, however, can be circumvented using Gillespie’s stochastic simulation algorithm (SSA), a
kinetic Monte Carlo scheme [9, 10, 11, 12, 13, 2, 14, 3]. In SSA, the probability P (n, t) whose time
evolution is given by the CME is replaced by the joint probability of a reaction event p(τ, µ | n(t)),
defined as

p(τ, µ | n(t))dτ = Probability that the next reaction is µ and it fires in

[t+ τ, t+ τ + dτ) given n at time t. (2.23)

This probability p is derived as follows: Consider that the time interval [t, t + τ ] is divided into
k equal intervals of length τ

k plus a last interval (k + 1) of length dτ (Fig. 2.2). The definition

Figure 2.2: Division of the time interval [t, t+ τ + dτ) into k + 1 intervals. Here, t represents the current
time. The only reaction firing is reaction µ in the (k + 1)th infinitesimally small time interval

[t+ τ, t+ τ + dτ).

(Eq. 2.23) of p(τ, µ | n(t)) dictates that no reactions occur in each of the first k intervals and that
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reaction µ fires once in the last interval. Therefore, using Eqs. 2.15 and 2.16

p(τ, µ | n(t))dτ =

[
1− a(n)

τ

k
+O

(
τ2

k2

)]k [
aµ(n)dτ +O

(
dτ2
)]
.

Dividing both sides of the equation by dτ and taking the limit limdτ→0 we obtain

p(τ, µ | n(t)) =

[
1− a(n)

τ

k
+O

(
τ2

k2

)]k
aµ(n).

Taking the limit limk→∞, and noting that limk→∞O
(
τ2

k2

)
= 0, we get

p(τ, µ | n(t)) = e−a(n)τaµ(n). (2.24)

Summing Eq. 2.24 over all reactions (summing over µ) we get the marginal probability density
function of τ as

p(τ | n(t)) =

M∑

µ=1

aµ(n)e−a(n)τ

= a(n)e−a(n)τ . (2.25)

Similarly, integrating Eq. 2.24 over τ ’s we get the marginal probability distribution function of µ
as

p(µ | n(t)) =

∫ ∞

0

aµ(n)e−a(n)τdτ

=
aµ(n)

a(n)
. (2.26)

From Eqs. 2.24, 2.25 and 2.26 we observe that

p(τ, µ | n(t)) = p(τ | n(t)) p(µ | n(t)) (2.27)

thus inferring that µ and τ are statistically independent random variables.
Sampling from Eq. 2.24 constitutes a stochastic simulation of the underlying chemical reaction
network. By sampling a reaction event and propagating the simulation in time according to Eq. 2.24,
we obtain exact, time resolved trajectories of the population n as governed by the CME. The SSA,
however, is a Monte Carlo scheme and hence several independent runs need to performed in order
to obtain a stable representation of the probability function P (n, t). In Chapter ?? we describe
the different implementations or formulations of the SSA used to simulate chemical kinetics, and
we review their computational costs. Subsequently, in Chapter 2.4 we will present a more efficient
class of SSA formulations called partial-propensity methods that use a novel quantity called partial
propensity instead of the conventional reaction propensities.

2.3 Exact SSA

All formulations of Gillespie’s SSA aim to simulate chemical kinetics by sampling the random
variables τ (time to the next reaction) and µ (index of the next reaction) according to Eq. 2.24
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and propagating the state of the chemical system in time. Since SSA is a Monte Carlo scheme,
several independent runs of each simulation need to be performed in order to estimate the state
(population) probability function P (n, t).
Existing SSA formulations can be classified into exact and approximate methods. Exact methods
sample from the joint probability distribution in Eq. 2.24. These formulations include the first
reaction method (FRM) [2], the direct method (DM) [14], Gibson-Bruck’s next-reaction method
(NRM) [1], a Gibson-Bruck variant of the DM [1], the optimized direct method (ODM) [15], the
sorting direct method (SDM) [16], the logarithmic direct method (LDM) [17] and the composition-
rejection formulation (SSA-CR) [18]. Approximate SSA formulations provide better computational
efficiency for larger numbers of molecules by sampling from an approximation to the joint probability
distribution in Eq. 2.24. These methods include τ -leaping [19, 20, 21, 22], kα-leaping [19], R-
leaping [23], L-leap [24], K-leap [25], the slow-scale method [26], and implicit τ -leaping [27].
In the following, we focus on exact SSA formulations, but briefly also mention the fundamental
idea, benefits and limitations of approximate SSAs towards the end of this chapter.
Exact SSA formulations sample µ and τ from Eq. 2.24, and only one reaction µ is executed per
time step. The time step size τ is itself a random variable. The population state of the chemical
system is subsequently updated. The fundamental steps in every exact SSA formulation are thus:

1. Sample τ and µ from Eq. 2.24.

2. Update population n.

3. Recompute the reaction propensities aµ.

Various algorithms have been developed to perform these steps, and they constitute different SSA
formulations with different computational costs. We quantify computational cost by the CPU time
needed to execute one reaction event. The computational cost of any SSA formulation depends on
the coupling class of the simulated reaction network. We provide here a review of various exact
SSA formulations and analyze their computational costs as a function of the coupling class of the
reaction network.

2.3.1 The first reaction method (FRM)

FRM [2] is one of the earliest exact SSA formulations. In this formulation, the time τµ when
reaction µ fires next is computed according to the probability function

p(τµ | n(t)) = aµ e−aµτµ (2.28)

using the inversion method. Subsequently, the next reaction µ is chosen to be the one with the
minimum τµ, and the time τ to the next reaction is set to the minimum τµ. The algorithm is given
in Table 2.1.
The computational cost of FRM is O(M) [1, 15, 28, 29] where M is the number of reactions in
the network. This is due to steps 2 and 4 (see Table 2.1), both of which have a runtime of O(M):
step 2 involves generating M random numbers and step 4 involves recomputing all M reaction
propensities.
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1. Set t ← 0; initialize n, aµ ∀µ, and a

2. Sample τµ according to Eq. 2.28 for each reaction µ: For each reaction generate an i.i.d.
uniform random number rµ ∈ [0, 1) and compute τµ ← −a−1

µ log(rµ). τ ← min{τ1, . . . , τM}

3. µ← the index of minimum{τ1, . . . , τM}

4. Update: n ← n + νµ, where νµ is the stoichiometry of reaction µ; recompute all aµ and a

5. t ← t + τ ; go to step 2

Table 2.1: Algorithm for the first reaction method (FRM)

2.3.2 The direct method (DM)

DM [14] samples the next reaction index µ according to Eq. 2.26 using linear search over the reaction
propensities. The time τ to the next reaction is sampled according to Eq. 2.25. The algorithm is
given in Table 2.2.

1. Set t ← 0; initialize n, aµ ∀µ, and a

2. Sample µ using linear search according to Eq. 2.26: generate a uniform random number
r1 ∈ [0, 1) and determine µ as the smallest integer satisfying r1 <

∑µ
µ′=1 aµ′/a

3. Sample τ according to Eq. 2.25: generate a uniform random number r2 ∈ [0, 1) and compute
τ as τ ← −a−1 log(r2)

4. Update: n ← n + νµ, where νµ is the stoichiometry of reaction µ; recompute all aµ and a

5. t ← t + τ ; go to step 2

Table 2.2: Algorithm for the direct method (DM)

The computational cost of DM is also O(M) [1, 15, 28, 29]. This is due to steps 2 and 4 in the
algorithm (see Table 2.2), both of which have a worst-case runtime of O(M). In terms of absolute
runtimes, however, DM is more efficient that FRM since it does not involve the expensive step of
generating M random numbers for each reaction event.

2.3.3 Next reaction method (NRM)

NRM [1] is an improvement over FRM in which the M − 1 unused reaction times are suitably
reused, and efficient data structures such as indexed minimum priority queues [1] and dependency
graphs are introduced. The indexed priority queue is used to efficiently find the minimum among
all τµ; the dependency graph is a data structure that stores for each reaction the indices of the
propensities that have to be recomputed upon firing of this reaction (see Sec. ??). This avoids
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having to recompute all aµ after every reaction event. The formulation of NRM is in terms of the
absolute time to the next reaction τg instead of the relative time to the next reaction τ that is used
in DM and FRM. The algorithm of NRM is given in Table 2.3.

1. Set t ← 0; initialize n, the dependency graph, aµ ∀µ, and a

2. For each reaction µ generate a uniform random number r1 ∈ [0, 1) and compute as τg
µ ←

−a−1
µ log(r1). Store these τg

µ ’s in a minimum priority queue, indexed by the reaction label

3. The reaction µ with the minimum τg
µ can be found at the top of the priority queue. Set

τg ← τg
µ

4. Update: n ← n + νµ, where νµ is the stoichiometry of reaction µ

5. Set t← τg

6. For all reactions i whose propensities change upon firing of reaction µ (i.e., the destination
nodes of all directed edges leaving node µ in the dependency graph):

6.1. Recompute the propensity ai. Store the old propensity in aold

6.2. if i 6= µ, set τg
i ← t+ aold

ai
(τg
i − t)

6.3 if i = µ, set τg
i ← t− a−1

i log(r2), where r2 is a uniform random number in [0, 1)

6.4 Update the priority queue with the new value of τg
i for reaction i

7. Go to step 3

Table 2.3: Algorithm for the next reaction method (NRM)

The data structures in NRM, together with the reuse of reaction times, reduce the computational
cost to O(dc log2M), where dc is the degree of coupling of the reaction network. This scaling of
the computational cost is due to step 6 in Table 2.3. In this step, a maximum of dc reaction times
need to be recomputed. Additionally, every change involves ensuring that the tree structure of
minimum priority queue has nodes that always carry smaller reaction times than their children.
The computational cost of this update operation is O(log2M) and hence the overall cost of step 6 is
O(dc log2M). For strongly coupled networks, dc is a function ofM and is O(M). The computational
cost of NRM is thus O(M log2M) for strongly coupled networks. Even for some weakly coupled
networks for which dc �M and is O(1), the computational cost of NRM has been empirically
shown to be O(M) [15]. This is due to the additional overhead, memory-access operations, and
cache misses introduced by the complex data structures (indexed priority queue, dependency graph)
of NRM. The absolute runtime of NRM is, however, still superior to that of FRM and DM.

2.3.4 Optimized direct method (ODM)

ODM [15] is an improvement over DM where the reactions are approximately sorted in descending
order of firing frequency. Like DM, ODM uses linear search to sample the index of the next reaction
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and the reordering makes it more probable to find the next reaction close to the beginning of the
list, reducing the average search depth. ODM estimates the firing frequencies of all reactions
during a short pre-simulation run of about 5–10% of the length of the entire simulation [15, 16]. In
order to reduce the cost of updating the propensities after a reaction has fired, ODM also uses a
dependency graph. The algorithm of ODM is similar to that of DM (see Table 2.2) except that the
propensities of the reactions are stored in the descending order of their estimated firing frequency.
Irrespective of the degree of coupling of the network, the computational cost of ODM is O(M),
which was also empirically confirmed in benchmarks [15]. The absolute runtimes of ODM, however,
are smaller than those of DM and NRM [15], especially for multiscale (stiff) reaction networks
whose propensities span several orders of magnitude. In stiff networks, few reactions fire much
more frequently than all others, and having the frequent reactions at the top of the list greatly
reduces the average search depth in the linear search.

2.3.5 Sorting direct method (SDM)

SDM [16] is a variant of ODM that does not use pre-simulation runs, but dynamically shifts up a
reaction in the reaction list whenever it fires (“bubbling up” of the more frequent reactions). Like
ODM, SDM is also especially efficient for multiscale reaction networks. Among multiscale reaction
networks, the strategy of dynamically sorting the reactions is especially suited to deal with temporal
changes in firing frequency that ODM fails to capture. The algorithm of SDM is given in Table 2.4.

The strategy of dynamically sorting the reactions reduces the prefactor of the computational cost
of SDM compared to that of ODM, but the scaling remains O(M) [16], irrespective of the degree
of coupling of the network [28, 29].
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1. Set t ← 0; initialize n, aµ ∀µ, a, the change to the total propensity ∆a← 0, the dependency
graph and ordering list l such that lj = j for j = 1, . . . ,M .

2. Sample µ using linear search according to Eq. 2.26: generate a uniform random number
r1 ∈ [0, 1) and determine j as the smallest integer satisfying r1 <

∑j
j′=1 alj′/a. Set µ← j

3. If j 6= 1, swap lj and lj−1

4. Sample τ according to Eq. 2.25: generate a uniform random number r2 ∈ [0, 1) and compute
τ as τ ← −a−1 log(r2)

5. Update: n ← n + νµ, where νµ is the stoichiometry of reaction µ

6. For all reactions i whose propensities change upon firing of reaction µ (i.e., the destination
nodes of all directed edges leaving node µ in the dependency graph):

6.1. Update ∆a← ∆a− ai
6.2. Recompute the propensity ai

6.3. Update ∆a← ∆a+ ai

7. Set a← a+ ∆a

8. t ← t + τ and set ∆a← 0; go to step 2

Table 2.4: Algorithm for the sorting direct method (SDM)

2.3.6 Logarithmic direct method (LDM)

LDM [17] uses a binary search tree (recursive bisection) on an ordered linear list of cumulative

sums of propensities sj =
∑j
µ′=1 aµ′ , j = 1, . . . ,M and s0 = 0, to find the next reaction µ. The

algorithm for LDM is given in Table 2.5.
The binary search tree to sample the next reaction index reduces the search depth to O(log2M).
Irrespective of the degree of coupling, however, the update step (Step 6 in Table 2.5) is O(M)
since on average (M + 1)/2 and in the worst case M cumulative sums of propensities need to be
recomputed, rendering the computational cost of LDM O(M).
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1. Set t ← 0; initialize n, aµ ∀µ, the dependency graph and the partial sums sj

2. Sample µ using recursive bisection search according to Eq. 2.26: generate a uniform random
number r1 ∈ [0, 1) and perform binary search until sµ−1 ≤ sMr1 = ar1 < sµ where a = sM is
the total propensity of all reactions

3. Sample τ according to Eq. 2.25: generate a uniform random number r2 ∈ [0, 1) and compute
τ as τ ← −a−1 log(r2)

4. Update: n ← n + νµ, where νµ is the stoichiometry of reaction µ

5. Using the dependency graph, find the smallest reaction index i whose propensity is affected
by µ

6. for j = i . . .M

6.1. Recompute sj

7. t ← t + τ ; go to step 2

Table 2.5: Algorithm for the logarithmic direct method (LDM)

2.3.7 Composition-rejection method (SSA-CR)

SSA-CR [18] uses composition-rejection sampling to determine the index of the next reaction.
Composition-rejection sampling [30, 18, 29] is a way of sampling realizations of a random variable
according to a given probability function. In SSA, the discrete probability function to sample the
next reaction index µ is p(µ | n(t)) (see Eq. 2.26). The sampling process starts by binning the
propensities ai according to their value, and then proceeds in two steps: The composition step is
used to identify the bin by linear search, the rejection step is used to identify the aµ, and hence the
next reaction index µ, inside that bin.
In SSA-CR, the propensities ai are sorted into Ga = log2(amax/amin) + 1 bins such that bin b
contains all ai where b is determined by the condition: 2b−1amin ≤ ai < 2bamin. The constants amin

and amax are the smallest non-zero and largest value that any of the ai’s can assume during the
simulation. The value of amin is given by the minimum specific probability rate among all reactions
in the network. The value of amax can be estimated by using physical reasoning. In cases where
such an estimation is not possible, the number of bins Ga can also be dynamically increased during
the simulation.
In SSA-CR, sampling the next reaction index µ proceeds in two steps: (1) composition sampling
using linear search over the Ga bins and a uniform random number in [0, 1) to identify the bin b
such that

b = min


b′ : r1a <

b′∑

i=1

αi


 , (2.29)

where the total propensity αb of each bin is computed by summing up the ai’s in bin b, and
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subsequently (2) rejection (also known as acceptance-rejection) sampling to identify the reaction
index µ in that bin b. This is done by generating a uniformly distributed random number r2 in
[0, 2bamin) and a uniformly distributed random integer r3 between 1 and the number of elements
in bin b. If the rth

3 element in bin b is greater than or equal to r2, the corresponding reaction index
is chosen as the index of the next reaction. If the inequality is not satisfied, the rejection step is
repeated. This procedure is illustrated in Fig. 2.3. Assume that the composition step has chosen
bin 2 as the bin containing the next reaction index. The rejection step then samples uniformly
random points inside the rectangle defining the value range of this bin (bold rectangle). A sample
is accepted if it falls inside one of the shaded bars representing the propensities. If the first sample
(point A in Fig. 2.3 with r3 = 3 and r2 > a2) is rejected, sampling is repeated until the point falls
inside one of the bars (point B in Fig. 2.3 with r3 = 2 and r2 < a4). By binning the propensities as
described above, one ensures that they cover at least 50% of each bin’s total area, ensuring that the
average number of rejection steps needed is less than or equal to two. Once a reaction is executed,
the affected propensities are updated and their bin memberships are reassigned. Reassigning a bin
membership can be achieved in O(1) time. The algorithm for SSA-CR is given in Table 2.6.

Figure 2.3: Illustration of the binning of the reaction propensities in SSA-CR. In this example the
reaction network has six reactions and hence six propensities. The heights of the shaded rectangular bars
indicate the magnitudes of the propensities of the reactions with the corresponding index. Points A and B

are the examples used in the main text to illustrate rejection sampling.

The computational cost of SSA-CR is O(Ga) for weakly coupled reaction networks. This is due to
step 2.1 in Table 2.6 that involves a linear search over the Ga bins to identify the bin containing the
index of the next reaction. In cases where the ratio of maximum to minimum non-zero propensity
is constant, rendering Ga O(1), the computational cost of SSA-CR reduces to O(1). For strongly
coupled reaction networks, the computational cost of SSA-CR is O(M) since the degree of coupling
of a strongly coupled network is O(M) and hence the cost of the update step (Step 5 in Table 2.6)
because O(M) dominates the overall cost.
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1. Set t ← 0; initialize n, aµ ∀µ, a, and the dependency graph. Sort the aµ’s into Ga bins as
described in Sec. 2.3.7. Initialize amin, amax and set ∆a← 0

2. Sample µ using composition-rejection sampling according to Eq. 2.26:

2.1. Composition step: Generate a uniform random number r1 ∈ [0, 1) and perform a linear
search over the Ga bins to sample the bin index b containing the next reaction according
to Eq. 2.29

2.2. Rejection step: Generate a uniform random number r2 ∈ [0, 2bamin) and a uniform
random integer between 1 and the number of elements in bin b. If the rth

3 element in bin
b is greater than or equal to r2, the corresponding reaction index is chosen as the index
of the next reaction µ. If the inequality is not satisfied, repeat the rejection step

3. Sample τ according to Eq. 2.25: generate a uniform random number r2 ∈ [0, 1) and compute
τ ← −a−1 log(r2)

4. Update: n ← n + νµ, where νµ is the stoichiometry of reaction µ

5. For all reactions i whose propensities change upon firing of reaction µ (i.e., the destination
nodes of all directed edges leaving node µ in the dependency graph):

5.1. Update ∆a← ∆a− ai
5.2. Recompute the propensity ai and reassign the bin membership of ai if needed

5.3. Update ∆a← ∆a+ ai

6. Set a← a+ ∆a

7. t ← t + τ and set ∆a← 0; go to step 2

Table 2.6: Algorithm for the SSA with composition-rejection sampling (SSA-CR)

2.3.8 Summary of the computational costs and memory requirements of
these exact SSA formulations

Computational cost: The computational costs of all the aforementioned exact SSA formulations
are O(M) for strongly coupled reaction networks [28]. For weakly coupled networks, however, some
are significantly more efficient and can be O(log2M) or even O(1) [28, 1, 18].

Memory requirement: The memory requirements of all aforementioned exact SSA formulations
are O(M) when not using a dependency graph. When using a dependency graph, this can be O(M2)
for strongly coupled networks, but is always O(M) for weakly coupled ones.
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2.4 Partial-propensity exact SSA

The computational cost of exact SSA formulations depends on the property of the chemical reaction
network. To predict the computational cost of exact SSA formulations, we classify reaction networks
into two classes: strongly coupled and weakly coupled. Any chemical reaction network with N species
and M reactions can be represented by its dependency graph. Each node in this graph represents
a chemical reaction and a directed edge is drawn from node p to node q if firing of reaction p
affects the copy number of any of the reactants of reaction q. In this representation, we quantify
the degree of coupling of the reaction network as the maximum number of edges leaving any node,
i.e., the maximum out-degree of the dependency graph. We define weakly coupled networks as
those in which the degree of coupling is bounded by a constant with increasing network size.
Strongly coupled networks have a degree of coupling that increases unboundedly with network size.
The computational cost of exact SSA formulations depends on the coupling class of the reaction
network. For weakly coupled reaction networks the computational cost (CPU time) has been
reduced to O(1) [18] under the assumption that the ratio of maximum to minimum propensity is
bounded by a constant. For strongly coupled networks, however, the computational cost of exact
SSAs remains O(M). For details see Chapter ??.

We present here a new class of exact SSA formulations using the novel concept of partial propen-
sities. In doing so, we limit ourselves to networks of elementary reactions under the premise that
non-elementary reactions can be broken down to elementary ones at the expense of an increase
in network size [3, 31, 32] (see Appendix ??). In Sec. 2.4.1 we introduce partial propensities. In
Sec. 2.4.2 we introduce the concept of partial-propensity formulations. Using partial propensities we
first describe the partial-propensity direct method (PDM) in Sec. 2.4.3. The computational cost of
PDM is O(N) (i.e., linear in the number of chemical species) irrespective of the degree of coupling
of the reaction network. In Sec. 2.4.5 we present the partial-propensity SSA with composition-
rejection sampling (PSSA-CR) that further reduces the computational cost for weakly-coupled
networks to O(1). Finally, we summarize the partial-propensity formulations as a family of SSAs
with algorithmic building blocks that naturally constitute the different formulations.

2.4.1 The partial propensity of a reaction

We define the partial propensity of a reaction with respect to one of its reactants as the propensity

per molecule of this reactant. For example, the partial propensity π
(i)
µ of reaction µ with respect

to (perhaps the only) reactant Si is aµ/ni, where aµ is the propensity of reaction µ and ni is the
number of molecules of Si. The partial propensities of the three elementary reaction types are:

• Bimolecular reactions (Si + Sj → Products): aµ = ni nj cµ and π
(i)
µ = nj cµ, π

(j)
µ = ni cµ.

If both reactants are of the same species, i.e. Si = Sj , only one partial propensity exists,

π
(i)
µ = 1

2 (ni − 1)cµ because the reaction degeneracy is 1
2ni(ni − 1).

• Unimolecular reactions (Si → Products): aµ = ni cµ and π
(i)
µ = cµ.

• Source reactions (∅ → Products): aµ = cµ and π
(0)
µ = cµ.
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2.4.2 The concept of partial-propensity SSA formulations

Partial-propensity formulations use partial propensities and group them in order to sample the
index of the next reaction and to update the partial propensities after a reaction has fired. For
the sampling step, the partial propensities are grouped according to the index of the factored-out
reactant, yielding at most N + 1 groups of size O(N). Sampling then proceeds in two steps: we
first sample the index of the group before sampling the actual partial propensity inside that group.
This sampling procedure can also be interpreted as sampling reaction partners. The first step
involves sampling a reactant before sampling its reaction partner. This grouping scheme reduces
the number of operations needed for sampling the next reaction using a concept that is reminiscent
of cell lists [33].
After the selected reaction has been executed, we use a dependency graph over species, rather
than reactions, to find all partial propensities that need to be updated. The dependency graph
over species acts as a pointer to the partial propensities that need to be updated upon change
in population of a certain species. This is possible because partial propensities depend on the
population of at most one species, and it is analogous to a Verlet list [34]. This limits the number
of updates to O(N). In addition, partial propensities of unimolecular reactions are constant and
never need to be updated. In weakly coupled networks, where the degree of coupling is O(1),
the scaling of the computational cost of the update becomes equal to that of methods that use
dependency graphs over reactions, such as SSA-CR [18] (see Sec. 2.3.7), ODM [15] (see Sec. 2.3.4),
and SDM [16] (see Sec. 2.3.5).
We illustrate the concept of partial propensity methods using a simple protein aggregation exam-
ple. Consider proteins that aggregate to form at most tetrameric complexes. There are N = 4
species in the reaction network: monomers (S1), dimers (S2), trimers (S3), and tetramers (S4). All
species except tetramers can aggregate in all possible combinations to form multimeric complexes
(4 bimolecular reactions). In addition, all multimeric complexes can dissociate into any possible
combination of two smaller units (4 unimolecular reactions) and monomers are constantly produced
(1 source reaction). The reaction network is given by the following 9 reactions

Reaction 1 : Ø −→ S1

Reaction 2 : S1 + S1 −→ S2

Reaction 3 : S1 + S2 −→ S3

Reaction 4 : S1 + S3 −→ S4

Reaction 5 : S2 + S2 −→ S4

Reaction 6 : S2 −→ S1 + S1

Reaction 7 : S3 −→ S1 + S2

Reaction 8 : S4 −→ S1 + S3

Reaction 9 : S4 −→ S2 + S2.

(2.30)

This reaction network is described by M = 9 partial propensities (π
(0)
1 ), (π

(1)
2 , π

(1)
3 , π

(1)
4 ), (π

(2)
5 ,

π
(2)
6 ), (π

(3)
7 ), (π

(4)
8 , π

(4)
9 ). Grouping the partial propensities according to the index of the factored-

out reactant given in the superscript, we obtain 5 (= N + 1) groups as indicated by the parentheses.
Along with each group, we store the sum of all partial propensities inside it. We first sample the
group that contains the next reaction before finding the corresponding partial propensity inside
that group. Assume that in our example reaction 7 is to fire next. Different search algorithms can
be used for this task. Using linear search, for instance, the search depth to find the group index

is 4 and the search depth to find the partial propensity (π
(3)
7 ) is 1. Linear search thus requires 5
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operations to sample the next reaction in this network of 9 reactions. The average linear search
depth for sampling the next reaction in this example is 37/9 ≈ 4.1, if all reaction propensities are
equal.

2.4.3 The partial-propensity direct method (PDM)

In PDM, the index of the next reaction µ is sampled using linear search over groups and subsequently
over elements in the group. The sampling procedure is algebraically equivalent to that of Gillespie’s
direct method (DM). The novelties in PDM are the use of partial propensities and efficient data
structures that reduce the number of operations needed to sample µ and to update the partial
propensities. The time to the next reaction τ is sampled as in DM.

2.4.3.1 Detailed description

All partial propensities are stored in the “partial-propensity structure” Π = {Πi}Ni=0 as a one-
dimensional array of one-dimensional arrays Πi. Each array Πi contains the partial propensities
belonging to group i. The partial propensities of source reactions are stored as consecutive entries
of the 0th array Π0. The partial propensities of all reactions that have species S1 as one of its
reactants are stored as consecutive entries of Π1. In general, the ith array Πi contains the partial
propensities of all reactions that have Si as a reactant, provided these reactions have not yet been
included in any of the previous Πj<i. That is, out of the two partial propensities of a reaction µ

with Si and Sj as reactants, π
(i)
µ is part of Πi if i < j, and π

(j)
µ is not stored anywhere. In order for

Π to be independent of the numbering of the reactants, we first renumber the species such that Si is
the species involved as a reactant in ith-most reactions. This ordering also minimizes the number of
required update operations. Π needs to be constructed only once, at the beginning of a simulation.
The steps to automatically build Π from the stoichiometry matrix are outlined in Table 2.7.

Since the different Πi’s can be of different length, storing them as an array of arrays is more
(memory) efficient than using a matrix (i.e., a two-dimensional array). The reaction indices of the
partial propensities in Π are stored in a look-up table L = {Li}Ni=0, which is also an array of arrays.
This makes every reaction µ identifiable by a unique pair of indices, a group index I and an element
index J , such that the partial propensity of reaction µ = LI,J is stored in ΠI,J .

We further define the “group-sum array” Λ, storing the sums of the partial propensities in each
group Πi, thus Λi =

∑
j Πi,j , i = 0, . . . , N . In addition, we also define Σ, the array of the total

propensities of all groups, as Σi = niΛi, i = 0, . . . , N , and set the population n0 of the reservoir
in the source reactions to 1. The total propensity of all reactions is then a =

∑N
i=0 Σi. The use

of Λ avoids having to recompute the sum of all partial propensities in Πi after one of them has
changed. Rather, the same change is also applied to Λi, and computing the new Σi only requires a
single multiplication by ni. Using these data structures and a single uniformly distributed random
number r1 ∈ [0, 1), the next reaction µ can efficiently be sampled in two steps: (1) sampling the
group index I such that

I = min


I ′ : r1a <

I′∑

i=0

Σi


 (2.31)



2.4. PARTIAL-PROPENSITY EXACT SSA 27

1. Initialize the reactant stoichiometry matrix ν−, the initial population n(0), and the specific
probability rates c. Reorder all stoichiometry matrices such that the ith row corresponds to
the species involved as a reactant in ith-most reactions.

2. Using ν−, build a list of all reactants in each reaction. For reaction µ, the reactants have a
non-zero entry in ν−µ . If all species have a zero reactant stoichiometry then the reactant index
is 0 and the reaction is a source reaction.

3. For each reaction, go through the list of reactants:

3.1 If the number of distinct reactants in a reaction is 2, compute the partial propensity of
this reaction by factoring out the population of the species with the smaller index i from
the full reaction propensity. Append this partial propensity to Πi.

3.2 If the number of reactants in a reaction is 1, then check

3.2.1 If it is a biomolecular reaction between the same species Si, store the corresponding
partial propensity in Πi.

3.2.2 If it is a unimolecular reaction with only species Si as a reactant, store the partial
propensity in Πi.

3.2.3 If it is a source reaction (i = 0), store the partial propensity in Π0.

4. Stop.

Table 2.7: Algorithm for constructing the partial-propensity structure Π

and (2) sampling the element index J in ΠI such that

J = min


J ′ : r1a <

J′∑

j=1

nIΠI,j +

(
I∑

i=0

Σi

)
− ΣI


 . (2.32)

(see Appendix ?? for a proof of the equivalence of this sampling scheme to that of DM.) Using the
temporary variables

Φ =

I∑

i=0

Σi, Ψ =
r1a− Φ + ΣI

nI
, (2.33)

Eq. 2.32 can be efficiently implemented as

J = min


J ′ : Ψ <

J′∑

j=1

ΠI,j


 . (2.34)

The indices I and J are then translated back to the reaction index µ using the look-up table L,
thus µ = LI,J .
To execute a sampled reaction, n, Π, Λ, and Σ need to be updated. This is efficiently done using
three update structures:
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U(1) is an array of M arrays, where the ith array contains the indices of all species involved in the
ith reaction.

U(2) is an array of M arrays containing the corresponding stoichiometry (the change in population
of each species upon reaction) of the species stored in U(1). U(1) and U(2) constitute the
sparse representation of the stoichiometry matrix ν.

U(3) is an array of N arrays, where the ith array contains the indices of all entries in Π that depend
on ni, thus:

U(3) =





U
(3)
1 =

[(
i11, j

1
1

) (
i12, j

1
2

)
. . . . . . . . .

]

U
(3)
2 =

[(
i21, j

2
1

) (
i22, j

2
2

)
. . .
]

...

U
(3)
N =

[
iN1 , j

N
1 iN2 , j

N
2 . . . . . .

]
.

(2.35)

When a reaction is executed, the populations of the species involved in this reaction change. Hence,
all entries in Π that depend on these populations need to be updated. After each reaction, we use
U(1) to determine the indices of all species involved in this reaction. The stoichiometry is then
looked up in U(2) and the population n is updated. Subsequently, U(3) is used to locate the
affected entries in Π and recompute them. The two data structures U(1) and U(2) are a sparse
representation of the stoichiometry matrix, and U(3) represents the dependency graph over species.
Since the partial propensities of unimolecular and source reactions are constant and need never be
updated, U(3) only contains the indices of the partial propensities of bimolecular reactions. The size
of U(3) is a factor of O(N) smaller than that of the corresponding dependency graph over reactions,
since partial propensities depend on the population of at most one species. Figure 2.4 summarizes
the data structures used in PDM for an example reaction network. The complete algorithm is given
in Table 2.8. Overall, PDM’s computational cost is O(N) and its memory requirement is O(M),
irrespective of the degree of coupling of the simulated network (see Sec. 2.4.4.1).
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1. Initialization: set t ← 0; initialize n, Π, Λ, Σ; a ← ∑N
i=0 Σi; ∆a ← 0; generate L, U(1),

U(2), and U(3)

2. Sample µ: generate a uniform random number r1 ∈ [0, 1) and determine the group index I
and the element index J according to Eqs. 2.31, 2.33, and 2.34; µ ← LI,J

3. Sample τ : generate a uniform random number r2 ∈ [0, 1) and compute the time to next
reaction τ as τ ← a−1 ln(r−1

2 )

4. Update n: for each index k of U
(1)
µ , l ← U

(1)
µ,k and nl ← nl + U

(2)
µ,k

5. Update Π, Λ, Σ and compute ∆a, the change in a:

For each index k of U
(1)
µ , do:

5.1. l ← U
(1)
µ,k

5.2. For each index m of U
(3)
l , do:

5.2.1. (ilm, j
l
m) ← U

(3)
l,m (Eq. 2.35)

5.2.2. Πilm,j
l
m
← Πilm,j

l
m

+ cµ′U
(2)
µ,k, µ′ = Lilm, jlm if l 6=ilm

Πilm,j
l
m
← Πilm,j

l
m

+ 1
2cµ′U

(2)
µ,k, µ′ = Lilm, jlm if l=ilm

5.2.3. Λilm ← Λilm + cµ′U
(2)
µ,k, µ′ = Lilm, jlm if l 6=ilm

Λilm ← Λilm + 1
2cµ′U

(2)
µ,k, µ′ = Lilm, jlm if l=ilm

5.2.4. Σtemp ← Σilm
5.2.5. Σilm ← nilmΛilm
5.2.6. ∆a ← ∆a + Σilm − Σtemp

5.3. ∆a ← ∆a + nlΛl − Σl; Σl ← nlΛl

6. Update a and increment time: a ← a + ∆a; ∆a ← 0; t ← t + τ

7. Go to step 2

Table 2.8: Detailed algorithm for the partial-propensity direct method PDM.
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Figure 2.4: (a) Illustration of the data structures in PDM for the example reaction network shown in (b).
Note that there may be arrays Πi, i = 1, . . . , N , containing at most one negative entry if the

corresponding ni = 0. Indeed, in this example, Π2,1 < 0 and Λ2 < 0 if n2 = 0. This, however, poses no
problem in sampling I and J as all Σi for which ni = 0 are zero and hence the corresponding group

indices I are never selected.

2.4.4 The sorting partial-propensity direct method (SPDM)

The sorting partial-propensity direct method (SPDM) is the partial-propensity variant of SDM [16].
In SPDM, the group and element indices I and J are bubbled up whenever the reaction µ = LI,J
fires. The reordered indices are stored in an array for I, and an array of arrays of the size of Π for
the J ’s. This requires an additional N +M memory, but further reduces the average search depth
to sample the next reaction, especially for multiscale (stiff) networks. The computational cost of
SPDM is also O(N), but with a possibly reduced pre-factor (see Sec. 2.4.4.1).

2.4.4.1 Computational cost and memory requirements

The computational cost of PDM is governed by the following steps: (a) sampling the index of the
next reaction and (b) updating the population n and the partial-propensity structure Π. The
scaling of the computational cost of SPDM is the same as that of PDM. In terms of absolute
runtimes SPDM, however, is expected to be more efficient than PDM especially for multiscale
reaction networks.

Computational cost of sampling the index of the next reaction: For any chemical reaction
network with N species, the number of arrays in the partial-propensity structure Π is at most N+1,
which is also the maximum length of Σ and Λ. The number of entries in each array Πi is O(N),
since any species can react with at most N species in bimolecular reactions and undergo at most
O(N) unimolecular reactions. Sampling the index of the next reaction involves two steps: (a) a
linear search for the group index I in Σ and (b) a linear search for the element index J in ΠI .
Since Σ is at most of length N + 1, the first step is O(N). The second step is also O(N), since the
number of elements in Πi is O(N). The overall computational cost of sampling the next reaction
is thus O(N) for networks of any degree of coupling.
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Computational cost of the update: Let the maximum number of chemical species involved in
any reaction (as reactants or products) be given by the constant s. Let us assume that s is O(1)
with increasing system size. This assumption is not restrictive since the number of species involved
in a reaction is unlikely to increase with system size. The computational cost of updating n is
thus s ∈ O(1). In PDM, only the partial propensities of bimolecular reactions need to be updated.
The total number of entries in the third update structure U(3) is, thus, equal to the number of
bimolecular reactions. In addition, the total number of entries in Π that depend on any ni is always
less than or equal to N , as any species Si can only react with itself and the remaining N − 1 species
in bimolecular reactions. Therefore, the upper bound for the total number of partial propensities
in Π to be updated after executing any reaction is sN ∈ O(N).

In summary, the computational cost of PDM is O(N), irrespective of the degree of coupling of the
reaction network (see Sec. 2.4.4.2 for benchmark results).

The memory requirement of PDM is given by the total size of the data structures n, Π, L, Λ, Σ,
U(1), U(2), and U(3).

The partial-propensity structure Π and the look-up table L have the same size. Since every reaction
is accounted for exactly once, each structure requires O(M) memory. Λ, n, and Σ are all at most
of length N + 1 and thus require O(N) memory. The sizes of U(1) and U(2) are O(M), and the
size of U(3) is proportional the number of bimolecular reactions and, hence, O(M) if all reactions
are bimolecular.

In summary, the memory requirement of PDM is O(M). SPDM requires an additional N +M
memory to store the reordered index lists.

2.4.4.2 Benchmarks

We benchmark the computational performance of PDM and SPDM using four chemical reaction
networks that are prototypical of: (a) strongly coupled reaction networks, (b) strongly coupled
reaction networks comprising only bimolecular reactions, (c) weakly coupled reaction networks, and
(d) multiscale biological networks. The first two benchmarks consider strongly coupled networks
where the degree of coupling dc scales with system size (see column “Maximum” under “Degree
of coupling of nodes (dµ)” in Table 2.9). The first benchmark consists of a colloidal aggregation
model. The second benchmark considers a network of only bimolecular reactions, where none of
the partial propensities are constant. In the third benchmark, we compare PDM and SPDM to
SDM on the linear chain model, a weakly coupled reaction network with the minimal degree of
coupling, for which SDM was reported to be very efficient [15, 16]. The fourth benchmark considers
the heat-shock response model, a small multiscale (stiff) biological reaction network of fixed size.

All tested SSA formulations are implemented in C++ using the random-number generator of the
GSL library and compiled using the GNU C++ compiler version 4.0.1 with the O3 optimization
flag. All timings are determined using a nanosecond-resolution timer (the mach absolute time()

system call) on a MacOS X 10.4.11 workstation with a 3 GHz dual-core Intel Xeon processor, 8 GB
of memory, and a 4 MB L2 cache. For each test case we report both the memory requirement and
the average CPU time per reaction (i.e., per time step), Θ. Θ is defined as the CPU time (identical
to wall-clock time in our case) needed to simulate the system up to final time T , divided by the
total number of reactions executed during the simulation, and averaged over independent runs. The
time Θ does not include the initialization of the data structures (step 1 in Table 2.8) as this is done
only once and is not part of the time loop.

We explain the benchmark results in terms of the computational cost of the individual steps of the
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Model Number of Number of Degree of coupling of nodes (dµ)

species (N) reactions (M) Minimum Average Maximum

(min{dµ})
(∑M

µ=1 dµ

M

)
(dc = max{dµ})

CA N
⌊
N2

2

⌋
4N−1

3 2.3N − 4.7 3N − 7

NB N N(N−1)
2 4N − 10 4N − 10 4N − 10

LC N N − 1 1(∗) 2− 1
N−1 ≈ 2 2

HSR 28 61 1 5.9 11

Table 2.9: Properties of the benchmark cases. The number of species, number of reactions, and minimum,
average, maximum out-degree (degree of coupling) of the dependency graph are given for the benchmark
cases defined in Sections 2.4.4.3, 2.4.4.4, 2.4.4.5 and 2.4.4.6: the colloidal aggregation model (CA), the

network of bimolecular reactions (NB), the linear chain model (LC), and the heat-shock response model
(HSR). (∗) In the linear chain model the degree of coupling is 1 only for the last reaction, since its

product is not a reactant anywhere else.

algorithms. We distinguish three steps: (a) sampling the index of the next reaction, (b) updating
the population, and (c) updating the partial propensities (for PDM and SPDM) or the propensities
(for SDM). The computational costs of these steps are quantified separately and the overall timings
are then explained as a weighted sum of:

• Cµ: The number of operations required to sample the index of the next reaction (for PDM,
this is step 2 in Table 2.8).

• Cn: The number of elements of the population n that need to be updated after executing a
reaction (for PDM, this is step 4 in Table 2.8).

• CP: The number of (partial) propensities that need to be updated after executing a reaction
(for PDM, this is step 5.2.2 in Table 2.8).

The expressions for these elementary costs are given in Table 2.10 as determined by independently
fitting models for the scaling of the algorithms to the measured operation counts, averaged over
100 independent runs of each test problem. In all cases, the models used for the computational
cost explain the data with a correlation coefficient of at least 0.98. The benchmark results are
then explained by fitting the weights of the cost superposition aCµ + bCn + cCP to the measured
scaling curves Θ(N) using the expressions given in Table 2.10. In order to preserve the relative
weights of the data points, all fits are done on a linear scale, even though the results are plotted on
a logarithmic scale for two of the benchmarks. All these fits also have a correlation coefficient of at
least 0.98. Explaining the timing results as a superposition of elementary costs allows determining
which part of an algorithm is responsible for a particular speedup or scaling behavior, and what
the relative contributions of the three algorithmic steps are to the overall computational cost.
The memory requirements of the algorithms are reported in Table 2.11 for all benchmark cases.
These numbers were derived analytically from the size of the individual data structures.
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PDM SPDM

Cµ Cn CP Cµ Cn CP
CA 0.49N + 2.0 3 5.2N0.5 − 8.1 0.45N + 0.38 3 5.2N0.5 − 8.1

NB 0.97N − 1.3 4 1.6N − 3.2 0.94N − 4.7 4 1.6N − 3.2

LC 0.50N + 1.0 2 0 1.0N0.5 + 0.79 2 0

HSR 13 3 2.2 3.7 3 2.2

SDM

Cµ Cn CP
CA 0.14N2 + 1.2N − 9.9 N 2.8N − 10

NB 0.33N2 − 0.044N + 0.51 N 4.0N − 10

LC 1.0N0.5 − 0.21 N 2

HSR 2.9 28 8.2

Table 2.10: Number of compute operations needed by the different algorithms (PDM, SPDM, SDM) for
the different test cases (CA: colloidal aggregation model; NB: network of bimolecular reactions; LC: linear
chain model; HSR: heat-shock response model). Cµ is the average number of operations needed to sample
the next reaction µ. Cn is the average number of entries in the population n that need to be updated after
any reaction. CP is the average number of partial propensities (or propensities for SDM) that need to be

updated after any reaction. The operation counts are averaged over all reactions executed during 100
independent runs of each benchmark over the range of N shown in Fig. 2.5. The average numbers are

then fitted with the models given here (with correlation coefficient of at least 0.98 in all cases). See
Fig. 2.6 for the distribution of the number of updates.



34CHAPTER 2. MICROSCOPICMODELING AND SIMULATIONOF REACTION NETWORKS

PDM/SPDM

n, Λ, Σ Π, L, c U(1), U(2) U(3) Total

CA N
⌊
N2

2

⌋
3
⌊
N2

2

⌋
2
⌊
N2

4

⌋
O(N2) = O(M)

NB N N(N−1)
2 4N(N−1)

2 2N(N−1)
2 O(N2) = O(M)

LC N N − 1 2(N − 1) 0 O(N) = O(M)

HSR 28 61 133 24 557

SDM

n c, a dependency graph ν Total

CA N
⌊
N2

2

⌋
1.2N3 − 2.5N2 + 2.3N N

⌊
N2

2

⌋
O(N3) = O(NM)

NB N N(N−1)
2 2N3 − 7N2 + 5N N2(N−1)

2 O(N3) = O(NM)

LC N N − 1 2(N − 1) N(N − 1) O(N2) = O(NM)

HSR 28 61 360 1708 2218

Table 2.11: Total amount of computer memory needed by the different algorithms (PDM, SPDM, SDM)
for the different test cases (CA: colloidal aggregation model; NB: network of bimolecular reactions; LC:

linear chain model; HSR: heat-shock response model). The sizes of all major data structures (c and a are
the arrays of specific probability rates and reaction propensities, respectively; ν is the stoichiometry

matrix; see Sec. 2.4.3 for other definitions) as well as the total memory requirements are given as
determined analytically for all benchmark simulations. SPDM and SDM need additional memory of size
M +N and M , respectively, for the reordered index lists. This, however, does not change the overall

scaling of the total memory requirements.
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2.4.4.3 Strongly coupled reaction network: colloidal aggregation model

We use the colloidal aggregation model [35, 36, 37, 38, 39] as a first example of a strongly coupled
reaction network. The reaction network of the colloidal aggregation model is defined by:

Sn + Sm
cn,m−−−→ Sn+m n+m = 2, . . . , N

Sp+q
c̄p,q−−→ Sp + Sq p+ q = 2, . . . , N. (2.36)

For an even number of species N , the partial-propensity structure for this network is:

Π =





Π0 = (∅)
Π1 =

(
c1,1

n1−1
2 c1,2n2 c1,3n3 . . . c1,N2

nN
2

. . . c1,N−1nN−1

)

Π2 =
(
c̄2,1 c2,2

n2−1
2 c2,3n3 . . . c2,N2

nN
2

. . . c2,N−2nN−2

)

...

ΠN
2

=
(
c̄N

2 ,1
c̄N

2 ,2
. . . c̄N

2 ,
N
4

cN
2 ,

N
2
nN

2

)

...

ΠN =
(
c̄N,1 c̄N,2 c̄N,3 . . . . . . c̄N

2 ,
N
2

)
.

(2.37)

For odd N , the structure looks similar. This reaction network can be used to model, e.g., colloidal
aggregation of solvated proteins, nano-beads, or viruses. For N chemical species it consists of

M =
⌊
N2

2

⌋
reactions and the maximum out-degree of the dependency graph, i.e., the degree of

coupling dc of the network is 3N − 7 and hence scales with system size (see Table 2.9).

The colloidal aggregation model is simulated up to time T = 100 with specific probability rates
cn,m = 1 and c̄p,q = 1. At time t = 0, ni = Nδ1,i. The scaling of Θ for PDM, SPDM, and SDM
with system size is shown in Fig. 2.5a, averaged over 100 independent runs. ΘPDM and ΘSPDM are
O(N0.5) for small N (less than about 100) and O(N) for large N . ΘSDM is O(N2). The pre-factor
of ΘSPDM is similar to that of ΘPDM, since in this network Cµ is not significantly reduced by the
dynamic sorting (Table 2.10). The memory requirements of PDM and SPDM are O(N2) = O(M),
that of SDM is O(N3) = O(NM) (Table 2.11).

In summary, the computational costs of both PDM and SPDM are O(N). This scaling is mediated
by all three cost components. The use of partial propensities renders the scaling of the sampling
cost Cµ O(N) (see Table 2.10). The cost CP for updating the partial propensities is O(N0.5) (Table
2.10), since the use of partial propensities allows formulating a dependency graph over species,
rather than reactions, and unimolecular reactions have constant partial propensities. This leads to
a smaller number of updates needed as shown in Fig. 2.6a.

2.4.4.4 Strongly coupled network of bimolecular reactions

The following hypothetical network of bimolecular reactions:

Sn + Sm
cn,m−−−→ Sp + Sq





n = 1, . . . , N − 1 ; m = n+ 1, . . . , N ;
p = min [{1, . . . , N}\{n,m}] ;
q = min [{1, . . . , N}\{n,m, p}] .

(2.38)
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consists of M = N
2 (N − 1) strongly coupled bimolecular reactions, such that none of the partial

propensities are constant. The partial-propensity structure for this reaction network is:

Π =





Π0 = (∅)
Π1 = (c1,2n2 c1,3n3 c1,4n4 . . . c1,NnN )
Π2 = (c2,3n3 c2,4n4 c2,5n5 . . . c2,NnN )
...
ΠN−1 = (cN−1,NnN )
ΠN = (∅) .

(2.39)

Both the minimum and the maximum out-degrees of the dependency graph in this case are 4N − 10,
scaling faster with N than in the colloidal aggregation model (see Table 2.9).
We simulate this network up to time T = 0.001 with all specific probability rates ci = 1. At t = 0,
ni = 100(δN−4,i + δN−3,i + δN−2,i + δN−1,i + δN,i). The scaling of Θ for PDM, SPDM, and SDM
with system size is shown in Fig. 2.5b, averaged over 100 independent runs. ΘPDM and ΘSPDM are
O(N), whereas ΘSDM is O(N2). The pre-factors of PDM and SPDM are comparable. The memory
requirements of PDM and SPDM are O(N2) = O(M), that of SDM is O(N3) = O(NM) (see Table
2.11).
In summary, the computational costs of PDM and SPDM are O(N) for this strongly coupled,
purely bimolecular network. The scaling is again mediated by all three cost components. Grouping
the partial propensities renders the sampling cost Cµ O(N) (see Table 2.10). Because none of the
partial propensities are constant, the update costs CP of PDM and SPDM are O(N), as in SDM,
albeit with a pre-factor that is ≈ 2.5 times smaller than that in SDM. One reason for this smaller
pre-factor is the smaller number of updates needed upon reactions firing, as shown in Fig. 2.6(b).
This is due to the fact that partial propensities of bimolecular reactions depend on the population
of only one species, which reduces the number of combinations that need to be updated.

2.4.4.5 Weakly coupled reaction network: linear chain model

We benchmark PDM and SPDM on a weakly coupled model in order to assess their limitations in
cases where other SSA formulations might be more efficient. We choose the following linear chain
model

Si
ci−→ Si+1 i = 1, . . . , N − 1 , (2.40)

since it is the most weakly coupled reaction network possible, and it has been used as a model
for isolated signal transduction networks [40]. For M reactions, it involves the number of species
N = M + 1, and the maximum out-degree of the dependency graph is constant at the minimum
possible value of 2 (see Table 2.9), since every reaction at most influences the population of its only
reactant and of the only reactant of the subsequent reaction.
The partial-propensity structure of the linear chain model is given by:

Π =





Π0 = (∅)
Π1 = (c1)
Π2 = (c2)
...
ΠN−1 = (cN−1)
ΠN = (∅) .

(2.41)
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We simulate the linear chain model to a final time of T = 1000 with all specific probability rates
ci = 1. At time t = 0, ni = 10000δ1,i. Figure 2.5c presents the scaling of the CPU time with system
size for PDM, SPDM, and SDM, averaged over 100 independent runs. ΘPDM scales linearly with N
and ΘSPDM with N0.5. ΘSDM is O(N) with a pre-factor that is more than 4 times larger than that
of ΘPDM. This difference in pre-factor is mainly caused by PDM having smaller Cn and CP (Table
2.10). Cµ, however, scales worse for PDM than for SDM due to the dynamic sorting in SDM. This
is overcome in SPDM, where Cµ is O(N0.5), as in SDM. The memory requirements of SPDM and
PDM are O(N) = O(M), that of SDM is O(N2) = O(NM) (Table 2.11).
In summary, the computational costs of PDM and SPDM on the weakly coupled linear chain model
are governed by (a) updating the population n using a sparse stoichiometry representation and
(b) never needing to update the partial propensities of unimolecular reactions. Since the linear
chain model contains only unimolecular reactions, none of the partial propensities ever need to
be updated, leading to an update cost of CP = 0 (see Table 2.10). While we have implemented
SDM according to the original publication [16], we note that if one uses a sparse representation
of the stoichiometry matrix also in SDM, point (a) vanishes and Cn = 2 also for SDM. A sparse-
stoichiometry SDM would thus have the same scaling of the computational cost on the linear chain
model as SPDM, outperforming PDM.

2.4.4.6 Multi-scale biological network: heat-shock response in Escherichia coli

We assess the performance of PDM and SPDM on a small, fixed-size multiscale reaction network.
We choose the heat-shock response model since it has also been used to benchmark previous meth-
ods, including ODM [15] and SDM [16]. The heat-shock response model [41] was obtained from
Dr. Hong Li and Prof. Linda Petzold (UCSB) and is publicly available as part of the StochKit
package [42]. The model describes one of the mechanisms used by the bacterium E. coli to protect
itself against a variety of environmental stresses that are potentially harmful to the structural in-
tegrity of its proteins. The heat-shock response (HSR) system reacts to this by rapidly synthesizing
heat-shock proteins. The heat-shock sigma factor protein σ32 activates the HSR by inducing the
transcription of heat-shock genes. The heat-shock response model is a small multiscale reaction
network (the specific probability rates span 8 orders of magnitude) with N = 28 chemical species,
M = 61 reactions, and a maximum out-degree of the dependency graph of 11 (see Table 2.9). For
a detailed description of the model, we refer to Kurata et al. [41]
We simulate the HSR model for T = 500 seconds. During this time, approximately 46 million
reactions are executed. For a single run, we measure ΘPDM = 0.256µs and ΘSDM = 0.272µs. This
corresponds to a simulated 3.68 million reactions per second of CPU time for SDM and 3.89 million
reactions per second for PDM. Hence, PDM is about 6% faster than SDM. This speed-up is mainly
due to a smaller CP in PDM (see Fig. 2.6(c) for the distribution of updates over all reactions)
since the partial propensities of unimolecular reactions never need to be updated. The speed-up,
however, is modest because Cµ of PDM is ≈ 4.6 times larger than that of SDM (Table 2.10). This is
due to the fact that 95% of all reaction firings are caused by a small subset of only 6 reactions. This
multiscale network thus strongly benefits from the dynamic sorting used in SDM. This advantage is
recovered in SPDM, where Cµ is comparable to that of SDM, and ΘSPDM = 0.245µs (4.08 million
reactions per second). This makes SPDM 11% faster than SDM on this small network.
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Figure 2.5: Computational costs of PDM (circles), SPDM (diamonds), and SDM (squares). See main text
for the simulation parameters and initial conditions used. The average CPU time per reaction (i.e. per

time step), Θ, is shown as a function of system size quantified by the number of species N . Θ is defined as
the CPU time needed to simulate the system up to final time T , divided by the number of reactions

executed during this time, and averaged over 100 independent runs (error bars are smaller than symbol
size). The solid lines are the corresponding least-squares fits of the scaling Θ(N) of PDM, SPDM, and
SDM with the model aCµ + bCn + cCP on a linear scale (see Table 2.10), where a, b, and c are the fitted

constants. (a) Logarithmic plot of the results for the colloidal aggregation model. The fits are: ΘPDM/µs
= 0.0022N + 0.050N0.5 + 0.22, ΘSPDM/µs = 0.0027N + 0.053N0.5 + 0.20, and ΘSDM/µs =

0.00031N2+0.018N+0.31. (b) Logarithmic plot of the results for the network of bimolecular reactions.
The fits are: ΘPDM/µs = 0.038N , ΘSPDM/µs = 0.039N , and ΘSDM/µs = 0.00061N2+0.027N+0.15. (c)

Linear plot of the results for the linear chain model. The fits are: ΘPDM/µs = 0.00065N+0.19, ΘSPDM/µs
= 0.0015N0.5+0.20, and ΘSDM/µs = 0.0029N−0.0025N0.5+0.15. In all cases, the computational cost

Θ(N) of PDM and SPDM is O(N).
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Figure 2.6: Measured distributions of the number of partial propensities (for PDM and SPDM, red line)
or propensities (for SDM, blue line) that need to be updated after firing any reaction of: (a) the colloidal
aggregation model, (b) the network of bimolecular reactions, and (c) the heat-shock response model. Dots

indicate medians, horizontal bars the upper and lower quartiles, and vertical bars the upper and lower
extrema (maximum and minimum). The dotted lines denote the minimum, average and maximum degree

of coupling dc of the reaction networks (see Table 2.9). The number of updates in SDM [16] using a
dependency graph is governed by the degree of coupling of the network. In PDM and SPDM, less updates
need to be performed since partial propensities depend on the population of at most one species and are

constant for unimolecular reactions.
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2.4.4.7 Conclusions

When simulating weakly coupled reaction networks, where the maximum number of reactions that
are influenced by any reaction is constant with system size, the best computational cost of previous
exact SSAs for the sampling step is O(log2M) [1], where M is the total number of reactions, or O(1)
under some additional conditions on the propensity distribution [18]. Using dependency graphs,
also the update step has been reduced to O(1) for weakly coupled networks [15, 16, 18]. For strongly
coupled reaction networks, where the degree of coupling increases with system size and can be as
large as the total number of reactions, all previous exact SSA formulations have a computational
cost that is O(M).
We have introduced a new quantity called partial propensity and have used it to construct two
novel formulations of the exact SSA: PDM and its sorting variant SPDM. Both are algebraically
equivalent to DM and yield the same population trajectories n(t) as to those produced by DM. In
our formulation of partial propensities, we have limited ourselves to elementary chemical reactions.
Since their partial propensities depend on the population of at most one species, both new SSA
formulations have a computational cost that scales at most linearly with the number of species
rather than the number of reactions, independently of the degree of coupling. This is particularly
advantageous in strongly coupled reaction networks, where the number of reactions M grows faster
than the number of species N with system size. For networks of fixed size, PDM and SPDM are
especially efficient when M � N . PDM’s computational cost is O(N), which is made possible by
appropriately grouping the partial propensities in the sampling step and formulating a dependency
graph over species rather than reactions in the update step. Moreover, the partial propensities
of unimolecular reactions and source reactions are constant and never need to be updated. This
further reduces the size of the dependency graph and the computational cost of the update step.
To our knowledge, PDM is the first SSA formulation that has a computational cost that is O(N),
irrespective of the degree of coupling of the reaction network. In the case of multiscale networks,
the absolute computational cost of SPDM is smaller than that of PDM.
We have benchmarked PDM and SPDM on four test cases with various degrees of coupling. The
first two benchmarks considered strongly coupled networks, where the degree of coupling scales
proportionally to the number of species. The third benchmark considered the most weakly coupled
network possible, where several other SSA formulations might be more efficient. Finally, the fourth
benchmark considered a small biological multiscale network. These benchmarks allowed estimating
the scaling of the computational cost with system size and the cost contributions from reaction
sampling, population update, and partial-propensity update. The results showed that (a) the
overall computational costs of PDM and SPDM are O(N), even for strongly coupled networks,
(b) on very weakly coupled networks, SPDM is competitive compared to SDM, (c) on multiscale
networks SPDM outperforms PDM, and (d) the memory requirements of PDM and SPDM are
O(M) in all cases, and hence not larger than those of any other exact SSA formulation.
PDM and SPDM, however, have a number of limitations. The most important limitation is that the
presented formulation of partial propensities is only applicable to elementary chemical reactions.
Higher-order chemical reaction can be broken down into elementary reactions at the expense of
increasing system size (see Appendix ??). In applications such as population ecology or social
science, the idea of partial propensities can, however, only be used if the (generalized) reactions
are at most binary and one species can be factored out, i.e., if the propensity for every reaction
between species Si and Sj can be written as aµ = cµnih̃(nj). Besides this structural limitation, the
computational performance of the particular algorithms presented here can be limited in several
situations. One of them is the simulation of very small networks, where the overhead of the data
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structures involved in PDM and SPDM may not be amortized by the gain in efficiency and a
simulation using DM may be more efficient. In multiscale networks, where the propensities span
several orders of magnitude, PDM is slower than SPDM. In multiscale networks where a small
subset (� N) of all reactions accounts for almost all of the reaction firings, however, the overhead
of the data structures involved in SPDM, including their initialization, may not be amortized by the
gain in efficiency. Finally, PDM and SPDM were designed to have a computational cost that scales
linearly with the number of species rather than the number of reactions. For reaction networks
in which the number of reactions grows sub-linearly with the number of species, this becomes a
disadvantage. In such cases, SSA formulations that scale with the number of reactions are favorable.

Taken together, our results suggest that PDM and SPDM can potentially offer significant perfor-
mance improvements especially in strongly coupled networks, including the simulation of colloidal
aggregation [35, 36, 37, 38, 39], Becker-Döring-like nucleation-and-growth reactions [43], and scale-
free biochemical reaction networks, where certain hubs are strongly coupled [44, 45, 46, 40].

2.4.5 The partial-propensity SSA with composition-rejection sampling
(PSSA-CR)

PDM has a computational cost of O(N) irrespective of the degree of coupling of the reaction
network. However, in practice, and especially for networks of fixed size, it is often difficult to
determine which coupling class a reaction network belongs to. This is because the coupling class is
defined as a function of network size. For fixed-size systems, however, only a single point of that
function is known, requiring additional knowledge to determine the coupling class. There is thus
a need for an exact SSA that combines the favorable scaling of the computational cost of SSA-CR
(Sec. 2.3.7) for weakly coupled networks and of PDM for strongly coupled ones. Here, we use
the concept of partial propensities (see Sections 2.4.1 and 2.4.2) to construct a partial-propensity
variant of SSA-CR, called the partial-propensity SSA with composition-rejection sampling (PSSA-
CR). We show that PSSA-CR has a computational cost of O(1) for weakly coupled networks and
O(N) for strongly coupled networks, thus combining the advantages of PDM and SSA-CR.

The partial-propensity SSA with composition-rejection sampling (PSSA-CR) is based on the idea
of factorizing the reaction propensities into partial-propensities, grouping and binning them, and
using composition-rejection (CR) sampling [30, 18] to determine the index of the next reaction
(see Sec. 2.3.7 for the principle behind CR sampling). PSSA-CR reduces the computational cost
for weakly coupled reaction networks to O(1) under the assumption that the ratio of maximum to
minimum non-zero propensity is bounded by a constant. It achieves this superior scaling for weakly
coupled networks while maintaining the computational cost for strongly coupled reaction networks
at O(N).

2.4.5.1 Detailed description

PSSA-CR uses a composition-rejection sampling strategy over partial propensities in order to sample
the index of the next reaction. Since every reaction in a partial-propensity method is identified by
its group index and its element index, we apply two composition-rejection steps: one to sample the
group index and one to sample the element index. Table 2.12 gives an overview of PSSA-CR. The
individual steps are described in detail below.

The principle data structures in PSSA-CR are the same as in PDM. The partial propensities are
stored in a partial-propensity structure Π = {Πi}Ni=0 as a one-dimensional array of one-dimensional
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arrays. The reaction indices µ corresponding to a certain entry in Π are stored in a look-up table
L = {Li}Ni=0, making every reaction µ identifiable by its group index I and its element index J as
µ = LI,J . The group-sum array Λ stores the sums of the partial propensities in each group Πi,
i.e. Λi =

∑
j Πi,j . We also store the total propensity of each group in an array Σ, computed as

Σi = niΛi, i = 1, . . . , N , and Σ0 = Λ0. See Sec. 2.4.3 for more details on the data structures.

In PSSA-CR, the entries of Σ are then sorted into GΣ = log2
Σmax

Σmin
+ 1 bins such that bin b contains

all Σi’s with 2b−1Σmin ≤ Σi < 2bΣmin. Σmin and Σmax are the smallest and largest non-zero values
in Σ that can possibly occur during a simulation. They are determined as outlined below. The

total propensity of each bin b, σ
(Σ)
b , is computed by summing up the Σi’s in that bin. Similarly,

the entries of each Πi are sorted into GΠi = log2
Πi,max

Πi,min
+ 1 bins with bin b containing all elements

in Πi with 2b−1Πi,min ≤ Πi,j < 2bΠi,min. Πi,min and Πi,max are the smallest and largest non-
zero values in Πi that can possibly occur during a simulation. The total partial propensity of

bin b is stored in σ
(Πi)
b . The Πi,min’s and Σmin can always be computed a priori. Πi,min is the

minimum non-zero value in Πi when all partial propensities are calculated with one molecule of
each reactant. Σmin is the minimum among all niΠi,min’s, where ni is the population of species Si
used to calculate Πi,min. Estimating the Πi,max’s and Σmax a priori may be possible using prior
knowledge about the chemical reaction network, such as physical constraints. In cases where the
Πi,max’s and Σmax cannot be estimated a priori, PSSA-CR dynamically updates the Πi,max’s and
Σmax over the course of the simulation. If this increases any GΠi or GΣ, the corresponding data
structures are dynamically enlarged.

We apply the composition-rejection sampling strategy [30, 18] to obtain the group index I and
the element index J of the next reaction µ. The group index I is sampled in two steps: (1) the
composition step to find the bin bI and (2) the rejection step to find ΣI inside that bin. The
composition step is done by linear search, thus:

bI = min

[
b : r1a <

b∑

i=1

σ
(Σ)
i

]
, (2.42)

where a is the total propensity of all reactions in the network and r1 is a uniform random number
in [0, 1). The rejection step samples the group-index I from the elements in bin bI . For this step,
we generate a uniformly distributed random number r2 in [0, 2bIΣmin) and a uniformly distributed
random integer r3 between 1 and the number of elements in bin bI . If the rth

3 Σi in bin bI is less than
r2, the index of that Σi is chosen as the group-index I. If this inequality is not satisfied, the rejection
step is repeated. This is illustrated in Fig. 2.7 for an example with 6 partial-propensity groups.
Assume that, in this example, the composition step has selected bin bI = 2 as the one containing
ΣI . The rejection step then samples uniformly random points inside the rectangle defining this bin’s
value range (bold rectangle). A sample is accepted if it falls inside one of the bars representing
the Σi’s. If the first sample (point A in Fig. 2.7 with r3 = 2 and r2 > Σ4) is rejected, sampling is
repeated until the point falls inside one of the bars (point B in Fig. 2.7 with r3 = 1 and r2 < Σ0).
This determines the group index of the next reaction (I = 0 in the example in Fig. 2.7). By binning
the Σi’s as described, we ensure that the area covered by the Σi bars in any bin is at least 50% of
the total area of the bin’s bounding rectangle. The expected number of iterations of the rejection
sampling is hence less than or equal to two.

In order to sample the element index J , the same composition-rejection procedure is also applied
within the identified group I. The composition step again involves a linear search for the bin bJ
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Figure 2.7: Illustration of the two composition-rejection sampling steps used in PSSA-CR. The example
shown is for a network with N = 5 species and M = 19 reactions. The partial propensities are grouped

into 6 (=N+1) groups in the partial-propensity structure {Π}Ni=0. The sum of propensities in group Πi is
stored in Σi. The elements of Σ and of each Πi are sorted into dyadic bins. The shaded bars represent
the values of the corresponding entries. The extent of each bin is shown by a bold rectangle. Due to the
dyadic binning, the bars always cover at least 50% of the area of any bin’s rectangle. In order to sample

the index of the next reaction, two composition-rejection sampling steps are used: one for the group index
I and another one for the element in index J in Π. Points A, B, and C refer to the example given in the

main text.
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containing the partial propensity of the next reaction, as:

bJ = min

[
b : r4ΛI <

b∑

i=1

σ
(ΠI)
i

]
, (2.43)

where r4 is a uniform random number in [0,1). The rejection step as described above is subsequently
used to find the element index J from a uniformly distributed random number r5 in [0, 2bJΠI,min)
and a uniformly distributed random integer r6 between 1 and the number of elements in bin bJ .
In the example in Fig. 2.7, the group index I = 0 has been selected. Assume that the composition
step for the element index J has selected bin bJ = 2 in the group Π0. Rejection sampling in this
bin is then repeated until a point inside any of the bars representing the partial propensities Π0,j

is selected (point C in Fig. 2.7 with r6 = 2 and r5 < Π0,1). This determines the element index of
the next reaction (J = 1 in the example in Fig. 2.7). The indices I and J of the next reaction are
then translated to the reaction index µ using the look-up table, hence µ = LI,J .
To execute a sampled reaction, n, Π, Λ, and Σ are updated using the same update algorithm and
data structures as in PDM (see Sec. 2.4.3):

U(1) is a array of M arrays, where the ith array contains the indices of all species involved in the
ith reaction.

U(2) is a array of M arrays containing the corresponding stoichiometry (the change in population
of each species upon reaction) of the species stored in U(1).

U(3) is a array of N arrays, where the ith array contains the indices of all entries in Π that depend
on ni.

After each reaction, we use U(1) to determine the indices of all species involved in this reaction. The
stoichiometry is then looked up in U(2) and the population n is updated accordingly. Subsequently,
U(3) is used to locate the affected entries in Π and recompute them. Since the partial propensities
of unimolecular and source reactions are constant and need never be updated, U(3) only contains
the indices of the partial propensities of bimolecular reactions.
After updating the partial propensities, the bin memberships of all modified Πi,j ’s and Σi’s need to
be updated. This requires locating the bin assignment of any Πi,j and Σi in a one-step operation.
We implement this by having every Πi,j and Σi store two additional integers: the bin membership
and the location inside that bin. Depending on their new value, the changed Πi,j ’s and Σi’s are
kept inside the same bin or moved to a different bin. Then, the corresponding bin sums are updated
by adding the total change. This can be done in O(1) operations since the ordering of elements
in a bin does not matter. Elements that are removed from a bin are simply replaced by the last
element in that bin, which is then removed.
The computational cost of PSSA-CR is O(GΣ + max{GΠ0 , . . . , GΠN } + N) for strongly coupled
reaction networks and O(GΣ + max{GΠ0

, . . . , GΠN }) for weakly coupled ones (see Sec. 2.4.5.2). If
the dynamic range of propensities is bounded over the time of a simulation, the computational cost
on weakly coupled networks reduces to O(1) (see Sec 2.4.5.2).
The memory requirement of PSSA-CR is larger than that os PDM. In addition to the data structures
required in PDM, PSSA-CR needs an additional O(N + M) memory for the binning of the Σi’s
and Πi,j ’s. This renders the memory requirement of PSSA-CR O(N + M), which is equivalent to
O(M) since M usually scales faster than N for large reaction networks.
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1. Initialize the data structures. Set time t← 0.

2. While t < tf , where tf is the final simulation time, repeat:

2.1. Sample the group index I using composition-rejection sampling.

2.2. Sample the element index J using composition-rejection sampling.

2.3. Read the index of the reaction identified by the group index I and the element index J
from the look-up table L.

2.4. Compute the time to the next reaction τ ← a−1 ln(r−1), where a is the total propensity
of all reactions and r a uniformly distributed random number in [0, 1).

2.5. Update the population of species and the partial propensity structure using the depen-
dency graph over species. Update the bin assignments of changed partial propensities.

2.6. Increment time: t← t+ τ .

3. Stop.

Table 2.12: Overview of PSSA-CR.

2.4.5.2 Computational cost

The computational cost of PSSA-CR is determined by the sampling and update steps of the al-
gorithm. Composition-rejection sampling of the group-index I has a cost that is O(GΣ). This is
because (a) the composition step involves a linear search over at most GΣ elements and (b) the
computational cost of the rejection step is O(1) with increasing network size. The reasoning is as
follows: The present binning strategy ensures that at least 1/2 of the area of each bin is covered
by the Σi’s in that bin (see Fig. 2.7). Therefore, the probability of acceptance after i iterations of
rejection sampling is 1 − 2−i. This is independent of network size and hence the rejection step is
O(1). The probability of acceptance is at least 0.9999 after 13 iterations of the rejection sampling
step∗. Likewise, the computational cost of the composition-rejection sampling of the element index
J is O(max{GΠ0

, . . . , GΠN }).
The computational cost of the update step is O(N) like in PDM, albeit with a larger prefactor
due to additional overhead associated with reassigning bin memberships. In summary, the total
computational cost of PSSA-CR is O(GΣ + max{GΠ0 , . . . , GΠN }+N).

For weakly coupled reaction networks, the update step becomes O(1), since the number of entries
in Π that need to be updated is independent of system size. This reduces the computational cost of
PSSA-CR for weakly coupled networks to O(GΣ + max{GΠ0

, . . . , GΠN }). In addition, if Σmax and

Πi,max are bounded for all i, the number of bins GΣ = log2
Σmax

Σmin
+ 1 and GΠi = log2

Πi,max

Πi,min
+ 1 are

also bounded. This renders the computation cost of PSSA-CR O(1) for weakly coupled networks
that have a bounded dynamic range of propensities. Even if GΣ and GΠi are not bounded by a
constant it is unlikely that they equal to N irrespective of system size. This would require requires
that the ratios Σmax

Σmin
and

Πi,max

Πi,min
scale proportionally to 2N . In practice we observe that GΣ and

∗The number 1− 2−i evaluates to 1 in the standard double-precision representation for i = 51.
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GΠi scale only weakly with increasing system size N . We present this empirical evidence for the
weakly coupled cyclic chain model in Sec. 2.4.5.4.

2.4.5.3 Benchmarks

We benchmark the computational performance of PSSA-CR on both a weakly coupled and a
strongly coupled reaction network. We choose the cyclic chain model [15, 47] and the colloidal
aggregation model [35, 36, 37, 38, 39] as representative networks, respectively. We compare the
performance of PSSA-CR with that of SDM, the sorting direct method [16], and SPDM, the anal-
ogous sorting variant of PDM (see Sections 2.4.3 and 2.4.4).
All tested SSA formulations are implemented in C++ using the random number generator of the
GSL library and compiled using the Intel C++ compiler version 11.1 with the O3 optimization
flag. All timings are measured on a Linux 2.6 workstation with a 2.8 GHz quad-core Intel Xeon
E5462 processor, 8 GB of memory and 4 MB L2 cache. For all test cases, we simulate the reaction
network until 107 reactions have been executed and report the average CPU time Θ per reaction.
All simulations are run without any a priori estimate of the Πi,max’s and Σmax. Instead, the
Πi,max’s and Σmax are constantly updated over the course of a simulation and the number of bins
is dynamically increased when necessary.

2.4.5.4 A weakly coupled reaction network: Cyclic chain model

The cyclic chain model is given by the reaction network

Si
ci−→ Si+1 i = 1, . . . , N − 1 ,

SN
cN−−→ S1 . (2.44)

For N chemical species, this network has M = N reactions. The degree of coupling (maximum
out-degree of the dependency graph) of this reaction network is 2, independently of system size.
At time t = 0, we set all ni = 1 and all specific probability rates ci = 1. Fig. 2.8A shows Θ(N) for
PSSA-CR, SPDM, and SDM. As expected from the theoretical cost analysis, Θ is O(1) for PSSA-
CR and O(N) for SPDM and SDM. PSSA-CR outperforms SPDM for N above a certain break-even
point (N > 700 here; Fig. 2.8A) and is faster than SDM for all N tested. Below the break-even
point, the overhead of the additional data structures and the binning involved in PSSA-CR is not
amortized by the better scaling of the computational cost. The O(1) scaling for PSSA-CR in this
case is realized because the reaction network is weakly coupled (degree of coupling is independent
of N) and all GΠi ’s and GΣ are constant with system size.
In order to test the efficiency of PSSA-CR for a weakly coupled reaction network with increasing
number of bins, we simulate this test case with specific probability rates ci randomly chosen be-
tween 1 and 106 from an exponential distribution. All other simulation parameters are unchanged.
Fig. 2.8B shows the scaling of Θ for PSSA-CR, SPDM, and SDM. In this multi-scale case, GΣ

increases slowly with system size (by 2% over a 16-fold increase in N), leading to a very slow in-
crease in Θ (proportional to N0.028 in this case) of PSSA-CR, as predicted by the theoretical cost
analysis. Nevertheless, PSSA-CR is more efficient than SPDM for N above a certain break-even
point (N > 500 here; Fig. 2.8B) and more efficient than SDM for all N tested.
In summary, the measured computational cost of PSSA-CR is O(1) for the cyclic chain model if
the number of bins is bounded. If GΣ or GΠi increase with system size, the computational cost is
O(GΣ + max{GΠ0 , . . . , GΠN }), as shown in Sec. 2.4.5.2.
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2.4.5.5 A strongly coupled reaction network: Colloidal aggregation model

The colloidal aggregation model is given in Eq. 2.36. For N chemical species, the number reactions

is M =
⌊
N2

2

⌋
. The degree of coupling of this reaction network is 3N − 7 and hence scales with

system size (Table 2.9).
At time t = 0, we set all ni = 1 and all specific probability rates to 1. Fig. 2.8C shows Θ(N) for
PSSA-CR, SPDM, and SDM. Θ is O(N) for PSSA-CR and SPDM, and it is O(N2) for SDM. The Θ
of PSSA-CR is always larger than that for SPDM. This constant offset is caused by the additional
overhead of binning and bin reassignments in PSSA-CR, which is not necessary in SPDM. The
break-even point of PSSA-CR with SDM is around N > 160. For systems larger than this, the
extra overhead in PSSA-CR is amortized.
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Figure 2.8: Computational cost of PSSA-CR (circles), SPDM (squares), and SDM (diamonds). The
average CPU time Θ per reaction, averaged over 100 independent runs, is shown as a function of the

number of species N . (A) Θ(N) for the weakly coupled cyclic chain model with bounded dynamic range
of non-zero reaction propensities. Θ is O(1) for PSSA-CR and O(N) for SPDM and SDM. (B) Θ(N) for
the weakly coupled cyclic chain model with increasing dynamic range of non-zero reaction propensities.
Θ ∝ N0.028 for PSSA-CR and Θ ∝ N1 for SPDM and SDM. (C) Θ(N) for the strongly coupled colloidal

aggregation model. Θ is O(N) for both PSSA-CR and SPDM, whereas it is O(N2) for SDM.
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2.4.5.6 Conclusions

We have introduced PSSA-CR, a partial propensity variant of the stochastic simulation algorithm
with composition-rejection sampling (SSA-CR) [18]. PSSA-CR uses two composition-rejection sam-
pling steps over partial propensities in order to determine the index of the next reaction. Compu-
tational efficiency is achieved by grouping the partial propensities and using dyadic binning in the
sampling.
PSSA-CR is an exact SSA formulation whose computational cost is O(N) for strongly coupled
reaction networks and O(1) for weakly coupled networks with a bounded range of propensities. We
have presented a theoretical cost analysis of PSSA-CR and benchmarked it on three prototypical
test cases: (1) a non-stiff weakly coupled reaction network, (2) a multi-scale (stiff) weakly coupled
reaction network, and (3) a strongly coupled reaction network. All benchmarks confirmed the
theoretically predicted scaling of the computational cost.
PSSA-CR, however, inherits the limitations of PDM (Sec. 2.4.4.7) and of SSA-CR [18]. For small
networks, PSSA-CR is outperformed by other methods due to the additional overhead involved in
the composition-rejection sampling. SSA formulations such as SDM [16], NRM [1], SSA-CR [18],
PDM, or SPDM (see Sections 2.4.3 and 2.4.4) might be more efficient here. In addition, PSSA-CR
only achieves the O(1) scaling for weakly coupled networks for which the ratio of maximum to
minimum non-zero reaction propensity is bounded by a constant throughout a simulation.
To our knowledge, PSSA-CR has the best scaling of the computational cost on any class of reaction
networks. This, however, does not imply that the actual computational cost of PSSA-CR is lowest
in all cases, since the pre-factor depends on the data structures involved. If the coupling class of a
particular network is not known in practice, however, PSSA-CR seems a reasonable choice for exact
stochastic simulations of large reaction networks. Compared to other partial propensity methods,
such as SPDM, the better computational scaling of PSSA-CR for weakly coupled networks is paid
for by a larger pre-factor in the computational cost for strongly coupled networks.

2.4.6 The family of partial-propensity methods

We present the different partial propensity methods like PDM, SPDM, PSSA-CR, dPDM, dSPDM
and dPSSA-CR as realizations of a fixed set of modules. We show that by modifying these modules
one can flexibly obtain different partial-propensity formulations, each of which being particularly
efficient on a certain class of reaction networks. For example, on weakly coupled reaction networks,
the partial propensity SSA with composition-rejection sampling (PSSA-CR) has a computational
cost of O(1) under the assumption that the ratio of maximum to minimum non-zero propensity
is bounded by a constant. On strongly coupled reaction networks, the partial propensity direct
method (PDM) is particularly efficient with a computational cost of O(N). On multi-scale strongly
coupled networks, the sorting variant of PDM (SPDM) is recommended. For networks with delays,
dSPDM is efficient for strongly coupled networks and for weakly coupled networks dPSSA-CR (the
delay variant of PSSA-CR) is efficient.

2.4.6.1 Modules of partial-propensity algorithms

The use of partial propensities can be interpreted as follows: Let X be the diagonal matrix of the
population vector n, such that X = diag(n). Further, let B be the symmetric, positive definite
N × N matrix of specific probability rates of all bimolecular reactions. Element Bi,j = Bj,i > 0
is the specific probability rate c of the reaction of species i with species j. Similarly, the specific
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probability rates of all unimolecular reactions are collected in the N × N diagonal matrix U .
The propensities of bimolecular reactions are then given by the product AB = XBX, those of
unimolecular reaction by AU = XU . Traditional SSA formulations amount to first explicitly
computing all propensities and then sampling over all the elements in AB,U = [AB,AU]. Partial-
propensity methods first sample over the vector AB,U 1 to obtain the group index I, where 1 is
a vector of 1’s. Subsequently sampling the element index J is performed over the elements of
the Ith row of the matrix X−1AB,U = [BX,U ]. This is implemented using three algorithmic
modules: grouping the partial propensities, sampling the next reaction, and updating the values.
These modules of partial propensity SSAs are summarized in Fig. 2.9 together with their respective
computational costs. Different partial-propensity methods with different computational costs can
be constructed by using different algorithms in the sampling module.

1. Grouping module: Partial-propensity methods group the partial propensities of all reac-
tions according to the index of the factored-out reactant, i.e., the common reaction partner.
Each group thus contains the partial propensities of all reactions having this species as a
reactant. The different partial propensities within a group correspond to the various possible
reaction partners of the common, factored-out reactant. For any reaction network, there are at
most N +1 groups (including group 0 for source reactions) and the number of partial propen-
sities in each group is at most O(N). For higher-order reactions (trimolecular and more),
multi-dimensional grouping can be used with one dimension per reactant. Again, the total
number of groups in each dimension is O(N) and the sampling module can be independently
applied in each dimension in order to sample the reaction partners.

2. Sampling module: The key building block of partial propensity methods is the algorithm
used to sample the time to the next reaction is as in DM and the index of the next reaction.
Given the grouping of partial propensities, sampling the index of the next reaction involves
sampling the index of the group and then the index of the element within that group. Sampling
the index of the group amounts to sampling the first reactant of the next reaction. In order
to find out which partner this reactant is going to react with, the partial propensity within
the group is sampled. For unimolecular and source reactions, the partial propensities are
constants and the second step is obsolete.

All sampling algorithms used in standard SSAs can also be used in partial-propensity methods.
Instead of applying them over reactions, however, they are first applied over partial-propensity
groups and then over the elements within the selected group. For example, using linear search
(as in Gillespie’s direct method [2]) leads to a sampling step that is O(N) on all classes of
networks. Replacing linear search by composition-rejection sampling [30] reduces the compu-
tational cost of the sampling step to O(1). Other sampling strategies, such as search trees or a
first-reaction-method-like sampling over the reaction times can also be used straightforwardly.
Depending on the sampling strategy and the associated algorithmic overhead, certain partial-
propensity formulations are particularly well suited for certain classes of reaction networks.
Also for networks with time delays, different algorithms can be combined for sampling the time
to the next reaction and the index of the next reaction. The key difference, however, is that
the time to the next reaction and the index of the next reaction are not independent random
variables, and hence the time to the next reaction needs to be computed first. See Fig. 2.9
for a summary of different algorithms that can be used. Note that the partial-propensity
formulations for networks with delays seamlessly reduce to partial-propensity formulations
for network without delays when the delay for each reaction is set to 0.
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3. Update module: After the selected reaction has fired and the populations of the involved
species have been updated, the affected partial propensities are recomputed using a depen-
dency graph over species. Since any partial propensity is a function of the population of at
most one species, the number of partial propensities to be updated is at most O(N). In weakly
coupled reaction networks, the number of partial propensities to be updated is O(1), since the
degree of coupling is bounded by a constant. However, depending on the data structures that
are used in the sampling module, the computational cost of the update module varies. Fig-
ure 2.9 shows the computational cost of the update step depending on the sampling method
used.

Using this modular approach, different algorithms can be combined to construct different partial-
propensity formulations (see Fig. 2.9). Certain formulations may be well-suited for reaction net-
works with certain properties. The classification of reaction networks according to their “difficulty”,
however, is still largely an open question. Besides system size, degree of coupling, and multiscaling
(spectrum of time scales), there might also be other network properties that influence the com-
putational cost of the various SSA formulations. Automatized selection of the most efficient SSA
formulation for a given network would require both a systematic classification of networks that goes
beyond merely classifying networks as being weakly or strongly coupled. In addition, a prediction
of the computational cost of SSA formulations based on network properties would be required.
This might involve a more detailed cost analysis of the algorithms and a set of standard benchmark
problems that are designed to cover a wide range of performance-relevant parameters.

Implementing the generic modules in C++, we have developed the partial-propensity SSA (pSSA)
software package for simulating stochastic chemical kinetics of reaction networks with or without
delays. pSSA reads the reaction network in the SBML (Systems Biology Markup Language) [48]
input format and is equipped with a user-friendly MATLAB interface. Exact stochastic simulation
algorithms supported by the pSSA include DM, PDM, SPDM, PSSA-CR, dDM, dPDM, dSPDM
and dPSSA-CR. More details on the pSSA software package can be found in Appendix ??.

2.4.7 Summary

We have introduced partial-propensity formulations of Gillespie’s exact stochastic simulation al-
gorithm (SSA). All presented partial-propensity formulations sample trajectories from the exact
solution of the chemical master equation (CME). In addition, we also presented a partial-propensity
formulation of the delay SSA (dSSA) for chemical reaction networks with delays. We showed that
all partial-propensity formulations can be composed from three modules: the grouping module, the
sampling module and the update module. Different algorithms and data structures can be used in
these modules to obtain partial-propensity formulations. These formulations have varying compu-
tational cost depending on the algorithms used and on the coupling class of the simulated reaction
network.

Limiting ourselves to networks with elementary reactions, all partial-propensity formulations have
a computational cost that scales at most linear with the number of chemical species in the reaction
network. Partial-propensity formulations are therefore efficient for reaction networks where the
number of chemical species is much smaller than the number of chemical reactions. Due to the
overhead of the additional data structures, partial-propensity formulations may not be efficient
for small reaction networks, where the additional cost from creating and operating on these data
structures may not be amortized.
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For strongly and weakly coupled reaction networks without delays, the partial-propensity direct
method (PDM) has a computational cost of O(N) where N is the number of chemical species. Due
to the dynamic sorting strategy in the sampling module, the sorting variant of PDM (SPDM) is
especially efficient for multiscale (stiff) reaction networks, without any significant trade-off in the
computational cost for non-multiscale reaction networks. For weakly coupled reaction networks, the
computational cost of partial-propensity formulations has been reduced to O(1) using composition-
rejection sampling (PSSA-CR). For reaction networks with delays, the delay variants of the these
partial-propensity formulations have the same scaling of computational cost with increasing network
size.
The favorable scaling of the computational cost of partial-propensity formulations, however, does
not necessarily make them the most efficient in terms of absolute runtimes. Even though we have
demonstrated that partial-propensity methods can offer significant speed-ups for relatively large
reaction networks, this does not imply superior performance on any given, particular network.
Based on empirical evidence and on theoretical analysis of the computational costs, however, we
recommend SPDM for strongly coupled networks and PSSA-CR for weakly coupled networks. In
special cases, SPDM can be worse than PSSA-CR even on strongly coupled reaction networks.
If the coupling-class of the reaction network is unknown, we recommend PSSA-CR. For reaction
networks with time delay, the corresponding delay variant is recommended.
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3
Mesoscopic Modeling and Simulation of Chemical

Reaction Networks

In this chapter:

• Approximate SSA

• The chemical Kramer-Moyal equation

• The chemical Fokker-Planck equation

• The chemical Langevin equation

Learning goals:

• Know how approximate SSA execute more than one reaction at a time

• Know about accuracy and convergence of approximate SSA

• Know and rationalize the assumptions and approximations made when deriving the Fokker-
Planck description

• Be able to numerical simulate the Langevin equation

Exact SSA become computationally infeasible when the population of molecules becomes very
large, since then τ goes to zero and time is not advancing. Therefore, coarse-grained descriptions
of chemical kinetics are available for the large-population case. There are two ways one can coarse-
grain the model: (1) over molecules, (2) over reactions. When coarse-graining over molecules, we
do not count every single individual any more in the population, but use a “unit population” to
denote several molecules. The population then can also be a non-integer number. In the limit of
infinitely large populations, this leads to a continuum of concentrations. When coarse-graining over

55
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reactions, one lets go of the requirement to simulate every reaction event, allowing several reactions
to fire within any time step. The population, however, remains a vector of integers where every
molecule counts. This then leads to approximate SSAs.

3.1 Approximate Stochastic Simulation Algorithms

In approximate SSA formulations, the population n(t) is described by the equation of motion of a
jump Markov process given by

n(t+ ∆t) = n(t) + Ξ(∆t ; n(t)). (3.1)

The random variable Ξ(∆t ; n(t)), the Markov propagator, can be written as

Ξ(∆t ; n(t)) = ν




ψ1(∆t ; n(t))
...

ψµ(∆t ; n(t))
...

ψM (∆t ; n(t))



, (3.2)

where ψµ(∆t ; n(t)) ∈ Z+
0 is a random variable for the number of times reaction µ fires in the

time interval [t, t+ ∆t]. Deriving an exact expression for ψµ(∆t ; n(t)) is equivalent to solving the
CME analytically. Hence, we assume that the propensities aµ do not change in [t, t + ∆t] leading
to an approximate solution of the CME. We start by dividing the time interval [t, t + ∆t] into k
equisized subintervals. The probability P (ψµ(∆t ; n(t)) = λ) that reaction µ fires in each of λ < k
subintervals, and does not fire in any of the remaining subintervals, is given by (using Eq. 2.15)

P (ψµ(∆t ; n(t)) = λ)

= lim
k→∞

k!

λ!(k − λ)!

[
aµ(n)

∆t

k
+O

(
∆t2

k2

)]λ [
1− aµ(n)

∆t

k
+O

(
∆t2

k2

)](k−λ)

. (3.3)

The prefactor is the binomial coefficient of all sets of λ subintervals out of k. Noting that

limk→∞O
(

∆t2

k2

)
= 0, we get

P (ψµ(∆t ; n(t)) = λ) = lim
k→∞

k!

λ!(k − λ)!

(
aµ(n)

∆t

k

)λ(
1− aµ(n)

∆t

k

)(k−λ)

= lim
k→∞

k!

kλ(k − λ)!

(aµ(n)∆t)λ

λ!

(
1− aµ(n)

∆t

k

)(k−λ)

= lim
k→∞

(k − λ+ 1) . . . k

kλ
(aµ(n)∆t)λ

λ!

(
1− aµ(n)

∆t

k

)(k−λ)

= lim
k→∞

(
1− λ+ 1

k

)
. . .

(
1− 1

k

)
(aµ(n)∆t)λ

λ!

(
1− aµ(n)

∆t

k

)(k−λ)

= lim
k→∞

(aµ(n)∆t)λ

λ!

(
1− aµ(n)

∆t

k

)k (
1− aµ(n)

∆t

k

)−λ

=
(aµ(n)∆t)λ

λ!
e−aµ(n)∆t. (3.4)
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Where in the last step, we have used the definition of the exponential function ex = limk→∞
(
1 + x

k

)k
.

Therefore, the random variable ψµ(∆t ; n(t)) is distributed according to the Poisson distribution
i.e., ψµ(∆t ; n(t)) ∼ P(aµ(n)∆t). In deriving this we assumed that the propensity aµ(n) does
not change during the time interval [t, t + ∆t]. This condition can only be satisfied if exactly one
reaction fires per time step just as in exact SSA formulation (see Sec. 2.3). Approximate SSA’s
impose two conditions [49, 19] :

1. ∆t must be small enough for the change in the reaction propensities to be small i.e.

aµ(n(t+ ∆t)) ≈ aµ(n(t)) ∀µ. (3.5)

2. ∆t must be large enough for the average number of firings of reaction µ to be much larger
than 1. Otherwise the method offers no improvements of the computational performance over
exact SSA formulations.

〈ψµ(∆t ; n(t))〉 = aµ(n)∆t > 1. (3.6)

There are various heuristics for choosing a time step ∆t that satisfies the above two conditions [21,
49, 19]. Note that the second condition is not necessary, but it improves the computational per-
formance of approximate SSA’s. In general, since many reactions fire within a time step ∆t by
sampling ψµ(∆t ; n(t)) from P(aµ(n)∆t) for µ = 1, . . . ,M , approximate SSA’s have a computa-
tional cost of O(M) per time step. The computational cost per reaction event is O(M) divided
by the number of reactions fired during the time step ∆t. This renders the computational cost
of approximate SSAs superior to that of exact SSAs. The scaling of the computational cost of
approximate SSAs, however, is the same as that of the exact direct method (DM).

Approximate SSA formulations simulate Eq. 3.1 with different numerical schemes, called τ -leaping,
R-leaping, K-leaping, etc. They are computationally efficient when the population of species is
not small (more than a few hundreds). The weak order of convergence of these methods has been
shown to be at least 1

2 [50, 51] for some moments of the state-probability function. There are,
however, still some disagreements regarding the order of convergence [50, 51]. It is also unclear
how quantities that contain information on the path of the stochastic process, such as the time-
correlation functions and “higher order quantities”, such as switching frequencies in multi-stable
systems, converge with decreasing time step ∆t [52].

3.2 Mesoscopic Models of Chemical Kinetics

We define the concentration vector of species in a volume Ω as

φ = Ω−1n. (3.7)
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In terms of the concentration φ, and using the definitions in Eqs. 2.3 and 2.6, the propensity aµ
can be written as

aµ(φ) = aµ(n)

=

(
N∏

i=1

(ni − ν−i,µ + 1)(ni − ν−i,µ + 2) . . . (ni − 1)ni

ν−i,µ!

)(
kµ
∏N
i=1 ν

−
i,µ!

Ω(
∑N
i=1 ν

−
i,µ)−1

)

=




N∏

i=1

(φi −
ν−i,µ−1

Ω )(φi −
ν−i,µ−2

Ω ) . . . (φi − 1
Ω )φi

ν−i,µ!



(
kµ

N∏

i=1

ν−i,µ!

)
Ω

= Tµ(φ) Ω. (3.8)

Rewriting Eq. 2.19 in terms of the concentration φ, we get

∂P (φ, t)

∂t
= Ω

[
M∑

µ=1

Tµ(φ− Ω−1νµ) P (φ− Ω−1νµ, t)− P (φ, t)

M∑

µ=1

Tµ(φ)

]
. (3.9)

3.2.1 The chemical Kramer-Moyal equation

Assuming that the population n increases proportionally with reactor volume Ω, such that the
concentration φ is constant, we can treat φ as a continuous random variable for a sufficiently large
Ω. Performing a Taylor series expansion of the right-hand side of Eq. 3.9, we get

∂P (φ, t)

∂t
=





∞∑

m=1

(−1)mΩ−(m−1)
∑

i1,...,iN
i1+...+iN=m

1

i1! . . . iN !

∂m

∂i1φ1 . . . ∂iNφN



M∑

µ=1

N∏

j=1

ν
ij
j,µTµ(φ)





 P (φ, t) (3.10)

=





∞∑

m=1

(−1)m

Ω(m−1)

∑

i1,...,iN
i1+...+iN=m

1

i1! . . . iN !

∂m

∂i1φ1 . . . ∂iNφN
bk ; i1,...,iN




P (φ, t), (3.11)

where bk ; i1,...,iN is given by

bk ; i1,...,iN =



M∑

µ=1

N∏

j=1

ν
ij
j,µTµ(φ)


 i1 + . . .+ iN = k. (3.12)

Eq. 3.11 is the chemical Kramer-Moyal equation [53, 6, 54, 7, 49] describing the time evolution of
the state probability function of a continuous-state jump Markov process (recall that the full CME
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described a discrete-state jump Markov process). It’s a first-order linear ODE and the solution is
given by

P (φ, t) = e

t
∑∞

m=1
(−1)m

Ω(m−1)

∑
i1,...,iN

i1+...+iN=m

1
i1!...iN !

∂m

∂i1φ1...∂
iN φN

bk ; i1,...,iN


P (φ, 0), (3.13)

where P (φ, 0) is the initial condition. The bk ; i1,...,iN are related to the kth jump moments Bk ; i1,...,iN

of the Markov propagator probability distribution Π(νµ | dt ; n, t) as

Bk ; i1,...,iN = lim
dt→0

1

dt

M∑

µ=1

N∏

j=1

ν
ij
j,µΠ(νµ | dt ; n, t) (3.14)

= lim
dt→0

1

dt

M∑

µ=1

N∏

j=1

ν
ij
j,µ[aµ(n)dt+O(dt2)]

=

M∑

µ=1

N∏

j=1

ν
ij
j,µaµ(n)

= Ω

M∑

µ=1

N∏

j=1

ν
ij
j,µTµ(φ)

= Ω bk ; i1,...,iN . (3.15)

3.2.2 The chemical Fokker-Planck equation and the chemical Langevin
equation

Ignoring all terms with m > 2 in Eq. 3.11 yields the nonlinear chemical Fokker-Planck equation,
also known as the generalized diffusion equation [55, 56, 57, 58, 59, 49, 60]. This equation appropri-
ately describes stochastic chemical kinetics at large-enough Ω (i.e., at large population n), where
the jump moments Bk ; i1,...,iN = 0 for k > 2. The Markov propagator probability distribution then
becomes Gaussian. This truncation transforms the continuous-state jump Markov process describ-
ing chemical kinetics at large Ω into a continuous Markov process at even larger Ω. The nonlinear
chemical Fokker-Planck equation is not just an arbitrary truncation of the chemical Kramer-Moyal
equation, but is substantiated by theoretical reasoning [61, 49, 19]. From the Taylor expansion of
the chemical Kramer-Moyal equation, one can rigorously prove that one has to take either the first
two terms, or all terms. Any truncation using more than two, but not all, terms leads to unphys-
ical results where probability densities can become negative. This is the famous Pawula Theorem
(1967), singling out the Fokker-Planck equations as the most accurate of all possible truncations
of the Kramer-Moyal equation. The nonlinear chemical Fokker-Planck equation is an anisotropic
inhomogeneous diffusion equation with drift for the probabilities in concentration space. It can be
written as

∂P (φ, t)

∂t
= ∇ ·

[
(2Ω)−1D(φ)∇P (φ, t)− F (φ)P (φ, t)

]
(3.16)

where ∇ =
[
∂
∂φ1

, . . . , ∂
∂φN

]T
. The drift F is the vector of first moments b1 ; i1,...,iN

F (φ) = νT (φ) (3.17)
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where T (φ) = [T1(φ), . . . , TM (φ)]
T

. The diffusion tensor D is the matrix of second moments
b2 ; i1,...,iN (see Eqs. 3.15 and 3.14) [?]

D(φ) = ν diag(T (φ)) νT, (3.18)

where

diag(T (φ)) =




T1(φ) 0 . . . 0
0 T2(φ) . . . 0
...

...
...

...
0 0 . . . TM (φ)


 . (3.19)

Under this approximation, the equation of motion of the Markov process can be written as

φ(t+ dt) = φ(t) + Ξ(dt ; φ, t), (3.20)

where Ξ is a random variable distributed as Ξ(dt ; φ, t) ∼ Π(∆φ | dt ; φ, t) with Π(∆φ | dt ; φ, t)
the Gaussian distribution N (F (φ)dt,Ω−1D(φ)dt) [58, 59]. Here N (m,Σ) denotes a multivariate
Gaussian distribution with mean vector m and covariance matrix Σ. Eq. 3.20 is called the chemical
Langevin equation (CLE) [49]. According to the CLE, φ can be considered the coordinate of an
overdamped particle moving in the N -dimensional concentration space under the influence of a
force F (φ) (drift) and an anisotropic zero-mean Gaussian perturbation with covariance Ω−1D(φ)
(diffusion) [62, 63].

3.2.3 Simulating the chemical Langevin equation



4
Macroscopic Modeling and Simulation of Chemical

Reaction Networks

In this chapter:

• The reaction rate equation

• Steady-state flux balance analysis

• Exploiting symmetry in interactions

Learning goals:

• Know the assumptions and approximations made when deriving the reaction rate equations

• Be able to use flux balance analysis to study the steady state of a reaction network

• Be able to numerically solve reaction rate equations

• Know about convergence and stability of the numerical solution

4.1 The Reaction Rate Equations

The function Tµ(φ) (Eq. 3.8) explicitly depends on φ and Ω. These dependences can be separated
by expanding Tµ(φ)

Tµ(φ) =

∞∑

i=0

Ω−iTµ,i(φ), (4.1)

61
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where the Tµ,i’s only depend on φ and not explicitly on Ω. The moments bk ; i1,...,iN (Eq. 3.15), the
drift vector F (φ) and the diffusion D(φ) in the nonlinear Fokker-Planck equation (Eqs. 3.16, 3.17
and 3.18) can therefore be written as:

bk ; i1,...,iN =

∞∑

i=0

b
(i)
k ; i1,...,iN

Ω−i, (4.2)

F (φ) =

∞∑

i=0

F (i)(φ)Ω−i (4.3)

and

D(φ) =

∞∑

i=0

D(i)(φ)Ω−i. (4.4)

The first few Tµ,i’s are:

Tµ,0(φ) = kµ

N∏

i=1

φ
ν−i,µ
i , (4.5)

Tµ,1(φ) = −kµ
(

N∏

i=1

φ
ν−i,µ
i

)

N∑

j=1

ν−j,µ(ν−j,µ − 1)

2φj


 = −

N∑

i=1

φi
2

∂2Tµ,0(φ)

∂φ2
i

(4.6)

and

Tµ,2(φ) = kµ

(
N∏

i=1

φ
ν−i,µ
i

)[
N−1∑

p=1

N∑

q=p+1

ν−p,µν
−
q,µ(ν−p,µ − 1)(ν−q,µ − 1)

2φpφq

]

+ kµ

(
N∏

i=1

φ
ν−i,µ
i

)

N∑

j=1

ν−j,µ(ν−j,µ − 1)(ν−j,µ − 2)(3ν−j,µ − 1)

12φ2
j


 . (4.7)

Substituting Eq. 4.1 in Eq. 3.10 and grouping the terms according to powers of Ω, we get

∂P (φ, t)

∂t
= Ω0 [−(νµ ·∇)Tµ,0(φ)]

+
Ω−1

2

[
(νµ ·∇)2Tµ,0(φ)− 2(νµ ·∇)Tµ,1(φ)

]
P (φ, t)

+ O(Ω−2) (4.8)

Taking the limit limΩ→∞ we get

∂P (φ, t)

∂t
= − [(νµ ·∇)Tµ,0(φ)] . (4.9)
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This equation further reduces the continuous-state Markov process described by the chemical non-
linear Fokker-Planck equation to a Liouville process. Its solution for P (φ′, t) is the Kronecker delta
function δ(φ′ − φ) where the concentration φ with unit probability is given by the solution of the
ordinary differential equation

dφ

dt
= νT0(φ). (4.10)

Here T0(φ) = [T1,0(φ), . . . , TM,0(φ)]T. Eq. 4.10 is the classical reaction rate equation (RRE), which
can be independently derived from statistical mechanics. The initial condition for the RRE is given
by

φ(t = 0) = φ0 = Ω−1n0, (4.11)

where n0 is the initial population (see Eq. 2.22). In some parts of the literature Tµ,0 is referred to
as the rate function or the flux of reaction µ since it describes the flux of converting the reactants
of reaction µ into the corresponding products.
The conceptual difference between the CME and its limit case RRE is illustrated in Fig. 4.1.

Figure 4.1: Illustration showing the conceptual difference between the reaction rate equation (RRE) and
the chemical master equation (CME).

4.2 Flux Balance Analysis

Chemical kinetics in the deterministic approximation (see Eq. 4.10) is described by the reaction
rate equation (RRE) given by

dφ

dt
= νT0(φ), (4.12)
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where T0(φ) is the flux vector of all the M reactions and φ the concentration vector.

The flux balance of the chemical reaction network can be defined by the null space of ν: The null
space of ν is defined as the space of all flux vectors f for which

νf = 0. (4.13)

This space defines the relationships between the steady-state fluxes of the individual reactions in
the network, since Eq. 4.13 implies dφ

dt = 0 (see Eq. 4.12).

4.2.1 Examples

4.2.1.1 Cyclic chain model

We again consider the cyclic chain reaction network, which we have already used as an example in
Section 1.3:

Si −→ Si+1, i = 1, . . . , N − 1
SN −→ S1.

(4.14)

For N = 3 the reaction network is

Reaction 1 : S1 −→ S2

Reaction 2 : S2 −→ S3

Reaction 3 : S3 −→ S1.
(4.15)

As a reminder, the stoichiometry matrix of this reaction network is:

ν = ν+ − ν− =



−1 0 1
1 −1 0
0 1 −1


 . (4.16)

The null space f of ν is

f =




1
1
1


α1, (4.17)

where α1 is any constant. Therefore, the steady-state flux vector can be written as

T0(φss) =




1
1
1


α1, (4.18)

i.e., the steady-state fluxes of all reactions are equal multiples of the constant α1. According to the
definition in Eq. 4.5, the fluxes are always non-negative. Therefore, α1 can only be any non-negative
constant.
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4.2.1.2 Colloidal aggregation model

As a second example, we also consider again the colloidal aggregation model from Section 1.3:

Si + Sj −→ Si+j i+ j = N. (4.19)

Species Si can be considered a multimer consisting of i monomers.
For N = 4 the reaction network is

Reaction 1 : S1 + S1 −→ S2

Reaction 2 : S1 + S2 −→ S3

Reaction 3 : S1 + S3 −→ S4

Reaction 4 : S2 + S2 −→ S4.

(4.20)

The stoichiometry matrix of this reaction network is:

ν = ν+ − ν− =




−2 −1 −1 0
1 −1 0 −2
0 1 −1 0
0 0 1 1


 . (4.21)

The null space f of ν is

f =




1
−1
−1
1


α1. (4.22)

Therefore, the steady-state flux vector can be written as

T0(φss) =




1
−1
−1
0


α1. (4.23)

Again, all steady-state fluxes are multiples of a non-negative constant α1. Since α1 is non-negative,
the above relationship indicates that the steady-state fluxes of reactions 2 and 3 in Eq. 4.20 are
negative. Since fluxes are always non-negative, this imposes that α1 = 0. Consequently, the above
flux relation imposes that all steady-state fluxes in the reaction network of Eq. 4.20 are zero. This
can be verified by simulating the RRE with any initial condition and rates. The reasoning can also
be as follows: Consider that the initial state of the system is given by 10 molecules of species S1

and 0 molecules of all other species. Depending on the reaction rates (assuming that they are all
non-zero), the steady-state population would be one of two possibilities: 1 molecule of S2 and 2
molecules of S4, or 2 molecules of S3 and 1 molecule of S4. Both of these population vectors would
render all fluxes zero as there would not be enough reactant molecules for any reaction to have a
non-zero flux (see Eq. 4.5 in Sec. 4.1 for the definition of reaction fluxes T0(φ)).

4.3 Numerical simulation of reaction rate equations

The reaction rate equations are ordinary differential equations describing a smooth continuous-time
process φ(t). In order to simulate this process in the computer, the continuous time derivative dφ

dt
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needs to be discretized, since digital computers cannot handle continuous mathematical objects.
Discretization refers to the process of converting these continuous time derivatives into discrete
counterparts by restricting the solution to a finite set of representative time points. This enables
evaluation of time derivatives at discrete times tn = nδt where n = 0, . . . , N , tn is the time stamp
at the n-th time step and δt is referred to as the finite time-step size or the time interval between
two consecutive time steps.
Time discretization schemes are referred to as explicit if the values of dynamical quantities of
interest (here φ) at time tn can be computed using the values of these quantities at times tk such
that k < n. In other words, time discretization scheme are referred to as explicit if the next
state of the system can be computed using the current state of the system and the past states
of the system. Since this iteratively evolves the system forward in time, the resulting algorithms
are also often referred to as time-stepping methods. While this is not the only way the reaction
rate equations can be discretized (other ways include implicit solvers and spectral Fourier-space
methods), we here restrict our discussion to explicit schemes, since they are intuitive and simple to
implement.

4.3.0.1 Explicit Euler scheme

Explicit Euler time discretization scheme (also referred to as forward Euler scheme) is the one of
the simplest way to discretize time derivatives. In this scheme, time derivative of φ at time tn is
approximated by the backward finite difference:

dφ

dt
(tn) ≈ φ(tn+1)− φ(tn)

tn+1 − tn
=
φ(tn+1)− φ(tn)

δt
. (4.24)

Therefore, the reaction-rate equation dφ
dt (t) = νT0(φ) = f(φ(t)) is discretized as

φ(tn+1)− φ(tn)

δt
≈ f(φ(tn))

i.e., φ(tn+1) ≈ φ(tn) + δtf(φ(tn)), n = 0, 1, . . . .

This scheme is explicit since φ(tn+1) can be computed with the knowledge of φ(tn).

Discretization error. We analyze the error and the approximation order of discretizing the
continuous time derivative using the explicit Euler scheme.
Expanding φ(tn + δt) around δt using a Taylor series expansion assuming δt is small and that φ(t)
is an infinitely smooth function in t, we observe that

φ(tn + δt) = φ(tn) +
δt

1!

dφ

dt
(tn) +

δt2

2!

d2φ

dt2
(tn) +

δt3

3!

d3φ

dt3
(tn) + . . .

= φ(tn) +
δt

1!
f(tn,φ(tn)) +

δt2

2!

df

dt
(tn,φ(tn))

+
δt3

3!

d2f

dt2
(tn,φ(tn)) + . . . .

As δt is continuously decreased, the term 1
2!

df
dt (tn,φ(tn))O(δt2) dominates the error as δt ap-

proaches 0. Therefore,

φ(tn + δt) = φ(tn) + δtf(tn,φ(tn)) +
1

2!

df

dt
(tn,φ(tn))O(δt2). (4.25)



4.3. NUMERICAL SIMULATION OF REACTION RATE EQUATIONS 67

This means that the discretization error per time-step using explicit Euler scheme is O(δt2).
Therefore, the local order of approximation in an explicit Euler scheme is 2 (the exponent of
δt in the leading or dominant error term). To compute the the state of the system at time
t = T , we need to perform NT = T

δt time-steps. The overall discretization error is therefore

NTO(δt2) = T
δtO(δt2) = TO(δt) = O(δt). The global order of approximation of an explicit Euler

scheme is 1. The explicit Euler method is therefore said to be first-order accurate. As a consequence,
as we half the time-step δt, the error decreases by a factor of 2.

4.3.0.2 Leapfrog scheme

In a leapfrog scheme, time derivative of φ at time tn is approximated by the central finite difference:

dφ

dt
(tn) ≈ φ(tn+1)− φ(tn−1)

tn+1 − tn−1
=
φ(tn+1)− φ(tn−1)

2 δt
.

The reaction-rate equation dφ
dt (t) = f(φ(t)) is approximated as

φ(tn+1)− φ(tn−1)

2δt
≈ f(φ(tn)) (4.26)

i.e., φ(tn+1) ≈ φ(tn−1) + 2δtf(φ(tn)), n = 0, 1, . . . .

The leapfrog scheme is therefore explicit but apart from the knowledge of φ at tn, it also requires
the knowledge of φ at tn−1.

Discretization error. The leap-frog scheme is given by

φ(tn + δt) ≈ φ(tn − δt) + 2δtf(tn,φ(tn)). (4.27)

Expanding φ(tn + δt) around δt:

φ(tn + δt) = φ(tn) +
δt

1!
f(tn,φ(tn)) +

δt2

2!

df

dt
(tn,φ(tn))

+
δt3

3!

d2f

dt2
(tn,φ(tn)) +

δt4

4!

d4f

dt4
(tn,φ(tn)) + . . . .

Similarly, expanding φ(tn − δt) around δt:

φ(tn − δt) = φ(tn)− δt

1!
f(tn,φ(tn)) +

δt2

2!

df

dt
(tn,φ(tn))

−δt
3

3!

d2f

dt2
(tn,φ(tn)) +

δt4

4!

d4f

dt4
(tn,φ(tn)) + . . . .

Therefore,

φ(tn + δt)− φ(tn − δt) = 2
δt

1!
f(tn,φ(tn)) + 2

δt3

3!

d2f

dt2
(tn,φ(tn)) + . . .

= 2δtf(tn,φ(tn)) +O(δt3).
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Equivalently,

φ(tn + δt) = φ(tn − δt) + 2δtf(tn,φ(tn)) +O(δt3). (4.28)

Comparing Eqs. 4.27 and 4.28, we see that the local discretization error in a leap-frog time-stepping
scheme is O(δt3) and therefore the local order of approximation is 3. The global discretization error
is O(δt2) and therefore the global order of approximation is 2. Leap-frog time-stepping scheme
is therefore a second-order accurate time discretization scheme. As a consequence, as we half the
time-step δt, the error decreases by a factor of 4. In the next section, we present a scheme that is
fourth-order accurate in which halving δt results in the error decreasing by a factor of 16.

4.3.1 Numerical stability

In the previous section, we learned about different time-stepping schemes and the discretization
error of these schemes. Here, we analyze the numerical stability of these schemes. Numerical
stability is a property desired by all time-stepping schemes. This property requires that when an
underlying mathematical equation being discretized is bounded for all times, then the corresponding
discretization scheme of the underlying equations also results in bounded values for the dynamical
variables at all times. We will analyze the numerical stability for a linear right-hand side:

dx

dt
(t) = λx(t), (4.29)

where λ = λR + i λI is in general complex with λR being the real part and λI being the imaginary
part. Closed-form stability analysis is only possible for linear right-hand sides, i.e., linear flux
vectors. The famous Strang Theorem, however, guarantees that if the time-stepping scheme is
stable for a linear right-hand side, it is also stable for nonlinear right-hand sides. The reverse is
not true (i.e., instability in the linear case does not imply instability in the nonlinear case). The
solution of this equation is

x(t) = x(0) eλt

= x(0) eλRt ei λIt

= x(0) eλRt (cosλIt+ i sinλIt).

This solution is bounded for all times t if λR ≤ 0 and λI ∈ <. If λ is purely real, x(t) merely decays
to 0 as t becomes large. If λ is purely imaginary x(t) shows oscillatory behavior as a function of t.

4.3.1.1 Explicit Euler

The explicit Euler scheme for Eq. 4.29 gives

x(tn+1) = x(tn) + δt λ x(tn).

In terms of the x(t0) = x(0), x(tn+1) is given by

x(tn+1) = (1 + λ δt)n+1x(0),

= ρn+1x(0), (4.30)
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where ρ = (1 + λ δt) is referred to as the amplification factor of the numerical scheme. For the
explicit Euler scheme to be bounded and therefore stable at all times (however large is time), we
require

|ρ| ≤ 1. (4.31)

That is,

|(1 + λ δt)| ≤ 1,

i.e., |[1 + (λR + i λI) δt]| ≤ 1,

i.e.,
√

(1 + λRδt)2 + (λIδt)2 ≤ 1,

i.e., (1 + λRδt)
2 + (λIδt)

2 ≤ 1. (4.32)

This inequality defines the region of stability of explicit Euler discretization scheme (see Fig. 4.2).
Since λR < 0 for our model Eq. 4.29 to be bounded, we can write λR = − |λR|. Making this
substitution in Eq. 4.32

(1− |λR| δt)2 + (λIδt)
2 ≤ 1

i.e., δt ≤ 2 |λR|
|λR|2 + λ2

I

. (4.33)

Therefore, for the explicit Euler scheme of Eq. 4.29 to be numerically stable, δt must fulfil Eq. 4.33.
We therefore call the explicit Euler scheme conditionally stable, where the condition for stability is
given by Eq. 4.33.
If λ is purely real (i.e., λI = 0), then

δt ≤ 2

|λR|
. (4.34)

The explicit Euler scheme is therefore conditionally stable when λ is purely real, where the condition
for stability is given by Eq. 4.34.
If λ is purely imaginary (i.e., λR = 0), then

δt ≤ 0. (4.35)

This condition, however, cannot be satisfied since δt must be greater than 0 by definition. Therefore,
the explicit Euler scheme is unconditionally unstable when λ is purely imaginary. In other words,
explicit Euler scheme is unconditionally unstable for purely oscillatory dynamics.

4.3.1.2 Leapfrog

The leapfrog scheme for Eq. 4.29 leads to

x(tn+1) = x(tn−1) + 2δt λ x(tn). (4.36)

Using the definition of amplification factor ρ, we substitute x(tn+1) with ρ2x(tn), and x(tn) with
ρx(tn−1) in Eq. 4.36. This substitution results in the following equation:

ρ2 − 2δtλρ− 1 = 0.
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Figure 4.2: The numerical stability boundaries for explicit Euler, leapfrog, Runge-Kutta 4, and Implicit
Euler The region of stability for explicit Euler, leapfrog and Runge-Kutta 4 is within the boundary,

whereas that of Implicit Euler is outside its boundary.
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The two solutions of the above equation are

ρ1,2 = λδt±
√
λ2δt2 + 1.

x(tn+1) can be written as linear combination of ρ1 and ρ2 so that

x(tn+1) = ρ1x(tn) + ρ2x(tn).

Therefore, we require

ρ1 ≤ 1 and ρ2 ≤ 1.

We find the condition on δt that fulfils the above requirement as follows. The product of ρ1 and
ρ2, i.e., ρ1ρ2 = -1. Therefore, |ρ1||ρ2| = 1. As a consequence, if ρ1 > 1, then ρ2 < 1 and vice versa.
Therefore, the only possibility of fulfilling the stability criteria is when |ρ1| = |ρ2| = 1. Let us find
the condition when |ρ1| = |ρ2| = 1. That is,

|ρ1| = |λδt+
√
λ2δt2 + 1| = 1 and |ρ2| = |λδt−

√
λ2δt2 + 1| = 1.

Setting λ = − |λR|+ iλI, we find that |ρ1| = |ρ2| = 1 only when λR = 0 and |λI| δt ≤ 1.
Therefore, the leapfrog scheme is conditionally stable only for purely oscillatory dynamics.



72CHAPTER 4. MACROSCOPICMODELING AND SIMULATIONOF CHEMICAL REACTION NETWORKS



5
The effect of intrinsic noise on chemical kinetics

In this chapter:

• The effect of noise on linear reaction networks

• The effect of noise on nonlinear reaction networks

• The effect of noise on oscillatory reaction networks

• The effect of noise on bi-stable reaction networks

Learning goals:

• Know how low copy number and intrinsic noise affect chemical kinetics in linear, nonlinear,
oscillatory, and multi-stable reaction networks

• Know under what conditions the stochastic solution converges toward the deterministic solu-
tion

• Know when reaction-rate equations are an appropriate tool for modeling kinetics

When the population n increases proportionally with Ω such that the total mass density of species
is constant, decreasing Ω leads to an increase in intrinsic noise. Intrinsic noise does not only play
the role of adding uncertainty to the various statistical estimates of n, but it also has been shown
to alter chemical kinetics in a non-trivial way [11, 64, 8, 3, 65, 66, 67, 68, 69, 70, 60, 62, ?, 71]. As a
consequence, intrinsic noise may lead to a probability function P (φ, t) whose mean is not the same
as the concentration φ predicted by the RRE, but they can be qualitatively different. We illustrate
the effect of intrinsic noise on different types of nonequilibrium reaction networks:

1. Monostable reaction networks: linear and nonlinear,

2. An oscillatory reaction network (exhibiting limit-cycle oscillations),

73
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3. A multistable reaction network.

These three different types of reaction networks should be sufficient to understand the qualitative
effect of intrinsic noise since they span a large spectrum of dynamics exhibited by chemical reaction
networks.

5.1 Monostable, linear reaction networks

Linear reaction networks are defined as those in which the sum of the stoichiometries of all reactants
is less than 2 in every reaction. Consider the following reaction network as an example of a linear
reaction network occurring in a reactor of volume Ω:

Ø
k1−→ S1

S1
k2−→ Ø.

(5.1)

The RRE for this reaction network is

dφ1

dt
= k1 − k2φ1, (5.2)

where φ1 is the concentration of species S1. The fixed point of the RRE is φ1,ss = k1

k2
. This sole

fixed point is stable irrespective of the values of k1 and k2, the system is monostable. This is easily
seen: assume that φ1 is just slightly larger than φ1,ss, which means that φ1 >

k1

k2
, hence φ1k2 > k1

since k2 is non-negative. Then from Eq. 5.2, dφ1

dt < 0, bringing the system back to the steady state.

Likewise, if φ1 is slightly smaller than φ1,ss, then dφ1

dt > 0, bringing the system back to the steady
state. Perturbation in either direction hence decay and the steady state is stable.
The Chapman-Kolmogorov equation of this reaction network is:

P (n1, t+ δt) = k1ΩδtP (n1 − 1, t) + (n1 + 1)k2δtP (n1 + 1, t) + [1− (k1Ω + n1k2)] δtP (n1, t), (5.3)

where we have used Eqs. 2.3 and 2.5 to translate the reaction propensities to the macroscopic rate
constant and the reactor volume. The last term is again the probability that no reaction happens
within the time interval δt. Note that due to the Markov assumption, only states that can be
reached within at most one reaction need to be considered. Subtracting P (n1, t) on both sides and
dividing the whole equation by δt gives:

P (n1, t+ δt)− P (n1, t)

δt
= k1ΩP (n1 − 1, t) + (n1 + 1)k2P (n1 + 1, t)− (k1Ω + n1k2)P (n1, t). (5.4)

Taking the limit δt→ 0, we obtain the CME:

∂P (n1, t)

∂t
= k1ΩP (n1 − 1, t) + (n1 + 1)k2P (n1 + 1, t)− (k1Ω + n1k2)P (n1, t), (5.5)

where n1 is the population of species S1. Describing a linear chemical reaction system, the CME
can be solved analytically. The steady-state or stationary probability function is

Pss(n1) =
e−(k1Ω/k2)(k1Ω/k2)n1

n1!
. (5.6)
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Denoting stochastic variables with an asterisk, the steady-state mean concentration becomes

〈φ∗1〉ss =
〈n1〉ss

Ω
=
k1

k2
. (5.7)

The mean steady-state concentration hence is the same as the steady-state concentration predicted
by the deterministic RRE, for all Ω. This is generally true for linear reaction networks.
The steady-state variance of the concentration is

(〈φ∗12〉 − 〈φ∗1〉2)ss =
k1

k2Ω
. (5.8)

This shows that the steady-state concentration variance decrease as Ω−1 with increase in Ω. This
is also generally true for all linear reaction systems.
We set the initial concentration of S1 to 10, the rates k1 = 5 and k2 = 10. Using these parameters
we report trajectories and the steady-state probability function obtained using SSA. Figure 5.1A
shows the time evolution of the concentration of species S1 from a single SSA run for different Ω’s,
and from the RRE. It can be seen that the fluctuations increase with decreasing Ω. This is also
apparent in Fig. 5.1B showing Pss(φ

∗
1), which is a Kronecker delta for the deterministic RRE and

becomes increasing broader for smaller Ω’s. The variance of Pss(φ
∗
1) is shown in Fig. 5.8 for different

Ω. As expected from the analytical result (Eq. 5.8), the variance scales with Ω−1.
In summary, for any monostable linear reaction network, the mean of the concentration probability
function P (φ, t) is equal to the deterministic concentration φ(t) from RRE. The intrinsic noise
in the CME provides zero-mean fluctuations about the deterministic concentrations. Further, for
monostable linear reaction networks the variance of concentration decrease as Ω−1 with increasing
Ω.
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Figure 5.1: (A) Time evolution of the concentration and (B) steady-state concentration probability
distribution of species S1 in the monostable, linear reaction network of Eq. 5.1. The results are obtained

using the stochastic simulation algorithm (SSA) for different reactor volumes Ω, and using the
deterministic reaction rate equation (RRE). The rates used for the simulation are: k1 = 5 and k2 = 10.

5.2 Monostable, nonlinear reaction networks

Any reaction network having at least one reaction in which the sum of the stoichiometries of the
reactants is greater than 1 is a nonlinear reaction network. As an example consider:

Ø
k1−→ S1

S1 + S1
k2−→ Ø.

(5.9)

The corresponding RRE is

dφ1

dt
= k1 − 2k2φ

2
1 (5.10)

where φ1 is the concentration of species S1. The fixed point of the RRE is φ1,ss =
√

k1

2 k2
. This

fixed point is stable and hence the system is monostable. The stability of the fixed point is again

easy to see: Assume that φ1 > φ1,ss, hence φ1 >
√

k1

2k2
. Then, 2k2φ

2
1 > k1, since all quantities are

non-negative. This implies that dφ1

dt < 0, hence bringing the system back to steady state. Likewise,

φ1 < φ1,ss implies that 2k2φ
2
1 < k1 and hence dφ1

dt > 0, again bringing the system back to steady
state.
The CME of this reaction network is

∂P (n1, t)

∂t
= k1ΩP (n1 − 1, t) + (n1 + 2)(n1 + 1)

k2

Ω
P (n1 + 2, t)

−
[
k1Ω + n1(n1 − 1)

k2

Ω

]
P (n1, t), (5.11)
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where n1 is the population of species S1. This is one of the very few nonlinear reaction networks
for which the steady-state mean concentration (but not the full probability distribution!) can be
obtained analytically using moment generating functions [72]. It is given by

〈φ∗1〉ss =
1

4Ω
+ φ1,ss

I ′1 (4φ1,ssΩ)

I1 (4φ1,ssΩ)
, (5.12)

where I1(b) is the modified Bessel function of the first kind and I ′1(b) = dI1(x)
dx |x=b. The asymptotic

expansion of this expression is:

〈φ∗1〉ss = φ1,ss +
Ω−1

8
+

3Ω−2

128φ1,ss
+O

(
Ω−3

)
. (5.13)

Therefore, we then see that

lim
Ω→∞

〈φ∗1〉ss = φ1,ss. (5.14)

For finite Ω, there is a non-zero difference between the steady-state mean concentration obtained
from the CME and the steady-state concentration from the RRE. In general, this difference always
persists for nonlinear reaction networks at finite Ω.
Using k1 = 5, k2 = 10 and the initial concentration of S1 set to 10, we see that the steady-
state concentration variance scales with Ω−1 as shown in Fig. 5.8. Figure 5.2A shows the the
time evolution of the concentration of species S1 obtained from a single SSA run for different Ω’s,
and from the RRE. It can be seen that the fluctuations increase with decreasing Ω, evident from
the broadening of Pss(φ

∗
1) in Fig. 5.2B in agreement with the scaling of the variance observed in

Fig. 5.8. The steady-state mean concentrations are 0.5130, 0.5012 and 0.5001 for Ω = 10, 100 and
1000, respectively. The steady-state concentration φ1,ss from the RRE is 1/2. This shows that even
at a small volume of Ω = 10, the difference between φ1,ss and 〈φ∗1〉ss is just about 2.6%. This small
difference is specific to the particular system and in general the difference need not so small for
other monostable nonlinear reaction networks.
In summary, for any monostable nonlinear reaction network, the mean of the concentration proba-
bility function P (φ, t) is not equal to the deterministic concentration φ(t) obtained from the RRE.
The intrinsic noise in the CME deviates the mean concentration from the deterministic concentra-
tion. The variance of the concentrations, however, decrease as Ω−1 with increasing Ω. This results
in the mean concentration of P (φ, t) approaching the deterministic concentration with the differ-
ence becoming increasingly smaller at larger Ω. For monostable nonlinear reaction networks with
multiple species intrinsic noise in the CME can even lead to qualitative difference in the steady-
state of the system [73]. Specifically, intrinsic noise can lead to an ordering of steady states that
is different from the RRE prediction. This is called “stochastic inversion effect” [73] and renders
RRE qualitatively invalid when it occurs.
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Figure 5.2: (A) Time evolution of the concentration and (B) steady-state concentration probability
distribution of species S1 in the monostable, nonlinear reaction network of Eq. 5.9. The results are

obtained using the stochastic simulation algorithm (SSA) for different reactor volumes Ω, and using the
deterministic reaction rate equation (RRE). The rates used for the simulation are: k1 = 5 and k2 = 10.

5.3 Brusselator: an oscillatory reaction network

The Brusselator [74, 75] is a widely used model system for studying oscillatory reaction networks.
It is a model system for autocatalytic reactions. Examples of autocatalytic reaction systems in-
clude the Belousov-Zhabotinsky reaction and autophosphorylation reactions ubiquitous in biology.
Oscillatory reaction networks are also used to model biological rhythms, such as the circadian
clock [69, 76, 77, 78, 79] and the glycolytic cycle [75, 80]. The Brusselator reaction network involves
two species and is given by

Ø
k1−→ S1

S1
k2−→ Ø

S1
k3−→ S2

2S1 + S2
k4−→ 3S1.

(5.15)

The corresponding RRE is

dφ1

dt
= k1 − k2φ1 − k3φ1 + k4φ

2
1φ2

dφ2

dt
= k3φ1 − k4φ

2
1φ2, (5.16)

where φ1 and φ2 are the concentrations of S1 and S2, respectively. For simplicity, we set k2 = 1
and k4 = 1. Under these conditions, the fixed point of the deterministic RRE (Eq. 5.16) is given by
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φ1,ss = k1 and φ2,ss = k3/k1. This fixed point is stable if k3 < k2
1 + 1, undergoes a Hopf bifurcation

at k3 = k2
1 + 1 and is unstable if k3 ≥ k2

1 + 1. In the latter case, φ1(t) and φ2(t) exhibit limit-cycle
oscillations.
The CME of the reaction network is

∂P (n1, n2, t)

∂t
= k1ΩP (n1 − 1, n2, t) + (n1 + 1)k2P (n1 + 1, n2, t)

+(n1 + 1)k3P (n1 + 1, n2 − 1, t)

+(n1 − 1)(n1 − 2)(n2 + 1)
k4

Ω2
P (n1 − 1, n2 + 1, t)

−
[
k1Ω + n1k2 + n1k3 + n1(n1 − 1)n2

k4

Ω2

]
P (n1, n2, t), (5.17)

where n1 and n2 are the populations of species S1 and S2, respectively. This CME cannot be solved
analytically and hence we rely on SSA simulations.
For the simulation, we set k1 = 1 and k3 = 1. For these parameters the fixed point of the RRE
is stable and the deterministic solution does not exhibit limit-cycle oscillations. We set the initial
concentration of the system to its fixed point, i.e., the initial concentrations of both S1 and S2

are set to 1. As expected Fig. 5.3, shows that the deterministic RRE trajectory stays at the fixed
point. As Ω is decreased, the SSA simulations display increasing fluctuations. Already at a volume
of Ω = 1000 the SSA trajectory shows oscillations, even though the deterministic RRE doesn’t
show any oscillatory behavior. This is evident from the closed-loop phase-space (φ∗2(t) versus φ∗1(t))
trajectory shown in Fig. 5.4.
Figure 5.5 shows the bivariate steady-state probability function Pss(φ

∗
1, φ
∗
2) for Ω = 10, Ω = 100

and Ω = 1000. As expected, the probability function broadens with decreasing Ω. The steady-state
concentration variance of species S1 scales with Ω−1 (see Fig. 5.8). When the fixed point is unstable
(k1 = 1, k3 = 4), however, this scaling doesn’t hold (See Fig. 5.8) and the variance decreases only
slowly with increasing Ω (variance ∼ Ω−α where α� 1. α ≈ 0.08 in the present case).
The emergence of oscillations due to intrinsic noise can be understood as an interplay between the
drift term and the diffusion term in the CLE (Eq. 3.20), which can make the particle undergo a
circular motion analogous to that of the limit cycle in the deterministic case. As the magnitude of
intrinsic noise decreases, the noisy diffusion term becomes weaker until, at very large Ω, the motion
is dominated by the deterministic drift (Liouville process, see Eq. 4.9). This interplay between drift
and noise have been studied in chemical reaction systems and it has been found to be the reason
for oscillations in the stochastic trajectory [62, 81].
In summary, intrinsic noise can lead to oscillations even when the corresponding RRE does not
exhibit any. The scaling of the variance of the concentration with Ω depends on the stability of the
fixed point of the RRE. If the fixed point is stable, such that the RRE does not exhibit oscillations,
the variance decrease as Ω−1 with increasing Ω. If the fixed point is unstable, such that the RRE
exhibits limit-cycle oscillations, the variance decreases much slower with increasing Ω, since the
oscillations dominate the fluctuations.
An interesting observation is that while the deterministic model predicts a sudden bifurcation from
the non-oscillatory to the oscillatory regime, the onset of oscillations is gradual in the stochastic
descriptions. This means that stochastic oscillators are more robust than deterministic ones, where
the bifurcation can kill the oscillations. Stochastic oscillators are hence often found in biologi-
cal systems, where it is important that variations in the rate constants do not suddenly kill the
oscillation.
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Figure 5.3: Time evolution of the concentration of species S1 in the Brusselator reaction network of
Eq. 5.15. The results are obtained using the stochastic simulation algorithm (SSA) for different reactor
volumes Ω, and using the deterministic reaction rate equation (RRE). The rates used for the simulation
are: k1 = 1, k2 = 1, k3 = 1 and k4 = 1. The initial concentrations of species S1 and S2 are set to 1, the

fixed point of the RRE.
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Figure 5.4: Steady-state concentration trajectory in the phase space of the Brusselator reaction network
of Eq. 5.15, obtained using the stochastic simulation algorithm (SSA) with a reactor volume of Ω = 1000.

The rates used for the simulation are: k1 = 1, k2 = 1, k3 = 1 and k4 = 1. The initial concentrations of
species S1 and S2 are set to 1, the fixed point of the RRE (circle). The squares mark the implicit time of
the stochastic trajectory in phase space such that ti+1 > ti. The time stamps help visualize a clockwise

oscillatory behavior.
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Figure 5.5: Steady-state bivariate probability
function of the concetrations of species S1 and S2 in
the Brusselator reaction network of Eq. 5.15. The

results are obtained using the stochastic simulation
algorithm (SSA) for different reactor volumes Ω.

The rates used for the simulation are: k1 = 1,
k2 = 1, k3 = 1 and k4 = 1. The initial concentration
of species S1 and S2 is set to 1, the fixed point of the

RRE.
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5.4 Schlogl model: a bistable reaction network

The Schlogl model [82] is a popular model system for multistable reaction networks. Multistability
has also been observed in several biological systems, including the bacterial phenotypic expres-
sion [83], lactose utilization network [84], the cell cycle regulation network [85] and in synthetic
genetic switches [86]. The Schlogl model is given by

2S1
k1−→ 3S1

3S1
k2−→ 2S1

Ø
k3−→ S1

S1
k4−→ Ø

(5.18)

and it has the RRE

dφ1

dt
= k1φ

2
1 − k2φ

3
1 + k3 − k4φ1, (5.19)

where φ1 is the concentration of species S1. The rates are set to k1 = 18, k1 = 2.5, k3 = 22 and
k4 = 37.5. For this parameter set, the RRE has 3 fixed points φ1,ss = 1, φ1,ss = 4 and φ1,ss = 2.2.
The first two are stable, the third is unstable.
The CME of this system is

∂P (n1, t)

∂t
= (n1 − 1)(n1 − 2)

k1

Ω
ΩP (n1 − 1, t) + (n1 + 1)n1(n1 − 1)

k2

Ω2
P (n1 + 1, t)

+k3ΩP (n1 − 1, t) + (n1 + 1)k4P (n1 + 1, t)

−
[
n1(n1 − 1)

k1

Ω

+n1(n1 − 1)(n1 − 2)
k2

Ω2
+ k3Ω + n1k4

]
P (n1, t) (5.20)

and analytically intractable. We set the initial concentration of species S1 to 1, which is one of the
stable fixed points of the RRE.
Figure 5.6 shows that in the deterministic case the concentration of species S1 remains unchanged
from the initial concentration at the stable fixed point of the system. Using SSA, we see that
for Ω = 1000 the stochastic trajectory shows small fluctuations around the deterministic RRE
(Fig. 5.6). This can also be seen from the steady-state probability function Pss(φ

∗
1) (Fig. 5.7C)

which is a symmetric, narrow and unimodal distribution with its mean very close to the stable fixed
point φ1,ss = 1 of the RRE. For Ω = 100 the stochastic trajectories switch (jump) back and forth
between the neighborhoods of the two stable fixed points (Fig. 5.6). This can also be seen in the
steady-state probability function Pss(φ

∗
1) (Fig. 5.7B) becoming bimodal with maxima close to the

two stable fixed points (φ1,ss = 1, φ1,ss = 4) of the RRE, and a minimum close to the unstable fixed
point φ1,ss = 2.2 of the RRE. At Ω = 10, the fluctuations of the stochastic trajectory become even
larger (Fig. 5.6). The corresponding steady-state probability function Pss(φ

∗
1) (Fig. 5.7A) is again

unimodal, but asymmetric with a long tail. Because of these changes in the qualitative properties
of the steady-state probability function, the scaling of the steady-state concentration variance falls
in two regimes (Fig. 5.8). At low intrinsic noise or large Ω when Pss(φ

∗
1) is symmetric, the variance

scales with Ω−1. At large intrinsic noise or small Ω when Pss(φ
∗
1) is asymmetric or bimodal, the
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variance scales with Ω−α where α � 1. In the present case, we estimated this exponent α to be
approximately 0.12. In addition, the large Ω regime is Ω ≥ 500 and small Ω regime is Ω ≤ 400 in
the present case. The sudden jump observed in the scaling of the variance from the large Ω regime
to the small Ω regime is brought about by the change in Pss(φ

∗
1) from being a sharp unimodal

distribution at Ω = 500 to a bimodal distribution at Ω = 400. This change in Pss(φ
∗
1) is effected

by the fluctuations becoming large enough that the concentration reaches the neighborhood of
the unstable fixed point, from where the concentration is then probabilistically shuttled to the
neighborhood of the other stable fixed point.
In summary, intrinsic noise in a multistable reaction network can lead to switching behavior between
the neighborhoods of the multiple stable fixed points. Due to the associated qualitative change in
the steady-state concentration probability function, the variance scales as Ω−α with α� 1 for small
Ω. For large enough Ω the variance scales with Ω−1.

Figure 5.6: Time evolution of the concentration of species S1 in the Schlogl model of Eq. 5.18. The results
are obtained using the stochastic simulation algorithm (SSA) for different reactor volumes Ω, and using

the deterministic reaction rate equation (RRE). The rates used for the simulation are: k1 = 18, k1 = 2.5,
k3 = 22 and k4 = 37.5. The initial concentration of species S1 is set to 1, which is one of the stable fixed

points of the RRE.
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Figure 5.7: Steady-state probability function for the
concentration of species S1 in the Schlogl model of

Eq. 5.18. The results are obtained using the
stochastic simulation algorithm (SSA) for different

reactor volumes Ω, and using the deterministic
reaction rate equation (RRE). The rates used for the

simulation are: k1 = 18, k1 = 2.5, k3 = 22 and
k4 = 37.5. The initial concentration of species S1 is
set to 1, one of the stable fixed points of the RRE.
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Figure 5.8: Scaling of the steady-state concentration variance of species S1 with the reactor volume Ω for
four different types of reaction networks: monostable linear (Sec. 5.1), monostable nonlinear (Sec. 5.2),
non-oscillatory Brusselator, oscillatory Brusselator (Sec. 5.3) and the Bistable Schlogl (Sec. 5.4) models.
All results are obtained using the stochastic simulation algorithm (SSA). The parameters used for the

simulations are given in the corresponding sections that introduce these reaction networks.



6
Reaction networks with time delays

In this chapter:

• Chemical reactions with time delays

• Priority queues to efficiently manage pending reactions

• Piecewise constant time-varying propensities

• Consuming and non-consuming chemical reactions

• Extending partial propensities to networks with time delays

Learning goals:

• Be able to derive the waiting time distribution for time-varying propensities

• Be able to implement priority queues with log2 ∆ insert complexity

• Understand how partial propensities sample the next reaction

• Be able to use the inversion method for a non-analytic piecewise constant cumulative distri-
bution

• Be able to derive or explain the algorithmic complexity of dDM

All models and simulation methods presented so far assume instantaneous execution of reactions.
The population of species is hence instantaneously updated at the time of reaction firing. In many
systems, such as gene expression networks in biological cells, the initiation of the reaction and
the formation of the products, however, is not instantaneous. In gene expression, the initiation
of a reaction corresponds to the binding of the transcription factor to the gene. The product,
the ribonucleic acid (RNA), is only formed once the RNA-polymerase finished scanning the entire

87
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gene. There is hence a time delay between the initiation of the reaction and formation of the
products. The average transcription and translation speeds in eukaryotic cells, for example, are
20 nucleotides per second and 2 codons per second, respectively [87, 88, 89]. This amounts to a
coarse-grained modeling of the fundamental processes that mediate the delay, lumping them into
a single delay time. Nevertheless, such approaches are valuable and have been used, for instance,
to implicate delay along with intrinsic noise in chemical reactions to tune or induce circadian-
rhythmic oscillations in drosophila [90, 91], oscillations in other biomolecular clocks such as in the
dynamics of messenger-RNA for Notch signaling molecules [92] and oscillations in gene regulatory
networks [88]. Famous oscillatory systems, like the Repressilator, only oscillate if there are time
delays in the reactions. Without delays, there are no oscillations. Also, the magnitude of the delays
tunes the oscillation frequency.
Delays in chemical reactions render the kinetics non-Markovian. This is because the next population
state of the system depends on the current population as well as the population of the system at
previous times when still unfinished reactions have been initiated. This non-Markovian process
can be accounted for by the delay CME [88, 92, 93]. The delay CME (dCME) is analogous to
the classical CME and in the limit of infinite reactor volume Ω (or infinite population) it tends
to the corresponding delay RRE (dRRE), which is a delay differential equation [88, 92, 93]. In
order to simulate stochastic chemical kinetics of reaction networks with delays, the delay stochastic
simulation algorithm (dSSA) is available [88, 92, 89, 93], extending SSAs to properly account for the
effects of non-zero reaction durations. The dSSA samples exact trajectories from the dCME [92, 89,
93]. Accelerated approximate methods to sample from the dCME are also available [94, 95]. The
main difference between the dSSA and the conventional SSA is that the reaction propensities (i.e.,
the probability rate of a reaction firing) may change in the time between two reaction initiations
(firings), as a result of pending reactions finishing meanwhile. This renders the random variable
for the time to the next reaction τ and the index of the next reaction µ mutually dependent. In
contrast to conventional SSAs, where τ and µ are independent random variables (see Eq. 2.27 in
Sec. 2.2).

6.1 The delay stochastic simulation algorithm (dSSA)

Consider a network of M chemical reactions among N species. Assume that a subset of these M
reactions incur a delay. If a reaction involves no delay (hereafter denoted as RD0), it completes
instantaneously and the populations of reactants and products are immediately updated. If a
reaction incurs a delay, its products are formed only after a delay dµ from reaction initiation.
We classify delay reactions depending on when the reactants are consumed into non-consuming
(denoted RD1) and consuming (denoted RD2) ones [89]. In non-consuming delay reactions, the
population of reactants is only updated once the products have formed, thus after the delay dµ. In
consuming delay reactions, the population of the reactants is updated immediately upon reaction
initiation, but the products only form after the delay dµ. In the following, we measure time globally,
i.e. relative to time t = 0. This is in contrast to the local (relative to the current time t) times
used in conventional SSA formulations. We denote the global time of firing (initiation) of the next
reaction as τg = t+ τ and the global time at which the products of a delay reaction µ are formed
as dg

µ = t+ τ + dµ.
Assume that at some time t there are ∆ pending (ongoing) delay reactions that will finish at later
global times T g

1 , T g
2 , T g

3 , . . . , T g
∆. We assume that the list of pending reactions is ordered according

to ascending global completion times, thus T g
i ≤ T g

i+1 i = 1, . . . ,∆−1 (e.g., in a priority queue data
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structure). Furthermore, we define T g
0 = t and T g

∆+1 =∞. As in classical SSA, the time to the next
reaction τ (or the global time of firing of the next reaction, τg) and the index of the next reaction
µ are sampled in order to propagate the system from reaction event to reaction event. In classical
SSA, all reactions complete instantaneously, i.e., reaction initiation and completion happen at the
same time. Therefore, the reaction propensities remain unchanged during the time interval [t, t+τ).
This, however, is not the case in delay SSAs, where the reaction propensities change whenever a
pending reaction completes. The renders the propensity a piecewise constant function that jumps
at each reaction completion event. Accounting for these inter-firing changes of the propensities,
the probability distribution functions for the global time of firing (initiation) of the next reaction
fτ (τg) and of the index of the reaction fµ(µ) are given by: [89]

fτ (τg) = a(T g
i ) exp


−

i−1∑

j=0

a(T g
j )(T g

j+1 − T g
j )−a(T g

i )(τg − T g
i )


 , (6.1)

τg ∈ [T g
i , T

g
i+1), i = 0, . . . ,∆ ,

and

fµ(µ) =
aµ(T g

i )

a(T g
i )

, µ = 1, . . . ,M, τg ∈ [T g
i , T

g
i+1) . (6.2)

Here, aµ(t) is the reaction propensity of reaction µ at global time t and a(t) is the total propensity
of all reactions at global time t.
Understanding where these equations come from is the whole key to understanding dSSA. The
first equation, the probability distribution for the waiting times, can be understood as follows:
in classical non-delay SSA, the distribution of waiting times τ until any next reaction happens is
ae−aτ , where the total propensity a is a constant. This is a continuous-time Bernoulli process with
constant intensity a. If a is a function of time, the rate of events has to be integrated up, rendering
the waiting time distribution

Z exp

[
−
∫ τ

0

a(t)dt

]
, (6.3)

where a(t) is now a continuous function of time and Z the normalization constant (partition func-
tion). In the case here, a(t) is piecewise constant, such that the integral can be computed as:

∫ τ

0

a(t)dt = a(T g0 )(T g1 − T g0 ) + a(T g1 )(T g2 − T g1 ) + . . .+ a(T gi )(τ − T gi ) , (6.4)

where τ ∈ [T gi , T
g
i+1). This is exactly the exponent in Eq. 6.1. The partition function Z in this

case is also known, as it simply is the total propensity of the reaction network at that time. Once
the global time τg of the next reaction is known, Eq. 6.2 samples the index of the next reaction in
exactly the same way that DM does, but using the propensity values at that time.

6.1.1 The delay direct method (dDM)

In dDM, as presented by Cai et al. [89] and summarized in Table 6.1, the global time of firing of
the next reaction τg is obtained from Eq. 6.7 using linear search in order to sample the interval p
such that

p = max [i : r1 ≥ F (T g
i )] (6.5)
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with τg ∈ [T g
p , T

g
p+1) and r1 a uniform random number in [0,1). The integer 0 ≤ p ≤ ∆ hence

indicates the number of pending reactions that finish before the firing of the next reaction. Here,
F (·) is the cumulative distribution function of the probability density function fτ (τg) (Eq. 6.1). It
is given by:

F (τg) = 1− exp


−

i−1∑

j=0

a(T g
j )(T g

j+1 − T g
j )−a(T g

i )(τg − T g
i )


 , (6.6)

τg ∈ [T g
i , T

g
i+1), i = 0, . . . ,∆ .

Note that in order to find p, we have to keep track of the change in a whenever a pending reaction
finishes. This is done by successively updating the population, affected propensities aµ, and the
total propensity a every time a pending reaction completes. Therefore, p is the search depth needed
to sample τg.
Once the interval p is determined, τg is calculated as

τg = T g
p +
− log (1− r1)−∑p−1

j=0 a(T g
j )(T g

j+1 − T g
j )

a(T g
p )

, (6.7)

such that

τg ∈ [T g
p , T

g
p+1) .

The whole procedure of sampling τg is sampling a random number from Eq. 6.1 using the inversion
method. This is done by inverting the cumulative distribution in Eq. 6.6. However, unlike in
standard SSA, the inversion cannot be done analytically, because the function jumps whenever a
pending reaction finishes. In-between jumps, it has smooth exponential branches. The algorithm
hence first performs a linear search in order to determine between which two jumps the y = r1 lies.
Then, the exponential branch between the jumps is analytically inverted in Eq. 6.7. Of course, the
same r1 is used, since we want to find its single inverse.
The index µ of the next reaction is also obtained by linear search. Unlike in Gillespie’s original
direct method (DM), however, the probability distribution function of µ depends on the interval
p, where p is an integer such that 0 ≤ p ≤ ∆ (In Gillespie’s non-delay DM, p is fixed to 0 since
there are no pending reactions). The next reaction is hence always sampled after p has been found.
Using a uniform random number r2 ∈ [0, 1), µ is found such that

µ = min


µ′ : r2a(T g

p ) <

µ′∑

i=1

ai(T
g
p )


 . (6.8)

This is identical to the standard SSA, except that the propensity values of the proper time interval
have to be used. The algorithm of the delay direct method (dDM) [89] is summarized in Table 6.1.
It is built around a list of global completion times of the pending delay reactions, maintained in
ascending order (i.e., a priority queue). The computational cost of this algorithm is determined by
the following steps:

Update step: In a strongly coupled reaction network, firing of one reaction can potentially affect
all propensities. Hence, the computational cost of updating the reaction propensities is O(M),
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where M is the number of reactions in the network. For a weakly coupled reaction network the
update step is O(1) since the number of propensities affected by any reaction is (by definition of a
weakly coupled network) bounded by a constant.

Sampling the global time of the next reaction: The computational cost of sampling the
global time of firing (initiation) of the next reaction, τg, is O(pM) for a strongly coupled reaction
network. Here, p is the search depth to locate τg according to Eq. 6.5. This is because the
number of times the propensities need to be updated due to pending reactions finishing is p when
τg ∈ [T g

p , T
g
p+1). In each of these p updates, O(M) propensities need to be updated. Deleting

the p pending reactions that finish is O(p). Similarly, for a weakly coupled reaction network, the
computational cost of sampling τg is O(p). In C++, we store the list of the global finishing times of
pending reactions in the multiset standard template library (STL) container and use the provided
methods to add and remove pending reactions.

Sampling the index of the next reaction: The index of the next reaction is found by linear
search across the M propensities. The computational cost of this operation is O(M). If the
sampled reaction is a delay reaction, it is added to the list of pending reactions, along with its
global completion time. Inserting a new reaction such a way that the global times of completion of
pending reactions remain sorted in ascending order is O(log2 ∆), where ∆ is the number of pending
reactions currently in the list. This can be done using bisection search, which is equivalent to a
binary search tree.

In summary, the computational cost of dDM is O(pM +M + log2 ∆) for strongly coupled reaction
networks. This is equivalent to O(pM + log2 ∆) for p > 0. For weakly coupled reaction networks,
the computational cost is O(p + M + log2 ∆). Note that when there are no delay reactions, and
hence no global pending times need to be inserted in the list, the computational cost of dDM is
O(M), as for Gillespie’s DM.

6.2 The delay partial-propensity SSA

We present a partial-propensity formulation of the exact dSSA for chemical reaction networks with
delays: the delay partial-propensity direct method (dPDM). Since sampling the index of the next
reaction in dDM and DM is identical up to the temporal change of the propensities, we use the
same partial-propensity structure and sampling idea. Sampling the time to the next reaction is
identical to dDM. The main change is that the priority queue of pending reaction requires a few
additional bookkeeping data structures. The computational cost of dPDM is O(pN + log2 ∆) for
strongly coupled networks and O(p + N + log2 ∆) for weakly coupled ones. As a result of using
partial propensities, the number of reactions M in the computational cost of dDM is replaced by
the usually smaller number of species N . The dPDM formulation is thus especially efficient when
p and ∆, which are network-specific parameters that are independent of the simulation method,
do not scale faster than O(N). In addition, the linear dependence of the computational cost on
N makes dPDM especially efficient for strongly coupled reaction networks, where M grows much
faster than N with network size.
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1. Initialization: set t ← 0, δa ← 0, and the number of pending reactions ∆← 0; initialize the
population vector n, the propensities aµ, and the total propensity a =

∑
µ aµ.

2. Sample the global time of firing of the next reaction, τg: First, perform linear search to find
the search depth p such that p ∈ [T g

p , T
g
p+1) according to Eq. 6.5. During this, update the

population and the propensities every time a pending reaction finishes, iteratively propagating
the system to time T gp . Then compute τg according to Eq. 6.7. Update ∆ ← ∆− p and set
t ← τg.

3. Sample the index of the next reaction µ according to Eq. 6.8 using linear search.

4. If µ is a delay reaction, insert t+ dµ into the list that stores the global finishing times of the
pending reactions. Use bisection search to insert at the proper position such that the list is
maintained in ascending order; increment ∆ ← ∆ + 1.

4. Update n depending on the delay type of reaction µ.

5. Update the affected aµ’s using a dependency graph and calculate the change in total propen-
sity δa.

6. Update a ← a+ δa.

7. Go to step 2.

Table 6.1: Outline of the algorithm for the delay direct method (dDM) with global times. In C++, the
list of global finishing times of pending reactions can conveniently be stored in a multiset standard

template library container.
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6.2.1 Detailed description

Like in PDM, the partial propensities in dPDM are stored in a partial-propensity structure Π =
{Πi}Ni=0, the reaction indices in look-up table L = {Li}Ni=0, the sum of partial propensity in a group
in the array Λ and sum of propensities in a group in the array Σ.
After each reaction event (reaction initiation or completion) the population n, the partial propen-
sities Πi,j , the Λi’s, and the Σi’s need to be updated. Which values need to be updated depends on
the type of event that happened (firing of a non-delay reaction, initiation of a non-consuming delay
reaction, initiation of a consuming delay reaction, or completion of a delay reaction). We efficiently
implement the updates using the following data structures:

U(1): an array of M arrays, where the ith array contains the indices of all species involved in the
ith reaction.

U(2): an array of M arrays containing the corresponding stoichiometry (the change in population
of each species upon reaction) of the species stored in U(1).

U
(1)
(−): an array of M arrays, where the ith array contains the indices of all species that are reactants

in the ith reaction.

U
(2)
(−): an array of M arrays containing the corresponding stoichiometry of the reactant species stored

in U
(1)
(−). U

(1)
(−) and U

(2)
(−) constitute the sparse-representation of the reactant stoichiometry

matrix ν−.

U
(1)
(+): an array of M arrays, where the ith array contains the indices of all species that are products

in the ith reaction.

U
(2)
(+): an array of M arrays containing the corresponding stoichiometry of the product species stored

in U
(1)
(+). U

(1)
(+) and U

(2)
(+) constitute the sparse-representation of the product stoichiometry

matrix ν+.

U(3): an array of N arrays, where the ith array contains the indices of all entries in Π that depend
on ni.

We also maintain a priority queue T that stores the global times (T g
i , i = 0, . . . ,∆) of all ∆ pending

reactions in ascending order. The corresponding indices and delay types (RD0, RD1, or RD2) of the
reactions are stored in the lists µ(D) and D, respectively.
In dPDM, the global time of firing (initiation) of the next reaction, τg, and the index of the
next reaction are mutually dependent. First, the interval p is found according to Eq. 6.5 using
linear search such that the global time of firing of the next reaction τg ∈ [T g

p , T
g
p+1). This tells us

between which two reaction completion events the next firing or initiation event happens (see Fig.
6.1A). The difference between dPDM and dDM in sampling p is the mechanism of updating the
total propensity a(T g

i ) each time a pending reaction completes and is removed from the queue of
pending reactions. In dPDM, we make use of the partial propensities Π and the associated data
structures to update a. For instance, assume that τg ∈ [T g

1 , T
g
2 ) and the reaction type associated

with the global completion time T g
1 is RD2 (consuming delay reaction). In this case, we update n

using U
(1)
(+) and U

(2)
(+). If the finishing reaction is of type RD1 (non-consuming delay reaction), n

is updated using U(1) and U(2). Subsequently, Π and the associated data structures are updated
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using U(3), thereby obtaining δa (the change in a) and hence the new a. All these updates are done
at the completion times of each pending reaction until the interval containing the global time of
firing (initiation) of the next reaction is reached and all p pending reactions that have completed
are removed from the list T . Then, the global time of firing (initiation) of the next reaction, τg,
within that interval is calculated according to Eq. 6.7.
For sampling the index µ of the next reaction, we use a single uniformly distributed random number
r2 ∈ [0, 1) to (a) sample the group index I using linear search such that

I = min


I ′ : r1a(T g

p ) <

I′∑

i=0

Σi(T
g
p )


 (6.9)

and (b) sample the element index J in ΠI using linear search such that

J = min


J ′ : r1a(T g

p ) <

J′∑

j=1

nIΠI,j(T
g
p ) +

(
I∑

i=0

Σi(T
g
p )

)
− ΣI(T

g
p )


 (6.10)

if τg ∈ [T g
p , T

g
p+1) (see Fig. 6.1B). The sampling of J can be performed efficiently as described in

Eq. 2.34. The indices I and J are then translated back to the reaction index µ using the look-up
table L, thus µ = LI,J .
Once the index of the next reaction is sampled, we ascertain the type of the reaction and initiate
it. If µ is a non-delay (type RD0) reaction, the population n is immediately updated using U(1)

and U(2). Subsequently, Π is updated using U(3). If µ is a non-consuming delay reaction (type
RD1), n and Π are not updated at the time of reaction initiation. Instead, the attributes of this
delay reaction (its global time of completion, index, and type) are inserted into T , µ(D), and D,
respectively. We ensure that the global completion times in T are maintained in ascending order
by inserting at the appropriate location, which is found using bisection search. If µ is a consuming

delay reaction (type RD2), n is immediately updated using U
(1)
(−) and U

(2)
(−). Subsequently, Π is

updated using U(3). In addition, the attributes of this reaction are inserted into T , µ(D), and D
at the appropriate location, again found by bisection search.
In summary, dPDM is an exact formulation of dSSA, generalizing PDM to handle reactions with
delays according to the probability distribution functions of dSSA (Eqs. 6.1 and 6.2). The detailed
algorithm of dPDM is given in Table 6.2. The computational cost of dPDM is O(pN + log2 ∆) for
strongly coupled reaction networks and O(p + N + log2 ∆) for weakly coupled ones, as shown in
Sec. 6.2.2.
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Figure 6.1: Illustration of the main steps in dPDM. (A) Illustration of the linear search to find the
interval p such that the global time of firing (initiation) of the next reaction τg ∈ [T g

p , T
g
p+1). In this

figure, the number of pending reactions ∆ = 6. (B) Illustration of the partial-propensity structure Π and
the grouping based on the index of the common factored-out reactant. The group index I of the next

reaction is sampled using linear search over the total propensities of the groups, Σi. The element index J
within the selected group is found using linear search over the partial propensities stored in group I.
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1. Initialization: set t ← 0, δa ← 0, and the number of pending reactions ∆ ← 0; initialize the population
vector n, the partial propensities Π, the group sum array Λ, Σ, and the total propensity a ←

∑N
i=0 Σi;

initialize T, D, and µ(D) (these are empty at this stage); initialize the update structures U(1), U(2), U
(1)
(−)

,

U
(2)
(−)

, U
(1)
(+)

, and U
(2)
(+)

.

2. Sample the global time of firing of the next reaction, τg:

2.1. Generate a uniform random number r1 in [0,1).

2.2. If ∆ == 0 (i.e., T is empty) then t ← t− log r1/a

2.3. else

2.3.1. λ1 ← t; λ2 ← T1; at ← a(λ2 − λ1); F ← 1− exp(−at)
2.3.2. While F < r1

2.3.2.1. Get current delay reaction and its type from µ
(D)
1 and D1, respectively. Update n, Π, Λ, and

Σ accordingly using the proper subset of update structures U(1), U(2), U
(1)
(−)

, U
(2)
(−)

, U
(1)
(+)

,

and U
(2)
(+)

, U(3) (see Section 6.2.1). Calculate δa and set a ← a+ δa.

2.3.2.2. λ1 ← T1. Remove T1, µ
(D)
1 , and D1 from the corresponding lists and decrement ∆ ← ∆−1.

2.3.2.3. If ∆ == 0 then exit from the while loop 2.3.2.

2.3.2.4. else λ2 ← T1

2.3.2.5. at ← at + a(λ2 − λ1); F ← 1− exp(−at)
2.3.3. if ∆ == 0 then τg ← λ1 +

− log (1−r1)−at−a(λ2−λ1)
a

; set t ← τg

2.3.4. else τg ← λ1 +
− log (1−r1)−at

a
; set t ← τg.

3. Sample the index of the next reaction, µ: Using linear search, sample the group index I and element index J
of the next reaction according to Eqs. 6.9 and 6.10, respectively. Look up the index of the next reaction as
µ = LI,J .

4. If µ is a delay reaction, increment ∆ ← ∆ + 1. Insert t + dµ into T, µ into µ(D), and the type of the delay
reaction into D. Use bisection search to ensure that the entries in T are in ascending order and maintain the
correspondence between T, µ(D), and D.

4. Update n depending on reaction µ’s type:

4.1. If µ is RD0, then update n using U(1) and U(2)

4.2. else if µ is RD1, then do not update n

4.2. else if µ is RD2, then update n using U
(1)
(−)

and U
(2)
(−)

5. Update Π using the update structure U(3) and calculate the change in total propensity δa0.

6. Update a ← a+ δa.

7. Go to step 2.

Table 6.2: Detailed algorithm for the delay partial-propensity direct method (dPDM), explicitly
describing all sub-steps. Using the multiset container of the C++ STL, the list of pending reactions is

conveniently maintained.
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6.2.2 Computational cost

The computational cost of dPDM as detailed in Table 6.2 is determined by the following steps:

Update step: The computational cost of the update step is O(N) and O(1) for strongly and
weakly coupled reaction networks, respectively, where N is the number of species in the network.

Sampling the global time of the next reaction: The computational cost of sampling the
global time of firing (initiation) of the next reaction, τg, is O(pN) and O(p) for strongly and weakly
coupled reaction networks, respectively. This is because the number of times the partial propensities
need to be updated due to a finishing pending reaction is p, where p is search depth to locate τg.
During each of these p updates, the number of partial propensities that need to be recomputed is
O(N) and O(1) for strongly and weakly coupled reaction networks, respectively. Removing the p
completed reactions from the list of pending reactions is O(p).

Sampling the index of the next reaction: Sampling the group index is performed using linear
search across at most N + 1 groups. Subsequently, the element index is sampled using linear search
across the O(N) partial propensities within the selected group. The computational cost of sampling
the index of the next reaction hence is O(N). If the sampled reaction is a delay reaction, it is added
to the list of pending reactions, along with its attributes. Inserting a new reaction such a way that
the global completion times of pending reactions are maintained in ascending order is O(log2 ∆),
where ∆ is the number of pending reactions currently in the list.

In summary, the computational cost of dPDM is O(pN +N + log2 ∆) for strongly coupled reaction
networks. This is equivalent to O(pN + log2 ∆) for p > 0. For weakly coupled reaction networks,
the computational cost is O(p + N + log2 ∆). In general, the search depth p is O(∆). The worst
case is realized when the time to the next reaction is past the last pending reaction. In this case,
p = ∆. The computational cost for subsequently sampling the next reaction is then O(N), without
the O(log2 ∆) term. This is because the queue of pending reactions is empty and cost of inserting
the new pending reaction is O(1). The overall cost of dPDM then is O(∆N + N) and O(∆ + N)
for strongly coupled and weakly coupled reaction networks, respectively.

6.2.3 Benchmarks

We benchmark the computational performance of dPDM on both a weakly coupled and a strongly
coupled prototypical reaction network. We again choose the cyclic chain model [15, 47] and the
colloidal aggregation model [35, 36, 37, 38, 39] as representative networks for which we compare the
performance of dPDM with that of dDM [89]. In the benchmarks, we only consider consuming delay
reactions since they require updates at both the time of reaction initiation as well as completion.

All tested SSA formulations are implemented in C++ using the random number generator of the
GSL library and compiled using the Intel C++ compiler version 11.1 with the O3 optimization
flag. All timings are measured on a Linux 2.6 workstation with a 2.8 GHz quad-core Intel Xeon
E5462 processor, 8 GB of memory and 4 MB L2 cache. For all test cases, we simulate the reaction
network until 107 reactions have been initiated, and we report the average CPU time Θ per reaction
initiation (i.e., the average time to execute steps 2 through 7 in Table 6.2 for dPDM and Table 6.1
for dDM).
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6.2.3.1 A strongly coupled reaction network: Colloidal aggregation model

The colloidal aggregation model is given in Eq. 2.36. For N chemical species, the number of

reactions is M =
⌊
N2

2

⌋
. The degree of coupling of this reaction network is 3N −7 and hence scales

with system size.
At time t = 0, we set all ni = 1 and all specific probability rates cµ = 1. We set all reactions with
an even index to be consuming delay reactions (RD2), each with a delay of dµ = 0.1. The rest of
the reactions are non-delay reactions (RD0). The benchmarks confirm that the search depth p to
sample the global time of firing (initiation) of the next reaction is O(1), and that the logarithm of
the number of pending delay reactions, log2 ∆, is O(log2N). Hence, the computational cost of this
simulation is O(N) for dPDM and O(N2) for dDM. This is shown in Fig. 6.2A, where Θ(N) for
dPDM and dDM are compared.
Figure 6.2B shows the results for larger networks on a linear scale. Here, we consider networks of
up to N = 2000 species and M = 2 million reactions in order to reveal memory contention effects.
Around N = 1000 species, the slope of the cost curve increases, while remaining O(N). This is
probably due to the partial-propensity structure not fitting into cache any more. The machine
used for the benchmark has a 4 MB L2 cache. At N = 1000 the partial-propensity structure for
this network contains 500 000 double-precision floating-point numbers of 8 bytes each, amounting
to exactly 4 MB.
In summary, for a strongly coupled reaction network, the computational cost of dPDM is O(pN +
log2 ∆) as predicted by the theoretical analysis.

6.2.3.2 A weakly coupled reaction network: Cyclic chain model

The cyclic chain model is given by Eq. 2.44. For N chemical species, this network has M = N
reactions. The degree of coupling of this reaction network is 2, independent of system size.
At time t = 0, we set all ni = 1 and all specific probability rates cµ = 1. We set all reactions
with an even index to be consuming delay reactions (RD2), each with a delay dµ = 0.1. The rest of
the reactions are non-delay reactions (RD0). The benchmarks confirm that the search depth p to
sample τg is O(1) and that log2 ∆ is O(log2N). Hence, the computational cost of this simulation
is O(N) for dPDM as well as for dDM. The corresponding Θ(N) for dPDM and dDM are shown
in Fig. 6.2C.
In summary, for a weakly coupled reaction network, the computational cost of dPDM is O(p+N +
log ∆) as predicted by the theoretical analysis.
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Figure 6.2: Computational cost of dPDM (squares) and dDM (circles). The average (over 100
independent runs) CPU time Θ per reaction initiation (i.e., the average time to execute steps 2 through 7
in Table 6.2 for dPDM, and Table 6.1 for dDM) is shown as a function of the number of species N in the

reaction network. (A) Logarithmic plot of Θ(N) for the strongly coupled colloidal aggregation model,
considering systems of size up to N = 320. Θ is O(N) for dPDM and O(M) = O(N2) for dDM. (B)

Linear plot of Θ(N) for the strongly coupled colloidal aggregation model, considering systems of size up
to N = 2000 (2 million reactions). While the scaling of the computational cost remains linear for all
system sizes tested, the slope increases around N = 1000. This is the system size beyond which the

partial-propensity structure does not fit into the computer’s cache memory any more. (C) Linear plot of
Θ(N) for the weakly coupled cyclic chain model. The solid lines are linear least square fits. Θ is O(N) for

both dPDM and dDM, but with a smaller slope for dPDM.
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6.2.4 Conclusions

We have presented the delay partial-propensity direct method (dPDM), a partial-propensity for-
mulation of the delay stochastic simulation algorithm (dSSA) [89] to simulate chemical reaction
networks with delays. dPDM uses partial propensities and reaction groups in order to improve
computational efficiency. For reaction networks with no delays, dPDM becomes identical to the
partial-propensity direct method (PDM) (see Sec. 2.4.3).
The presented dPDM is an exact dSSA formulation with a computational cost of O(pN+N+log2 ∆)
for strongly coupled reaction networks and O(p+N+log2 ∆) for weakly coupled networks. Here, N
is the number of chemical species, p is the search depth to sample the time to the next reaction, and
∆ is the number of pending delay reactions at a given time. We have presented a theoretical cost
analysis of dPDM and confirmed its results in two benchmark cases prototypical of strongly and
weakly coupled reaction networks. Since p and ∆ are properties of the chemical reaction network
alone, and the only other variable that the computational cost depends on is linear in N , dPDM
is especially efficient for strongly coupled reaction networks with delays. This is because in these
networks the number of chemical species N grows much slower with network size than the number
of chemical reactions M .
However, dPDM inherits the limitations of PDM (see Sec. 2.4.4.7). Like PDM and PSSA-CR, it
is limited to chemical reaction networks composed of elementary reactions involving at most two
reactants. For small networks, dPDM is outperformed by other methods due to the overhead of the
additional data structures. Other dSSA formulations, such as the delay direct method (dDM) [89],
might be more efficient there.
The computational cost of dPDM can be further reduced toO(p+log2 ∆) for weakly coupled reaction
networks by using composition-rejection sampling [30, 18] (see Sections 2.3.7 and 2.4.5) instead of
linear search [2] to sample the index of the next reaction. This is analogous to PSSA-CR. For
multi-scale (stiff) reaction networks, prototypical of biochemical networks where the propensities
span several orders of magnitude, dynamic sorting [16] (see Sec. 2.4.4) can further reduce the
computational cost, even though its scaling with N remains the same.



7
Spatiotemporal Simulation of Stochastic

Reaction-Diffusion Systems

In this chapter:

• Off-lattice and on-lattice approaches to stochastic reaction-diffusion simulation

• The Next-Subvolume Method for exact reaction-diffusion simulations

• Discretization correction of reaction propensities

• Partial-propensity methods for exact stochastic reaction-diffusion simulations

• Computational cost analysis of simulation methods with respect to network size and spatial
resolution

Learning goals:

• Be able to explain how on- and off-lattice reaction-diffusion simulations work and what their
advantages and problems are

• Be able to implement the next-subvolume method

• Be able to implement propensity corrections in cubic domains and know about their necessity

• Be able to use partial propensities and composition-rejection sampling to speed up stochastic
reaction-diffusion simulations

• Be able to derive or explain the algorithmic complexity of PSRD
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Chemical reaction networks exhibiting spatial heterogeneity are often modeled as reaction-diffusion
systems [96, 97, 98, 99, 100, 101, 102, 103, 104, 105]. Reaction-diffusion models explicitly capture
spatial variations of the concentration fields, accounting for diffusive transport of reactants and
products to and from reaction sites. Spatial heterogeneity is sustained when diffusion of chemi-
cals is slower than reactions between them. In the limit of large numbers of molecules, reaction-
diffusion processes can be modeled continuously as systems of coupled partial differential equa-
tions (frequently called reaction-diffusion equations or Fisher-KPP equations [96, 97]) governing
the spatiotemporal evolution of the smooth concentration fields of all chemical species. Continuum
reaction-diffusion models can exhibit nontrivial spatiotemporal dynamics, such as traveling concen-
tration fronts [106] and inhomogeneous stationary concentration distributions (“Turing patterns”)
[107, 108, 98, 109]. These phenomena have been successful in explaining a number of experimental
observations, including localization of cell division sites in E. coli [110] and “black eyes” patterns
in the chlorite-iodide-malonic acid reaction [111, 112, 113]. For low molecular copy numbers, how-
ever, continuum models fail to provide an accurate description of the spatiotemporal dynamics of
reaction-diffusion systems. In particular, intrinsic noise from the apparent molecular discreteness,
leading to stochasticity of chemical reactions, alters front propagation dynamics [114] and Turing
patterns [100, 101] in a nontrivial way. This is because fluctuations in the molecule populations
may no longer be negligible, and correlated fluctuations may lead to deviations from deterministic
behavior [115, 100, 101, 103, 116]. These effects can be accounted for by stochastic reaction diffusion
(SRD) simulations.

There are mainly two types of SRD simulations: on-lattice (or compartment-based) simulations
and off-lattice (or particle-based) simulations. On-lattice simulations include the Next Subvolume
Method (NSM) [100], whereas Greens-Function Reaction Dynamics (GFRD) [117] and Brownian
Dynamics (BD) [118] are examples of off-lattice schemes. On-lattice SRD simulations [100, 119, 120,
121, 122, 123, 124] are based on dividing (discretizing) the computational domain into subvolumes,
in each of which the chemical reaction system is assumed to be well mixed (spatially homogeneous).
It is further postulated that only molecules within the same subvolume can react with each other,
effectively treating molecules of the same chemical in different subvolumes as different species.
Diffusion is modeled as unimolecular “diffusion reactions” representing jumps of molecules between
neighboring subvolumes. The on-lattice approach hence describes the reaction-diffusion system
as a large chemical reaction network with the number of species proportional to the product of
the actual number of chemical species and the number of subvolumes used to discretize space.
The kinetics of this enlarged reaction network can be mathematically described by the on-lattice
reaction-diffusion master equation (RDME), analogous to the chemical master equation (CME) [3].
Off-lattice SRD simulations [118, 117, 125, 126] are based on computational particles mimicking
the Brownian motion of molecules, whereby the molecules involved in a bimolecular reaction react
with a certain probability when the distance between them is smaller than a pre-defined reaction
radius.

Here, we focus on-lattice SRD simulations in order to avoid computationally expensive collision
detection and time-step adaptation mechanisms [127]. Since on-lattice SRD is described by a system
of chemical reactions modeled by the RDME, it can be exactly simulated using Gillespie’s stochastic
simulation algorithm (SSA) [2, 3]. SSA samples trajectories from the exact solution of the master
equation by sampling the index of the next reaction, the time to the next reaction, and updating
the reaction probability rates (called “propensities”). Different SSA formulations are available
that use different sampling and update algorithms, including the direct method (DM) [2, 14], the
first reaction method (FRM) [2, 14], the next reaction method (NRM) [1], the optimized direct
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method (ODM) [15], the sorting direct method (SDM) [16], the SSA with composition-rejection
sampling (SSA-CR) [18] (see Sec. 2.3), and partial-propensity methods (see Chapter 2.4) such as the
partial-propensity direct method (PDM) (Sec. 2.4.3), the sorting PDM (SPDM) (Sec. 2.4.4), and
the partial-propensity SSA with composition-rejection sampling (PSSA-CR) (Sec. 2.4.5). Directly
using any of these SSA formulations for the RDME, without adapting it to the specifics of on-
lattice SRD simulations, would be correct, but computationally and/or memory inefficient since the
number of species and the number of reactions increase linearly with the number of subvolumes.
A more efficient way of performing on-lattice SRD simulation is to first sample the subvolume
in which the next reaction will happen and then sample the index of the reaction within that
subvolume. This is, for example, done in NSM [100] as implemented in the MesoRD software
package [119]. NSM uses NRM for sampling the subvolume and DM for sampling the reaction
within that subvolume [100, 119]. For a chemical reaction network with N species and M reactions,
the computational cost of NSM to perform an on-lattice SRD simulation in a three-dimensional
(3D) computational domain divided into Nv subvolumes is O(log2Nv +Mfr+6N(1−fr)) [100, 119],
where fr is the fraction of firings accounted for by “real” reactions and (1−fr) the fraction of firings
of “diffusion reactions”. This is composed of the O(log2Nv) cost for maintaining the subvolume
priority queue and the O(Mfr + 6N(1 − fr)) cost for sampling the next reaction. M + 6N is the
number of reactions in each subvolume, composed of the M “real” chemical reactions and the 6N
“diffusion reactions” to the 6 face-connected neighboring subvolumes in a uniform Cartesian 3D
mesh (in 2D this would be 4N).

If the molecular population increases, the time step of exact SSAs decreases, increasing the runtime
of the simulations. This can be alleviated by approximate SSAs that use a fixed time step to
sample trajectories from an approximate solution of the master equation. In this spirit, on-lattice
SRD simulations involving larger population sizes can be accelerated using approximate and hybrid
SSAs [120, 121, 122, 123, 124]. Here, we focus on exact on-lattice SRD formulations since they are
parameter free and do not require prescription of a time step size or a target error level.

The idea of partial propensities can also be extended to spatiotemporal SRD simulations, leading
to the partial-propensity SRD method, or PSRD. For weakly coupled reaction networks, where the
number of reactions influenced by any other reaction is asymptotically independent of system size,
the computational cost of partial-propensity methods is bounded by a constant (see Chapter 2.4).
This is particularly advantageous for on-lattice SRD simulations, where the number of neighboring
subvolumes influenced by any subvolume is constant (6 in 3D, 4 in 2D), independent of the total
number of subvolumes used to discretize space. PSRD hence uses composition-rejection sampling
to find the next subvolume with an O(Ga) cost, and then uses SPDM inside that subvolume to
sample the next reaction with a cost of O(N). Ga is the logarithm of the ratio of the maximum
to the minimum non-zero subvolume propensities, which is at most O(log2Nv). PSRD thus has
an overall computational cost of O(Ga + N), which is asymptotically bounded from above by
O(log2Nv + N) and independent of the ratio between “real” and “diffusion” reactions. This is
achieved by restricting the method to elementary chemical reactions, under the premise that any
non-elementary reactions can be broken down into elementary reactions [31, 32, 3] at the expense of
an increase in network size. We demonstrate the scaling of the computational cost of PSRD on two
types of reaction networks: one in which the number of reactions M increases super-linearly with
the number of species N (a strongly coupled network), and a second in which M is proportional
to N (a weakly coupled network). Finally, we demonstrate the application of PSRD to pattern-
forming stochastic Gray-Scott systems [128, 129, 130, 98, 131], highlighting the effect of intrinsic
noise on the resulting Turing patterns.



104CHAPTER 7. SPATIOTEMPORAL SIMULATIONOF STOCHASTIC REACTION-DIFFUSION SYSTEMS

7.1 On-lattice stochastic reaction-diffusion

We introduce on-lattice SRD simulations using an example reaction network. In the benchmarks
presented below we assume that the boundary of the computational domain is reflective (no-flux
boundary condition), except for the showcases in Sec. 7.2.5, where we use periodic boundary condi-
tions. Other boundary conditions can be treated as described by Erban and Chapman (2007) [132]
(see Sec. 2 in their article). The scaling of the computational cost of on-lattice SRD simulations,
however, is independent of the type of the boundary condition.

7.1.1 General concept

Consider the example of the following trimerization reaction in a 3D cuboidal reactor of dimension
Lx × Ly × Lz and volume Ω = LxLyLz:

Reaction 1 : Ø
k1−→ S1

Reaction 2 : S1 + S1
k2−→ S2

Reaction 3 : S1 + S2
k3−→ S3

Reaction 4 : S3
k4−→ Ø.

(7.1)

The k’s are the macroscopic reaction-rate constants. This reaction network has N = 3 species
and M = 4 reactions. We choose this reaction network as an example since it contains all types
of elementary reactions: reaction 1 is a source reaction, reaction 2 a bimolecular reaction be-
tween the same species (homo-bimolecular reaction), reaction 3 a bimolecular reaction between
two different species (hetero-bimolecular reaction), and reaction 4 is a unimolecular reaction. Any
non-elementary reaction involving r > 2 reactants can be broken down to a set of 2r − 3 elementary
reactions by introducing additional r − 2 auxiliary species. The reaction-propensity aµ of reaction
µ is defined as the probability rate of firing of that reaction. Each aµ is computed as the prod-
uct of the reaction degeneracy and the specific probability rate cµ of that reaction. The reaction
degeneracy is the number of distinct combinations (collision pairs) of reactant molecules that can
be formed, and the specific probability rate is the probability rate of the reaction when only one
molecule of each reactant is present. According to these definitions, the reaction propensities for
the reaction network in Eq. 7.1 are:

aµ =





cµ, cµ = k1Ω, if µ = 1
1
2n1(n1 − 1)cµ, cµ = 2k2Ω−1, if µ = 2

n1n2cµ, cµ = k3Ω−1, if µ = 3
n3cµ, cµ = k4, if µ = 4 ,

(7.2)

where ni denotes the population of species Si, i.e., the number of molecules of Si present in the
system.
If the characteristic time of diffusion of the species is comparable to or larger than the characteristic
time of reaction, the system will exhibit spatial inhomogeneities and diffusion of the species in the
reaction network needs to be explicitly accounted for. In on-lattice SRD methods, this is done
by dividing the computational domain into subvolumes within which the system is assumed to be
well mixed. The chemical species in each subvolume can (i) react with each other in bimolecular
reactions, (ii) undergo unimolecular reactions, or (iii) be produced through source reactions. In
both cases, the products are formed in the same subvolume and species from different subvolumes
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can not react with each other. Diffusion of molecules is modeled as a jump process from a subvolume
to any of the face-connected neighboring subvolumes.

Figure 7.1: Division of the computation domain into subvolumes. (A–C) Different possibilities of a
subdiving a box-shaped computational domain in one, two, and three dimensions, respectively. Lx, Ly,

and Lz are the lengths of the computational domain in each direction. Kx, Ky, and Kz are the numbers
of subvolumes of edge length h after subdivision in each direction. (D) Diffusion is modeled as jump
“reactions” to face-connected subvolumes. The same chemical in different subvolumes is treated as a

different species in stochastic on-lattice reaction-diffusion simulations. Unimolecular “diffusion reactions”
convert species as shown.

Assume that we divide the 3D computational domain into Nv = KxKyKz equi-sized cubic subvol-
umes of edge length h = Lx/Kx = Ly/Ky = Lz/Kz and volume Ωc = h3 (see Fig. 7.1C; the one-
and two-dimensional cases are illustrated in Figs. 7.1A and 7.1B, respectively). The subvolumes
are indexed by their Cartesian mesh coordinates over the set [133]

Iall = {(l,m, n) | l,m, n are integers such that 1 ≤ l ≤ Kx ; 1 ≤ m ≤ Ky ; 1 ≤ n ≤ Kz } (7.3)
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and the set of face-connected neighbors of a subvolume with index (l,m, n) is

Cl,m,n = {(l,m, n) + δ | (l,m, n) + δ ∈ Iall} (7.4)

such that δ ∈ E = {(1, 0, 0), (−1, 0, 0), (0, 1, 0), (0,−1, 0), (0, 0, 1), (0, 0,−1)}. Hence, the on-lattice
reaction-diffusion system of the reaction network in Eq. 7.1 can be written as:

Ø
k

(l,m,n)
1−−−−−→ S

(l,m,n)
1 , a

(l,m,n)
1

S
(l,m,n)
1 + S

(l,m,n)
1

k
(l,m,n)
2−−−−−→ S

(l,m,n)
2 , a

(l,m,n)
2

S
(l,m,n)
1 + S

(l,m,n)
2

k
(l,m,n)
3−−−−−→ S

(l,m,n)
3 , a

(l,m,n)
3

S
(l,m,n)
3

k
(l,m,n)
4−−−−−→ Ø, a

(l,m,n)
4

S
(l,m,n)
1

D1/h
2

−−−−→ Sc
1, a

(l,m,n)
5

S
(l,m,n)
2

D2/h
2

−−−−→ Sc
2, a

(l,m,n)
6

S
(l,m,n)
3

D3/h
2

−−−−→ Sc
3, a

(l,m,n)
7





∀(l,m, n) ∈ Iall, c ∈ Cl,m,n, (7.5)

where S
(l,m,n)
i denotes species Si in subvolume (l,m, n), the k’s the macroscopic reaction rates, and

the a’s the corresponding propensities. In general, the k’s can be different in different subvolumes,
which is explicitly shown in Eq. 7.5 by indexing them with the subvolume index. Diffusion of
species Si with diffusion constant Di is modeled as jumps to face-connected neighboring subvol-
umes as illustrated in Fig. 7.1D. Equation 7.5 models the on-lattice reaction-diffusion system as a
system of chemical reactions composed of 3KxKyKz = 3Nv species and 22KxKyKz − 6(KxKy +
KyKz + KxKz) = 22Nv − 6Nv( 1

Kx
+ 1

Ky
+ 1

Kz
) reactions composed of 4KxKyKz “real” reactions

and 3(6KxKyKz − 6(KxKy + KyKz + KxKz)) “diffusion reactions”, accounting for the missing
neighboring subvolumes at the domain boundary. In general, the 3D SRD dynamics of N species
and M reactions in a computational domain with reflective boundaries and Kx × Ky × Kz sub-
volumes can be modeled by a chemical reaction network consisting of NKxKyKz = NNv species

and (M + 6N)KxKyKz − 2(KxKy +KyKz +KxKz)N = (M + 6N)Nv − 2
(

1
Kx

+ 1
Ky

+ 1
Kz

)
NvN

reactions. For other boundary conditions, the number of reactions is (M + 6N)Nv, accounting for
the diffusive fluxes across the boundary.

For inhomogeneous diffusion, Di additionally depends on the subvolume index (l,m, n). For
anisotropic diffusion, Di depends on the direction of the jump reaction. These extensions are
straightforward to include in any on-lattice SRD framework.

The propensities of the reactions in Eq. 7.5 are:

a(l,m,n)
µ =





c
(l,m,n)
µ , c

(l,m,n)
µ = k

(l,m,n)
1 Ωc, if µ = 1

1
2n

(l,m,n)
1 (n

(l,m,n)
1 − 1)c

(l,m,n)
µ , c

(l,m,n)
µ = 2k

(l,m,n)
2 Ω−1

c , if µ = 2

n
(l,m,n)
1 n

(l,m,n)
2 c

(l,m,n)
µ , c

(l,m,n)
µ k

(l,m,n)
3 Ω−1

c , if µ = 3

n
(l,m,n)
3 c

(l,m,n)
µ , c

(l,m,n)
µ = k

(l,m,n)
4 , if µ = 4

n
(l,m,n)
1 c

(l,m,n)
µ , c

(l,m,n)
µ = D1h

−2, if µ = 5

n
(l,m,n)
2 c

(l,m,n)
µ , c

(l,m,n)
µ = D2h

−2, if µ = 6

n
(l,m,n)
3 c

(l,m,n)
µ , c

(l,m,n)
µ = D3h

−2, if µ = 7 ,

(7.6)
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where n
(l,m,n)
i is the population of species S

(l,m,n)
i (i.e., species Si in subvolume (l,m, n)) and c

(l,m,n)
µ

is the specific probability rate of reaction µ in subvolume (l,m, n). These formulations for the
propensities directly follow from the same argument as the propensities in Eq. 7.2 for the reaction
system given in Eq. 7.1. The rates of the “diffusion reactions” always scale as h−2, irrespective of
the dimension of the subvolumes.

7.1.2 Discretization-corrected propensities

The propensity formulations in Eq. 7.6 may lead to artifacts in the kinetics introduced by the
spatial discretization [133, 127]. This is due to the subdivision of the reaction space into several small
subvolumes. This subdivision is fundamentally different from the one used in spatial discretization of
continuum models (e.g., finite difference or finite volume methods). While in discretizing continuum
models more resolution (smaller subvolumes) is always better, this is not necessarily the case in
SRD simulations. This is because in SRD simulations, the subvolumes introduce spurious physical
boundaries; molecules in one subvolume cannot react with molecules in a neighboring subvolume,
even if for molecules close to a subvolume boundary the closest collision partner could be in a
neighboring subvolume. The subvolumes thus define closed, well-mixed reaction spaces of volume
Ωc � Ω. In order for the reaction system to be well mixed within each subvolume, the subvolume
edge lengths have to be much smaller than the Kuramoto length [134], hence

h� hmax =
√

2dDtr , (7.7)

where d is the dimension of the subvolume. The characteristic time tr of the fastest reactions in the
system can be estimated from the time autocorrelation function of species populations simulated
using exact SSA. At length scales above hmax the subvolumes are no longer spatially homogeneous
(well mixed).
In addition to this upper bound on h, there may also be a lower bound. It is, for example,
known that chemical kinetics in small volumes is quantitatively and qualitatively altered [135,
136, 73]. It has further been shown that the RDME gives different results depending on the
level of spatial discretization of the computational domain [133]. If the discretization becomes too
fine, the RDME even yields unphysical results [133, 127]. These artifacts are introduced by the
artificial subdivision of space and lead to propensities in the RDME becoming inconsistent with
Smoluchowski’s microscopic reaction-diffusion framework [35, 127]. The propensities in on-lattice
SRD simulations hence need to be corrected for the spatial discretization.
There are two strategies toward deriving discretization-corrected propensities. The first is based on
the premise that for a well-stirred system of reactions the kinetics of the reaction-diffusion process
should not depend on the resolution of the spatial discretization [133]. In this strategy, only the
propensities of bimolecular reactions need to be corrected. Assuming a 3D cubic computational
domain of size L× L× L that is divided into K3 subvolumes of edge length h = L/K, Erban and
Chapman (2009) [133] have derived discretization-corrected propensities for bimolecular reactions.
For a hetero-bimolecular reaction µ occurring in subvolume (l,m, n)

S
(l,m,n)
i + S

(l,m,n)
j

k(l,m,n)
µ−−−−−→ Products (7.8)

the discretization-corrected propensity is given by:

a
(l,m,n)
µ = n

(l,m,n)
i n

(l,m,n)
j c

(l,m,n)
µ , c

(l,m,n)
µ =

(Di+Dj)k
(l,m,n)
µ

(Di+Dj)h3−βk(l,m,n)
µ h2

. (7.9)
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For a homo-bimolecular reaction µ occurring in subvolume (l,m, n)

S
(l,m,n)
i + S

(l,m,n)
i

k(l,m,n)
µ−−−−−→ Products (7.10)

the discretization-corrected propensity is given by:

a
(l,m,n)
µ =

n(l,m,n)
µ (n(l,m,n)

µ −1)

2 c
(l,m,n)
µ , c

(l,m,n)
µ =

Dik
(l,m,n)
µ

Dih3−βk(l,m,n)
µ h2

. (7.11)

In Eqs. 7.9 and 7.11, the factor β is given by:

β =
1

2K3

K−1∑

l,m,n=0; (l,m,n) 6=(0,0,0)

1

3− cos(lπ/K)− cos(mπ/K)− cos(nπ/K)
. (7.12)

This discretization-correction framework imposes a lower bound on the admissible subvolume size,
given by the constraint that the corrected reaction propensities have to be non-negative [133]. The
RDME with corrected propensities is only physically valid for

h > hmin = max
µ

[
βk

(l,m,n)
µ

Di +Dj
(1− δij) +

βk
(l,m,n)
µ

Di
δij

]
, (7.13)

where δij is the Kronecker delta. The maximum is taken over all bimolecular reactions µ where Di

and Dj are the diffusion coefficients of the two respective reactants.
The second strategy derives discretization-corrected propensities such that the RDME becomes
consistent with Smoluchowski’s microscopic reaction-diffusion framework [35, 127]. In this strategy,
the discretization-corrected propensities depend on the population of reactant molecules in the
neighboring subvolumes, rendering the correction non-local and reaction-dependent. This approach
is valid also for non-cubic computational domains and non-3D simulations, and it does not impose
any lower bound on the subvolume size h. It has been shown to provide a seamless transition between
Smoluchowski’s microscopic framework and that of on-lattice SRD as based on the RDME [35, 127].
In summary, the propensities of all reactions in a system obtained by on-lattice discretization of a
reaction-diffusion process need to be corrected. Erban and Chapman (2009) [133] have derived the
discretization correction only for cubic computational domains where the number of subvolumes
in each spatial dimension is the same. We thus use the above discretization-corrected propensities
only in these cases. Extending the present on-lattice SRD method to the framework proposed by
Fange et al. (2010) [127] should be possible. The scaling of the computational cost of on-lattice
SRD methods, however, is independent of the formulation used for the propensities.
We note that similar corrections are also necessary in off-lattice SRD simulations, where the artificial
spatial discretization is, e.g., introduced by the reaction radius [133].

7.1.3 The Next Subvolume Method (NSM) for on-lattice stochastic
reaction-diffusion simulations

NSM simulates the on-lattice SRD system by sampling from the conditional joint probability dis-
tribution function (PDF) for the time τ to the next reaction, the index µ of the next reaction, and
the subvolume (l,m, n) containing the next reaction, given the current population n(t) at time t.
This joint PDF results from the on-lattice RDME and is given by:

p(τ, µ, l,m, n |n(t)) = p(τ) p(l,m, n) p(µ | l,m, n) . (7.14)



7.1. ON-LATTICE STOCHASTIC REACTION-DIFFUSION 109

Here, p(τ) is the continuous PDF for the time to the next reaction, τ , given by:

p(τ) = aeaτ , (7.15)

where a is the total propensity of the system. The discrete PDF p(l,m, n) for the subvolume
(l,m, n) of the next reaction is given by:

p(l,m, n) =
a(l,m,n)

a
, (7.16)

where a(l,m,n) is the propensity of subvolume (l,m, n). The discrete PDF p(µ | l,m, n) for the next
reaction µ within subvolume (l,m, n) is given by

p(µ | l,m, n) =
a

(l,m,n)
µ

a(l,m,n)
, (7.17)

a
(l,m,n)
µ the propensity of reaction µ in subvolume (l,m, n). Formally, n(t) =

[
n

(1,1,1)
1 , . . . , n

(1,1,1)
N

, . . . , n
(Kx,Ky,Kz)
1 , . . . , n

(Kx,Ky,Kz)
N

]
(t), where n

(l,m,n)
i (t) is the population of species Si in subvolume

(l,m, n) at time t, a(l,m,n) =
∑
µ a

(l,m,n)
µ the total propensity of all reactions in subvolume (l,m, n),

and a =
∑Kx
l=1

∑Ky
m=1

∑Kz
n=1 a

(l,m,n) the total propensity of all reactions across all subvolumes.

NSM [100] is a popular and efficient algorithm for sampling trajectories of n(t) from the above
PDF, which is the exact solution of the RDME. In NSM, the subvolume (l,m, n) in which the next
reaction will occur is sampled first according to Eq. 7.16 and subsequently one of the reactions µ
in that subvolume is sampled according to Eq. 7.17. The latter is done by first deciding whether
the next reaction is a “real” or a “diffusion” reaction and then using linear search only over the
corresponding reaction group [119]. The algorithm used in NSM to sample the next subvolume is
inspired by the indexed priority queues used in the next reaction method [1]. Sampling a reaction
within a subvolume is done using linear search as in Gillespie’s original direct method [2, 14]. The
time to the next reaction is calculated from Eq. 7.15. After the chosen reaction fired, the population
and the propensities of some of the reactions need to be updated. In NSM, the population is updated
using a sparse representation of the stoichiometry matrix, and the propensities are updated using
a dependency graph [1].

The computational cost of NSM is: (i) O(1) for sampling the subvolume; (ii) O(Mfr + 6N(1− fr))
for sampling the next reaction within that subvolume, where M is the number of “real” reactions,
6N the number of “diffusion reactions” (4N in 2D), and fr the fraction of reaction firings accounted
for by “real” reactions; (iii) O(1) for updating the population; (iv) at most O(M) for updating the
propensities within a subvolume; (v) O(log2Nv) for updating the subvolume priority queue, where
Nv is the number of subvolumes. The overall computational cost of NSM thus is O(log2Nv +
Mfr + 6N(1 − fr)). The fraction fr of “real” reaction firings decreases with increasing Nv. For
small Nv, almost all reactions are “real” and the computational cost of NSM is O(log2Nv + M).
In particular, for Nv = 1 the fraction fr = 1 and the computational cost of NSM is O(M), as
for Gillespie’s DM [2, 14]. For large Nv, the computational cost of NSM is O(log2Nv + 6N) since
fr � 1 and almost all reaction events pertain to “diffusion reactions”.



110CHAPTER 7. SPATIOTEMPORAL SIMULATIONOF STOCHASTIC REACTION-DIFFUSION SYSTEMS

7.2 The partial-propensity stochastic reaction-diffusion method
(PSRD)

Combining ideas from NSM and partial-propensity SSAs (Chapter 2.4), we introduce a novel
on-lattice SRD simulation method, the partial-propensity stochastic reaction-diffusion method
(PSRD). PSRD is based on the idea of binning the subvolumes and determining the next sub-
volume using composition-rejection sampling [30, 18] (see Sections 2.3.7 and 2.4.5). Then, we use
the concept of partial propensities (see Sec. 2.4.2) to sample the index of the next reaction within
the selected subvolume.

7.2.1 General concept of PSRD

We summarize the general concepts of binned composition-rejection sampling and partial propen-
sities in the context of SRD simulations.

7.2.1.1 Composition-rejection sampling to select the subvolume

Composition-rejection sampling [30, 137, 138, 139] is an efficient algorithm to sample realizations
of a random variable according to a given discrete probability distribution. In on-lattice SRD
simulations, the discrete PDF for the subvolume index (l,m, n) is p(l,m, n) (see Eq. 7.16). The
sampling process starts by binning the a(l,m,n) according to their values and then proceeds in two
steps: The composition step is used to identify the bin by linear search, and the rejection step is
used to identify the a(l,m,n), and hence the index of the subvolume (l,m, n), inside that bin.

7.2.1.2 Partial propensities to sample the next reaction within a subvolume

Partial propensities: The partial propensity of a reaction is defined as the propensity per

molecule of one of its reactants (see Sec. 2.4.1). For example, the partial propensity π
(l,m,n);(i)
µ

of reaction µ within a subvolume (l,m, n) with respect to (perhaps the only) reactant S
(l,m,n)
i is

a
(l,m,n)
µ /n

(l,m,n)
i , where a

(l,m,n)
µ is the propensity of reaction µ in subvolume (l,m, n) and n

(l,m,n)
i

the population of S
(l,m,n)
i (i.e., the number of molecules of species Si in subvolume (l,m, n)). The

partial propensities of the three elementary reaction types within each subvolume (l,m, n) are:

• Bimolecular reactions S
(l,m,n)
i + S

(l,m,n)
j

c(l,m,n)
µ−−−−−→ Products: a

(l,m,n)
µ = n

(l,m,n)
i n

(l,m,n)
j c

(l,m,n)
µ

and π
(l,m,n);(i)
µ = n

(l,m,n)
j c

(l,m,n)
µ , π

(l,m,n);(j)
µ = n

(l,m,n)
i c

(l,m,n)
µ . If both reactants are of

the same species, i.e. S
(l,m,n)
i = S

(l,m,n)
j , only one partial propensity exists, π

(l,m,n);(i)
µ =

1
2 (n

(l,m,n)
i − 1)c

(l,m,n)
µ , because the reaction degeneracy is 1

2n
(l,m,n)
i (n

(l,m,n)
i − 1).

• Unimolecular reactions S
(l,m,n)
i

c(l,m,n)
µ−−−−−→ Products: a

(l,m,n)
µ = n

(l,m,n)
i c

(l,m,n)
µ and π

(l,m,n);(i)
µ = c

(l,m,n)
µ .

The “diffusion reactions” representing the jumps from a subvolume to one of its neighbors
fall into this category.

• Source reactions Ø
c(l,m,n)
µ−−−−−→ Products: a

(l,m,n)
µ = c

(l,m,n)
µ and π

(l,m,n);(0)
µ = c

(l,m,n)
µ .
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We use the specific probability rates given in Eq. 7.6. In cases where the 3D computational domain
is cubic with equal numbers of subvolumes in each dimension, we use the discretization-corrected
specific probability rates as given by Erban and Chapman (2009) [133] for the bimolecular reactions.
The computational cost and the formalism of PSRD, however, are independent of the formulation
used for the specific probability rates.

Sampling using partial propensities: Within the selected subvolume we use partial propensity
methods to sample the next reaction according to Eq. 7.17. We group the partial propensities of all
reactions within each subvolume according to the index of the factored-out reactant. This results
in at most N +1 groups of size O(N). Every reaction in a subvolume, and its corresponding partial
propensity, are then identifiable by two indices: a group index and an element index. The group
index identifies the partial-propensity group to which a reaction belongs and the element index
identifies the position of the reaction inside that group. Determining the index of the next reaction
is thus done by first sampling its group index and then the element index.
After the selected reaction has fired and the populations of the involved species have been updated
according to the reaction stoichiometry, the affected partial propensities are updated using a depen-
dency graph over species (see Eq. 2.35). This dependency graph points to all partial propensities
within the subvolume that need to be updated due to the change in population. If the executed
reaction was a “diffusion reaction” modeling the jump of a molecules from a subvolume to one of its
neighbours, we additionally update the population of that species in the corresponding neighboring
subvolume and update the affected partial-propensities in the neighboring subvolume using the
respective dependency over species. Since any partial propensity is a function of the population of
at most one species, the number of updates is at most O(N). For more details, see Chapter 2.4.

7.2.2 Detailed description of the PSRD algorithm

We provide a detailed description of the algorithms and data structures used in PSRD. The workflow
of the algorithm is summarized in Table 7.1.

7.2.2.1 Data structures

The population of species in each subvolume (l,m, n) is stored in an array n(l,m,n). The partial
propensities of the reactions within each subvolume (l,m, n) are stored in “partial-propensity struc-

tures” Π(l,m,n) =
{

Π
(l,m,n)
i

}N
i=0

as one-dimensional arrays of one-dimensional arrays Π
(l,m,n)
i . Each

array Π
(l,m,n)
i contains the partial propensities belonging to group i in subvolume (l,m, n). The

partial propensities of source reactions are stored as consecutive entries of the 0th array Π
(l,m,n)
0 .

The partial propensities of all reactions in subvolume (l,m, n) that have species S
(l,m,n)
1 as the

factored-out reactant are stored as consecutive entries of Π
(l,m,n)
1 . In general, the ith array Π

(l,m,n)
i

contains the partial propensities of all reactions in subvolume (l,m, n) that have S
(l,m,n)
i as the

common factored-out reactant, provided these reactions have not yet been included in any of the

previous Π
(l,m,n)
j<i . That is, out of the two partial propensities of a bimolecular reaction with S

(l,m,n)
i

and S
(l,m,n)
j as its reactants and i < j, π

(l,m,n); (i)
µ is part of Π

(l,m,n)
i , and π

(l,m,n); (j)
µ is not stored

anywhere. In order to save memory, we lump the “diffusion reactions” of each species within a
subvolume into one reaction with no products. The specific probability rate of the lumped reaction
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is the sum of the specific probability rates of all “diffusion reactions” in that subvolume. Therefore,
instead of storing 6 partial propensities in 3D (4 in 2D), we only store 1 partial propensity for the
“diffusion reactions” of each species. This reduces the total number of reactions per subvolume
from M + 6N in 3D (M + 4N in 2D) to M + N . For convenience, we define all reactions µ ≤ M
as “real” reactions and the reaction with index µ = M + i as the lumped “diffusion reaction” of

species S
(l,m,n)
i . See Sec. 7.2.2.2 for how the direction of a “diffusion jump” is resolved when a

lumped “diffusion reaction” has been selected.
The reaction indices of the partial propensities in Π(l,m,n) are stored in a look-up table L = {Li}Ni=0,
which is also an array of arrays. For subvolumes containing the same reaction network, we store the
look-up table only once. In case the reaction network is the same in all subvolumes, only a single,
global look-up table is needed. Subvolumes that host different reaction networks have different
look-up tables. The look-up table renders every reaction within each subvolume identifiable by a
unique pair of indices, a group index I and an element index J , such that the partial propensity of

reaction µ = LI,J is stored in Π
(l,m,n)
I,J for subvolume (l,m, n).

The “group-sum array” Λ(l,m,n) stores the sums of the partial propensities in each group Π
(l,m,n)
i ,

i.e. Λ
(l,m,n)
i =

∑
j Π

(l,m,n)
i,j . We also store the total propensity of each group in an array Σ, computed

as Σ
(l,m,n)
i = n

(l,m,n)
i Λ

(l,m,n)
i , i = 1, . . . , N , and Σ

(l,m,n)
0 = Λ

(l,m,n)
0 . The total propensity of

the reactions in subvolume (l,m, n) is then a(l,m,n) =
∑N
i=0 Σ

(l,m,n)
i . The total propensity of all

reactions across all subvolumes is stored in a =
∑Kx
l=1

∑Ky
m=1

∑Kz
n=1 a

(l,m,n) and is used to calculate
the time to the next reaction according to Eq. 7.15 as τ = −a−1 log2 r0, where r0 is a uniformly
distributed random number in [0, 1).

7.2.2.2 Algorithms

In PSRD, like in NSM, the subvolume containing the next reaction is sampled first. To this end,
the total propensities a(l,m,n) of all subvolumes are sorted into Ga = log2(amax/amin) + 1 bins, such
that bin b contains all a(l,m,n) in the interval 2b−1amin ≤ a(l,m,n) < 2bamin. The bounds amin and
amax are the smallest non-zero and the largest value that any of the a(l,m,n) can assume during
the simulation. They are determined as follows: The lower bound amin is the minimum propensity
of any reaction in any subvolume when the number of molecules of all reactants is one (minimum
non-zero population). For elementary reactions, this is the smallest specific probability rate across
all subvolumes. The largest possible value of a(l,m,n) may be ascertained using physical reasoning
or prior knowledge about the reaction-diffusion system. In cases where this cannot be evaluated a
priori, PSRD initially sets amax to the maximum a(l,m,n). If during the course of the simulation the
maximum a(l,m,n) increases, PSRD updates amax and Ga, and the corresponding data structures
are dynamically enlarged.
PSRD uses composition-rejection sampling to determine the subvolume of the next reaction in two
steps: (i) composition step to find the bin b and (ii) rejection step to find a(l,m,n) inside that bin.
The composition step uses linear search to determine

b = min


b′ : r1a <

b′∑

i=1

αi


 , (7.18)

where r1 is a uniform random number in [0, 1) and αi is the total propensity in bin i computed by
summing up the a(l,m,n) in that bin. The rejection step samples the subvolume (l,m, n) among the
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Figure 7.2: Illustration of the binning of the total propensities of the subvolumes used for
composition-rejection sampling of the next subvolume. The illustration shows a computational domain
divided into 4 subvolumes. Points A and B refer to the example in main text used to explain rejection

sampling.

entries in the selected bin b. For this, we first generate a uniformly distributed random number r2

in [0, 2bamin) and a uniformly distributed random integer r3 between 1 and the number of entries
in bin b. If the r3-th element in bin b is greater than or equal to r2, the corresponding subvolume is
selected. If the inequality is not satisfied, the rejection step is repeated. This procedure is illustrated
in Fig. 7.2 for a computational domain divided into 4 subvolumes with indices (1, 1, 1), (2, 1, 1),
(1, 2, 1) and (2, 2, 1). Assume that the composition step has chosen bin 1 as the bin containing
the next subvolume. The rejection step then samples uniformly random points inside the rectangle
defining the range of this bin (bold rectangle). A sample is accepted if it falls inside one of the
shaded bars representing the a(l,m,n)’s. If the first sample (point A in Fig. 7.2 with r3 = 2 and
r2 > a(1,2,1)) is rejected, sampling is repeated until the point falls inside one of the shaded bars
(point B in Fig. 7.2 with r3 = 1 and r2 < a(2,1,1)). By binning the a(l,m,n) as described above, it is
guaranteed that the area covered by the a(l,m,n) bars in each bin is at least 50% of the bin’s total
area. This ensures that the expected number of rejection steps required is ≤ 2. The probability of
needing more than k rejection steps is ≤ 2−k and hence exponentially small.

Once the subvolume (l,m, n) containing the next reaction has been chosen, PSRD samples the
index of the next reaction µ within that subvolume in two steps: (i) perform linear search for the
group index I such that

I = min


I ′ : r4a

(l,m,n) <

I′∑

i=0

Σ
(l,m,n)
i


 (7.19)
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and (ii) perform linear search for the element index J inside group Π
(l,m,n)
I such that

J = min


J ′ : r4a

(l,m,n) <

J′∑

j=1

n
(l,m,n)
I Π

(l,m,n)
I,j +

(
I∑

i=0

Σ
(l,m,n)
i

)
− Σ

(l,m,n)
I


 , (7.20)

where r4 is a uniform random number in [0,1) (see Eqs. 2.33 and 2.34 for the procedure to sample
J efficiently). The indices I and J are then translated to the reaction index µ in subvolume
(l,m, n) using the look-up table L, thus µ = LI,J . In order to reduce the average search depth,
the group and element indices are dynamically rearranged such that frequent reactions accumulate
at the beginning of the list, i.e., have low index values. This is done by dynamically bubbling
up a reaction whenever it fires by performing a single iteration of a bubble-sort algorithm. The
permutation lists for the reordered indices in each subvolume are stored in an array for the I’s,
and one-dimensional array of one-dimensional arrays of the size of Π(l,m,n) for the J ’s. PSRD thus
uses the sorting partial-propensity direct method (SPDM) to sample the next reaction within a
subvolume (see Sec. 2.4.4). This renders the sampling procedure more efficient (in the sense that
it reduces the prefactor in the scaling of the computational cost) when the reaction network in a
subvolume is multi-scale (stiff), without compromising on the efficiency in non-stiff cases. In SRD
simulations the reaction networks inside the subvolumes tend to be stiff since the specific probability
rates of bimolecular reactions scale as h−3 (in 3D subvolumes) whereas those of source reactions
scale as h3 (see Eq. 7.6). Using SPDM instead of PDM may hence lead to significant computational
savings.
Once a reaction has been executed, n(l,m,n), Π(l,m,n), Λ(l,m,n), and Σ(l,m,n) need to be updated.
This is efficiently done using three update structures. If the reaction network is the same in each
subvolume, the same update structures can be used for all subvolumes and they do not have to be
stored separately for different subvolumes. Subvolumes containing different reaction networks have
different update structures.

U(1) is an array of M arrays, where the ith array contains the indices of all species involved in the
ith “real” reaction. The index of the species involved in the ith lumped “diffusion reaction”
does not need to be stored as it is simply i itself.

U(2) is a array of M arrays containing the corresponding stoichiometries (the change in population
of each species upon reaction) of the species stored in U(1). The stoichiometries of the
“diffusion reactions” are not stored since they are all −1.

U(3) is a array of N arrays, where the ith array contains the indices of all entries in the Π(l,m,n)’s

that depend on n
(l,m,n)
i .

When a reaction is executed in subvolume (l,m, n), the populations of the species involved in this
reaction change. Hence, all entries in Π(l,m,n) that depend on these populations need to be updated.
After each reaction, we use U(1) to determine the indices of all species involved in this reaction. The
stoichiometry is then looked up in U(2) and the population n(l,m,n) is updated. Subsequently, U(3)

is used to locate the affected entries in Π(l,m,n) and recompute them. The two data structures U(1)

and U(2) hence amount to a sparse representation of the stoichiometry matrix; U(3) represents the
dependency graph over species. Since the partial propensities of unimolecular and source reactions
are constant and never need to be updated, U(3) only contains the indices of the partial propensities
of bimolecular reactions. Along with updating the partial propensities in subvolume (l,m, n), the
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change in the total propensity of that subvolume is also calculated and incrementally applied to
a(l,m,n). This may require the bin membership of a(l,m,n) to be updated, for which the current bin
assignment of a(l,m,n) must be known. We implement this by storing two additional integers for
every a(l,m,n): one for the bin membership and the other for the location inside that bin. Depending
on its new value, a(l,m,n) may remain in the same bin or move to a different one. Removal of an
element from a bin is done by replacing it with the last element in that bin and reducing the bin
size by one. Addition of an element into a bin is done by appending it at end of the bin. The
computational cost of both of these operations is O(1) [18] (see Sec. 2.4.5).
If the index of the next reaction is greater than M , then the sampled reaction is a lumped “diffusion
reaction” and additional steps need to be taken to resolve the direction of the jump as follows: First,
the index of the species undergoing diffusion is computed as i = µ−M . Second, a uniform random
number between 0 and the lumped specific probability rate of the lumped “diffusion reaction” is
generated. Third, linear search over the specific probability rates of individual directional diffusion
events is used to determine the target subvolume of the jump. The jump is executed by increasing
the population of species Si in the target subvolume by 1 (the reduction in the source subvolume has
already been done above) and updating the entries in the partial propensity structure of the target

subvolume as given by the indices in U
(3)
i . Finally, the total propensity of the target subvolume

and its bin membership are updated.
Figure 7.3 summarizes the data structures used in PSRD for the example reaction network given in
Eq. 7.1. The complete algorithm is given in Table 7.1. The computational cost of PSRD to sample
the subvolume is O(1) if the ratio of maximum to minimum non-zero total propensity in each
subvolume is independent of the number of subvolumes and of the size of the reaction network. In
cases where this ratio is not bounded by a constant, the computational cost to sample the subvolume
is O(Ga), where the total number of bins Ga depends on the logarithmic span of the subvolume
propensities as Ga = log2(amax/amin)+1. The computational cost of sampling the index of the next
reaction within a subvolume is O(N). The overall computational cost of PSRD hence is O(Ga +N),
which is at most O(log2Nv +N). The memory requirement of PSRD is O((M +N)Nv). For more
details on the computational cost and the memory requirement, see Sec. 7.2.3.
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Figure 7.3: The data structures in PSRD. The contents of the data structures shown corresponds to the
example reaction network in Eq. 7.1 with 3 species and 4 reactions. We assume that the computational

domain is divided into 4 subvolumes. In the illustration, c
(2,2,1)
5 , c

(2,2,1)
6 ,and c

(2,2,1)
7 are the lumped

specific probability rates of the “diffusion reactions” of species 1, 2, and 3 respectively. See main text for
further details.
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0. Assume that the reaction network has N species and M reactions. Divide the computational
box into Nv = KxKyKz cubic subvolumes of edge length h. Formulate the reaction network
modeling the reaction-diffusion system by including the jump reactions. The resulting reaction
network for the reaction-diffusion system has at most M + 6N reactions and N species in
each subvolume. Lump the “diffusion reactions” of each species in each subvolume into one
reaction with no products, such that number of reactions in each subvolume is M +N . Make
sure that the reaction index of the lumped “diffusion reactions” is > M and that reaction
µ = M + i is the lumped “diffusion reaction” of species i.

1. Set time t ← 0. Initialize the data structures in each subvolume (l,m, n): the partial-
propensity structure Π(l,m,n), the group-sum array Λ(l,m,n), Σ(l,m,n), the population n(l,m,n),
the specific probability rates c(l,m,n), and the total propensity in the subvolume a(l,m,n). Also
initialize the data structures global to all subvolumes: the look-up table L, the sparse repre-
sentation of the stoichiometry matrix U(1) and U(2), the dependency graph over species U(3),
and the total propensity of all subvolumes a. Bin the a(l,m,n) into Ga bins as described in
Sec. 7.2.2.2.

2. While t < tf , repeat:

2.1. Compute the time to the next reaction τ ← a−1 ln(r−1), where a is the total propensity
of all reactions and r a uniformly distributed random number in [0, 1).

2.2. Use composition-rejection sampling to determine the subvolume (l,m, n) containing the
next reaction. Use linear search (Eq. 7.18) in the composition step to locate the bin
containing a(l,m,n) and use the rejection step to locate a(l,m,n) inside that bin.

2.3. Sample the next reaction µ in subvolume (l,m, n) by sampling its group and element
indices. Sample the group index I using linear search over Σ(l,m,n) (Eq. 7.19). Subse-

quently, sample the element index J using linear search over Π
(l,m,n)
I (Eq. 7.20). The

reaction index µ is then identified from the look-up table as µ = LI,J .

2.4. Update the internal data structures in subvolume (l,m, n) and the total propensity a
using U(1), U(2), and U(3).

2.5. Increase the number of bins Ga if necessary and update the bin membership of a(l,m,n)

2.6. If µ > M (i.e., the sample reaction is a lumped “diffusion reaction”), compute the
index of the diffusing species as s = µ − M . Resolve the diffusion event to identify
the neighboring target subvolume (l′,m′, n′) to which species s of subvolume (l,m, n) is
diffusing. Update the population of species s in the target subvolume. Subsequently,
update the other internal data structures of the target subvolume and the total propensity

a using U
(3)
s . Increase the number of bins Ga if necessary and update the bin membership

of a(l′,m′,n′).

2.6. Advance time: t← t+ τ .

3. Stop.

Table 7.1: The detailed algorithm of PSRD.
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7.2.3 Computational cost

The steps that define the scaling of the computational cost of PSRD are the sampling of the
subvolume containing the next reaction, the sampling of the next reaction within that subvolume,
and the update of the data structures after firing the sampled reaction.

The computational cost of the composition-rejection sampling of the next subvolume is O(Ga).
This is because (i) the composition step is a linear search over Ga bins, and (ii) the rejection step
is O(1) since the average number of iterations for this step is bounded by a constant thanks to the
dyadic binning [18] (see Sec. 2.4.5).

The computational cost for sampling the next reaction within the selected subvolume (l,m, n) is
O(N). This step involves sampling the group index I and the element index J of the next reaction
in the partial-propensity structure. Sampling the group index involves a linear search over the at
most N+1 elements of Σ(l,m,n) and hence has a computational cost of O(N). Sampling the element

index involves a linear search over the O(N) elements of Π
(l,m,n)
I and hence has a computational

cost of O(N) as well.

The computational cost for updating the data structures within a subvolume is at most O(N).
Assuming that the number of distinct species involved in any one chemical reaction is O(1) (i.e.,
does not increase beyond a constant bound as the number of species in the network increases), the
cost of updating the population of species is O(1). Under the same assumption, the number of
entries in Π(l,m,n) that need to be updated after any reaction has fired is at most O(N).

By the same argument, the cost of updating the partial-propensity structure of any neighboring
subvolume upon firing of a “diffusion reaction” is at most O(N).

Overall, the computational cost of PSRD thus is O(Ga +N), irrespective of the fraction fr of “real”
reaction firings.

The asymptotically (for large Nv) worst case for PSRD is when half of the subvolumes contain
bimolecular reactions and the other half source reactions. In 3D subvolumes, the propensity of the
bimolecular reactions is proportional to h−3 whereas that of the source reactions is proportional
to h3, where h is the edge length of the subvolumes. As Nv increases, the logarithmic span of the
propensities in the system hence increases. This leads to an increase in the number of bins Ga

that is proportional to log2 h
−6 = 2 log2Nv − 2 log2 Ω, where Ω is the (constant) volume of the

reactor. Therefore, Ga ∈ O(log2Nv), rendering the computational cost of PSRD O(log2Nv + N)
in the worst case, independent of fr. This worst-case scaling of PSRD’s computational cost can be
reduced to O(log2 log2Nv +N) by using a tree search [1] to sample b in Eq. 7.18.

The data structures of PSRD require O(M + N) memory per subvolume. Therefore, the total
memory requirement of PSRD is O((M +N)Nv).

7.2.4 Benchmarks

We analyze the computational cost of PSRD as quantified by the average simulation (CPU) time Θ
taken per reaction event of the chemical reaction model of a reaction-diffusion system. We compare
it to the time expected from the theoretical cost analysis (see Sec. 7.2.3) for two different types of
reaction networks: (i) an aggregation model where the number of reactions increases super-linearly
with the number of species and (ii) a linear chain model where the number of reactions is almost
the same as the number of species. We simulate the corresponding reaction-diffusion processes in
a three-dimensional cubic computational domain (reactor) of dimensions L × L × L and volume
Ω = L3 from a initial time t = 0 until a final time t = tf . For simulating the reaction-diffusion
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process we divide the computational domain into Nv = K3 equi-sized cubic subvolumes of edge
length h = L/K, such that K is the number of subvolumes along each spatial dimension.

For each of these networks we report Θ as a function of the number of subvolumes Nv for a fixed
size of the reaction network and as a function of the reaction network size for a fixed number of
subvolumes. We use the number of species N in the reaction network to quantify the size of the
network. All timings are compared to those obtained on the same systems and the same computer
using NSM.

Both PSRD and NSM were implemented in C++ using the random number generator of the GSL
library and compiled using the Intel C++ compiler version 12.0.2 with the O3 optimization flag.
NSM is implemented according to the details provided on the MesoRD webpage (Algorithm 7
in [140]). All timings were measured on a Linux 2.6 workstation with a 2.8 GHz quad-core Intel
Xeon E5462 processor, 8 GB of memory and 4 MB L2 cache. For all test cases, we simulate until a
final time tf and report the average CPU time Θ per reaction event. The time Θ does not include
the initialization of the data structures as this is done only once. We explain the measurements
by least-squares fits of Θ(Nv, N) with the corresponding theoretical cost models. For PSRD and
NSM, we hence fit Θ with α1 log2Nv +α2N and α1 log2Nv +α2frM +α3(1− fr)6N , respectively.
Before fitting, we estimate the functional dependence of fr on Nv or N by performing simulations.
Subsequently, we fit Θ to determine the coefficients αi.

All simulations are run without any a priori estimate of the maximum total propensity amax across
all subvolumes. Instead, amax is constantly updated during a simulation and the number of bins
Ga is dynamically increased when required (see Sec. 7.2.2.2).

7.2.4.1 Colloidal aggregation model

We consider the nonequilibrium colloidal aggregation model as a prototype of a strongly coupled
reaction network in which the number of reactions increases super-linearly with the number of
species:

Ø
k0−→ S1

Si + Sj
ki,j−−→ Si+j i+ j = 2, . . . , N

Si+j
k̄i,j−−→ Si + Sj i+ j = 2, . . . , N

Si
ki−→ Ø i = 1, . . . , N.

(7.21)

The k’s are the macroscopic reaction rates. This system of reactions models the influx of monomers
(S1) into a reactor where multimers (Si) fuse with each other to form larger multimers. Multimers in
the reactor also break to form smaller units in all possible combinations, and all of the multimers can
leave the reactor. Such a system of reactions models driven colloidal aggregation and is relevant
for a variety of phenomena of practical importance, e.g., nano-particle clustering and colloidal
crystallization (nanotechnology), emulsification and emulsion stabilization in porous media (oil
industry), and oligomerization of proteins (biochemistry). For N chemical species, the aggregation
reaction network consists of M = bN2/2c+N + 1 reactions.

We divide the cubic computational domain (reactor) into Nv = K3 subvolumes, such that the on-
lattice reaction-diffusion process with reflective boundary conditions is described by the following
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set of “reactions”:

Ø
k0−→ S

(l,m,n)
1

S
(l,m,n)
i + S

(l,m,n)
j

ki,j−−→ S
(l,m,n)
i+j i+ j = 2, . . . , N

S
(l,m,n)
i+j

k̄i,j−−→ S
(l,m,n)
i + S

(l,m,n)
j i+ j = 2, . . . , N

S
(l,m,n)
i

ki−→ Ø i = 1, . . . , N

S
(l,m,n)
i

Di/h
2

−−−−→ Sci i = 1, . . . , N





∀ (l,m, n) ∈ Iall, c ∈ Cl,m,n, (7.22)

where Di is the diffusion constant of species Si and h the edge length of the cubic subvolumes. The
propensities of these reactions are computed as described in Sec. 7.1. For all bimolecular reactions,
we use discretization-corrected propensities (see Eqs. 7.9 and 7.11). The above network consists of

NK3 = NNv species and MK3 +N(6K3 − 6K2) = (bN2/2c+ 1)Nv +N(7Nv − 6N
2/3
v ) reactions.

For the present benchmarks, we set the macroscopic reaction rates ki,i = 0.5, all other rates and
all diffusion constants to 1, and the reactor volume to Ω = 10. At time t = 0, the populations of

all species in all subvolumes, i.e. all n
(l,m,n)
i , are set to 0. From this initial condition we simulate

the reaction-diffusion system until tf = 100.
Figure 7.4A shows the computational cost Θ as a function of the number of subvolumes Nv using
PSRD and NSM for two fixed-size aggregation networks with N = 10 and N = 100, respectively.
The corresponding numbers of reactions M are 61 and 5101, respectively. In both cases we estimate
fr and use it for fitting Θ. We observe that fr decreases as N−0.34

v with increasing Nv. For PSRD,
Θ(Nv, N = 10) ≈ 0.02861 logNv at large Nv. This scaling of Θ is caused by the dynamic increase
in the number of bins Ga. For NSM, Θ(Nv, N = 10) ≈ 0.1095 logNv at large Nv. For the larger
network with N = 100, we find for PSRD Θ(Nv, N = 100) ≈ 0.04401 logNv at large Nv. For NSM,
Θ(Nv, N = 100) ≈ 0.288 logNv at large Nv. For smaller 1 ≤ Nv < 512, Θ of NSM decreases with
increasing Nv. This is mediated by the decrease in fr. At Nv = 1, fr = 1 and the cost is dominated
by that of sampling the next “real” reaction. As Nv increases, fr decreases. This decrease in fr

progressively reduces the cost of sampling a reaction in a subvolume from being linear in M to
linear in 6N . At large-enough Nv, the cost of sampling a reaction in a subvolume is dominated by
the cost of sampling “diffusion reactions”. For a fixed network size, the increase in Θ(Nv, N = 100)
at large Nv is thus primarily due to the increasing cost to sample the next subvolume. In summary,
the scaling of the computational cost of PSRD with respect to the number of subvolumes Nv is
O(log2Nv). This scaling is asymptotically (for large Nv) the same as that of NSM, but with a
smaller prefactor.
Figure 7.4B shows the computational cost Θ as a function of the size N of the aggregation re-
action network using PSRD and NSM with Nv = 512 and Nv = 1000 subvolumes. We ob-
serve that for both Nv the ratio fr does not depend on the size N of network. For Nv = 512,
fr = 0.04, decreasing to fr = 0.02 for Nv = 1000. For PSRD, Θ(Nv = 512, N) ≈ 0.002258N ,
confirming the linear dependence on N predicted by the theoretical cost analysis. For NSM,
Θ(Nv = 1000, N) ≈ 0.00011M + 0.0152N . For the larger number subvolumes, Nv = 1000,
Θ(Nv = 1000, N) ≈ 0.002777N for PSRD. For NSM, Θ(Nv = 1000, N) ≈ 0.000055M+0.0186N . In
summary, the scaling of the computational cost of PSRD with respect to the size N of the reaction
network is O(N).



7.2. THE PARTIAL-PROPENSITY STOCHASTIC REACTION-DIFFUSIONMETHOD (PSRD)121

Figure 7.4: Computational cost of PSRD and NSM for the aggregation model (Eq. 7.21). (A)
Computational cost Θ of PSRD (squares) and NSM (circles) as a function of the number of subvolumes
Nv with the size of the reaction network fixed to N = 10 (filled symbols) and N = 100 (empty symbols),
respectively. The solid lines show the corresponding least-squares fits of the theoretical cost models: For
N = 10, ΘPSRD ≈ 0.02861 logNv + 0.03925N , ΘNSM ≈ 0.1095 logNv + 0.00581frM + 0.00481(1− fr)6N ;

for N = 100, ΘPSRD ≈ 0.04401 logNv + 0.003579N ,
ΘNSM ≈ 0.288 logNv + 0.001375frM + 0.001418(1− fr)6N . We estimate fr ≈ 1.096N−0.3353

v − 0.08263 for
N = 10 and fr = 1.097N−0.3372

v − 0.0825 for N = 100. (B) Computational cost Θ of PSRD (squares) and
NSM (circles) as a function of the number of species N in the reaction network with the number of

subvolumes fixed to Nv = 512 (filled symbols) and Nv = 1000 (empty symbols), respectively. The solid
lines show the corresponding least-squares fits of the theoretical cost models: For Nv = 512,

ΘPSRD ≈ 0.07559 logNv + 0.002258N ,
ΘNSM ≈ 0.1356 logNv + 0.002784fr(bN2/2c+N + 1) + 0.002633(1− fr)6N ; for Nv = 1000,

ΘPSRD ≈ 0.07205 logNv + 0.002777N ,
ΘNSM ≈ 0.1198 logNv + 0.002762fr(bN2/2c+N + 1) + 0.003163(1− fr)6N . The fraction fr = 0.04 for

Nv = 512 and fr = 0.02 for Nv = 1000.

7.2.4.2 Linear chain model

As a prototypical reaction network in which the number of reactions is almost the same as the
number of species, we consider the nonequilibrium linear chain model:

Ø
k0−→ S1

Si
ki−→ Si+1 i = 1, . . . , N − 1

SN
kN−−→ Ø.

(7.23)

Again, the k’s are the macroscopic reaction rates. This linear chain of reactions can, e.g., be used to
model signal transduction pathways in biological cells [46, 40]. For N species, this network contains
M = N + 1 reactions.

Again dividing the cubic computational domain into Nv = K3 subvolumes, the resulting reaction-
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diffusion system with reflective boundary conditions is given by:

Ø
k0−→ S

(l,m,n)
1

S
(l,m,n)
i

ki−→ S
(l,m,n)
i+1 i = 1, . . . , N − 1

S
(l,m,n)
N

kN−−→ Ø

S
(l,m,n)
i

Di/h
2

−−−−→ Sci i = 1, . . . , N





∀ (l,m, n) ∈ Iall, c ∈ Cl,m,n, (7.24)

where Di is the diffusion constant of species Si and h is the edge length of the cubic subvolumes.
The propensities of these reactions are computed as described in Sec. 7.1. There are no bimolecular
reactions in this network, and we do not use discretization-corrected propensities [133]. This system
of reactions modeling the reaction-diffusion process contains NK3 = NNv species and MK3 +

N(6K3 − 6K2) = (7N + 1)Nv − 6NN
2/3
v reactions.

For the benchmarks we set all macroscopic reactions rates and all diffusion constants Di to 1, and
the volume of the reactor to Ω = 100. At time t = 0, the populations of all species in all subvolumes
are 0, and the simulation is run until tf = 100.
Figure 7.5A shows the computational cost Θ as a function of the number of subvolumes Nv us-
ing PSRD and NSM for two fixed-size linear chain networks with N = 10 and N = 100. The
corresponding numbers of reactions M are 11 and 101, respectively. In both cases we estimate
fr and use it for fitting Θ. We observe that fr decreases as N−0.22

v with increasing Nv. For
PSRD, Θ(Nv, N = 10) ≈ 0.03312 logNv. This scaling of Θ is caused by the increase in the
number of bins Ga. For NSM, Θ(Nv, N = 10) ≈ 0.08256 logNv. For the larger network with
N = 100, the computational cost of PSRD is Θ(Nv, N = 100) ≈ 0.04842 logNv for Nv / 512 and
Θ(Nv, N = 100) ≈ 0.2923 logNv for Nv ' 512. For NSM, Θ(Nv, N = 100) ≈ 0.1428 logNv for
Nv / 512 and Θ(Nv, N = 100) ≈ 0.5929 logNv for Nv ' 512. The abrupt increase in the prefactor
of the scaling around Nv ≈ 512 is likely caused by cache-memory effects. In summary, the scaling
of the computational cost of PSRD with respect to the number of subvolumes Nv is O(log2Nv).
Again, this is the same scaling as that of NSM, but with a smaller prefactor.
Figure 7.5B shows the computational cost Θ as a function of the size N of the linear chain network
using PSRD and NSM with Nv = 512 and Nv = 1728 subvolumes. We observe that for both Nv

the ratio fr is independent of the size N of the network. For Nv = 512, fr = 0.06, decreasing
to fr = 0.03 for Nv = 1728. We observe that the scaling of Θ is slower than predicted by the
theoretical cost analysis. This is not a violation of the theory since the theoretical analysis only
provides an upper bound for the scaling. The slower scaling in the present case is specific to
the particular reaction network. We obtain reasonable fits with a function linear in logN . The
asymptotic plateau is due to “diffusion reactions” of species S1 accounting for the majority of all
reaction firings. Since this reaction is on top of the list (species index 1), it is found in O(1) time.
For PSRD, Θ(Nv = 512, N) ≈ 0.03051 logN . For NSM, Θ(Nv = 512, N) ≈ 0.07885 logN . For the
larger number subvolumes Nv = 1728, Θ of PSRD is Θ(Nv = 1728, N) ≈ 0.08479 logN . For NSM,
Θ(Nv = 1728, N) ≈ 0.1642 logN . In summary, the scaling of the computational cost of PSRD with
respect to the size N of the reaction network is O(N), since logN ∈ O(N).
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Figure 7.5: Computational cost of PSRD and NSM for the linear chain model (Eq. 7.23). (A)
Computational cost Θ of PSRD (squares) and NSM (circles) as a function of the number of subvolumes
Nv with the size of the reaction network fixed to N = 10 (filled symbols) and N = 100 (empty symbols),
respectively. The solid lines show the corresponding least-squares fits of the theoretical cost models: For
N = 10, ΘPSRD ≈ 0.03312 logNv + 0.03703N , ΘNSM ≈ 0.08256 logNv + 0.02504frM + 0.002615(1− fr)6N ;

for N = 100, ΘPSRD ≈ 0.04842 logNv + 0.003786N ,
ΘNSM ≈ 0.1428 logNv + 0.002934frM + 0.0001978(1− fr)6N for Nv / 512 and

ΘPSRD ≈ 0.2923 logNv − 0.01199N , ΘNSM ≈ 0.5929 logNv + 0.0000008frM − 0.004924(1− fr)6N for
Nv ' 512. We estimate fr ≈ 1.281N−0.2121

v − 0.2505 for N = 10 and fr ≈ 1.241N−0.2291
v − 0.2138 for

N = 100. (B) Computational cost Θ of PSRD (squares) and NSM (circles) as a function of the number of
species N in the reaction network with the number of subvolumes fixed to Nv = 512 (filled symbols) and
Nv = 1728 (empty symbols), respectively. The solid lines show the corresponding least-squares fits of the
theoretical cost models: For Nv = 512, ΘPSRD ≈ 0.03051 logN + 0.5291, ΘNSM ≈ 0.07885 logN + 0.5458;
for Nv = 1728, ΘPSRD ≈ 0.08479 logN + 0.5073, ΘNSM ≈ 0.1642 logN + 0.5561. The fraction fr = 0.06 for

Nv = 512 and fr = 0.03 for Nv = 1728.

7.2.5 Two- and three-dimensional SRD simulations using PSRD

As an example application we use PSRD for two- and three-dimensional SRD simulations of the
Gray-Scott reaction system [128, 129, 130, 98, 131], given by:

Ø
Fk1u

3

−−−−→ S1

S1
Fk1u

2

−−−−→ Ø

S1 + 2S2
k1−→ 3S2

S2
kk1u

2

−−−−→ Ø

S2
Fk1u

2

−−−−→ Ø.

(7.25)

This system is widely used to study the formation of Turing patterns [107] in reaction-diffusion
systems [98]. The trivial steady state of the system is n1 = uΩ and n2 = 0, where Ω is the volume
of the reactor. For a fixed reactor volume, a larger u hence corresponds to a larger number of
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molecules in the reactor, reducing the effect of noise. In the limit of very large u, the kinetics of
the stochastic system tends to that of the deterministic one.
The third reaction in the system is not elementary since it involves three reactant molecules. We
therefore extend PSRD to also handle trimolecular reactions by using a three-dimensional partial-
propensity structure and factoring out two other reactants. We choose this strategy over expanding
the network into elementary reactions in order to render the parameters k and F comparable to the
deterministic limit case. We do not use discretization-corrected propensities since no theoretical
framework is available for trimolecular reactions [127].
For the simulations we fix the dimensionless constants such that F = 0.04 and k = 0.06, and
we choose the macroscopic rate k1 = 1. In 2D we simulate the reaction-diffusion system in a
computational domain of area Ω = 0.642, divided into K2 = 642 subvolumes (or subareas) of edge
length h = 0.01. At the boundary of the computational domain, periodic boundary conditions are
used for the jump reactions. The resulting reaction-diffusion system in 2D thus is:

Ø
Fk1u

3

−−−−→ S
(l,m)
1

S
(l,m)
1

Fk1u
2

−−−−→ Ø

S
(l,m)
1 + 2S

(l,m)
2

k1−→ 3S
(l,m)
2

S
(l,m)
2

kk1u
2

−−−−→ Ø

S
(l,m)
2

Fk1u
2

−−−−→ Ø

S
(l,m)
1

D1/h
2

−−−−→ S
(l′,m′)
1

S
(l,m)
2

D2/h
2

−−−−→ S
(l′,m′)
2





∀ (l,m) ∈ Iall , (7.26)

where Iall is the set of all possible subvolume indices in 2D and (l′,m′) are the neighboring subvol-
umes of (l,m) taking into account the periodic boundary conditions, hence l′ ∈ {[((l− 1)± 1 + 2K)
mod K] + 1} and m′ ∈ {[((m− 1)± 1 + 2K) mod K] + 1}. At t = 0, the initial population is:

n
(l,m)
1 =

{
uh2

2 + b0.04(r − 0.5)uh2 + 0.5c, for 24 ≤ l,m ≤ 40
uh2, otherwise.

n
(l,m)
2 =

{
uh2

4 + b0.02(r − 0.5)uh2 + 0.5c, for 24 ≤ l,m ≤ 40
0, otherwise,

(7.27)

where r is a uniform random number in [0, 1) that acts as an initial perturbation. We use the
diffusion constants D1 = 2 · 10−5 and D2 = D1/2.
Figure 7.6 shows the 2D simulation results from PSRD and from a deterministic simulation. It shows
the spatial concentration distribution of species S1, normalized with u, at time tf = 2000/(k1u

2).
Figures 7.6A and 7.6B show the normalized concentration distributions for u = 106 and 107,
respectively, as obtained using PSRD. The maximum number of molecules of S1 in any subvolume
is on the order of h2u = 0.01u. For u = 106, approximately 0.3 · 109 reaction events are simulated
until tf with fr ≈ 0.12 and a total runtime (CPU time) of 157 s for PSRD and 200 s for NSM. For
u = 107, the number of reaction events happening during the simulation increases to ≈ 3 · 109 with
fr ≈ 0.14 and a total runtime (CPU time) of 1854 s for PSRD and 2290 s for NSM.
Increasing u increases the total number of molecules in the reactor and hence decreases the noise
in the system. The normalized concentration distribution obtained from a deterministic simulation
is independent of u and is shown in Fig. 7.6C. The deterministic simulation is done using the same
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Figure 7.6: Normalized spatial concentration distribution of species S1 in the two-dimensional Gray-Scott
reaction-diffusion system (Eq. 7.26) for F = 0.04, k = 0.06, k1 = 1, and D1 = 2D2 = 2 · 10−5 in a square

computational domain of area 0.642, divided into Nv = 642 subvolumes (or subareas) of edge length
h = 0.01. The concentration in each subvolume is shown as a color ranging from blue (concentration zero)
to red (concentration one). (A)+(B) Concentration distributions, normalized by u, obtained using PSRD

for u = 106 and u = 107, respectively. (C) Normalized concentration distribution obtained from a
deterministic simulation using the same parameters, simulated using second-order finite differences. All

snapshots are taken at time t = 2000/(k1u
2).

numerical scheme as Pearson [98] in order to render the results comparable. This is a second-order
finite-difference discretization of the Laplacian for the diffusion part and a first-order explicit Euler
scheme with time-step size ∆t = 1.125 for time stepping. The results show that as the number of
molecules in the reactor increases with increasing u, the stochastic spatial pattern tends toward the
deterministic one. The intrinsic noise in the stochastic system, however, breaks the symmetry of
the pattern.
We also simulate the reaction-diffusion system in Eq. 7.26 in 3D (using triplet indices for the
subvolumes) in a computational domain of volume Ω = 0.643, divided into K3 = 643 subvolumes
of edge length h = 0.01. Again using periodic boundary conditions for the diffusion, the resulting
reaction-diffusion system is:

Ø
Fk1u

3

−−−−→ S
(l,m,n)
1

S
(l,m,n)
1

Fk1u
2

−−−−→ Ø

S
(l,m,n)
1 + 2S

(l,m,n)
2

k1−→ 3S
(l,m,n)
2

S
(l,m,n)
2

kk1u
2

−−−−→ Ø

S
(l,m,n)
2

Fk1u
2

−−−−→ Ø

S
(l,m,n)
1

D1/h
2

−−−−→ S
(l′,m′,n′)
1

S
(l,m,n)
2

D2/h
2

−−−−→ S
(l′,m′,n′)
2





∀ (l,m, n) ∈ Iall , (7.28)

where Iall is the set of all possible subvolume indices in 3D and (l′,m′, n′) are the neighboring
subvolumes of (l,m, n) taking into account the periodic boundary conditions, hence l′ ∈ {[((l−1)±
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1 + 2K) mod K] + 1}, m′ ∈ {[((m − 1) ± 1 + 2K) mod K] + 1}, and n′ ∈ {[((n − 1) ± 1 + 2K)
mod K] + 1}. At t = 0, the initial population is:

n
(l,m,n)
1 =

{
uh3

2 + b0.04(r − 0.5)uh3 + 0.5c, for 24 ≤ l,m, n ≤ 40
uh3, otherwise.

n
(l,m,n)
2 =

{
uh3

4 + b0.02(r − 0.5)uh3 + 0.5c, for 24 ≤ l,m, n ≤ 40
0, otherwise,

(7.29)

where r is a uniform random number in [0, 1) that acts as an initial perturbation. We use the same
diffusion constants as in the 2D case above.

Figure 7.7: Normalized spatial concentration distribution of species S1 in the three-dimensional
Gray-Scott reaction-diffusion system (Eq. 7.28) for F = 0.04, k = 0.06, k1 = 1, and D1 = 2D2 = 2 · 10−5

in a cubic computational domain of volume 0.643, divided into Nv = 643 subvolumes of edge length
h = 0.01. The concentration in each subvolume, normalized by u = 108, is shown as a color ranging from

blue (concentration zero) to red (concentration one). The snapshot is taken at time t = 2000/(k1u
2).

Figure 7.7 shows the 3D concentration distribution of species S1 at time tf = 2000/(k1u
2), normal-

ized with u = 108. For these parameters, the maximum number of molecules of species S1 in any
subvolume is uh3 = 100 and hence the intrinsic noise breaks the symmetry of the Turing pattern.
Approximately 36 ·109 reaction events are simulated until tf with fr ≈ 0.1. The total runtime (CPU
time) for PSRD is 77 413 s, for NSM it is 100 636 s (extrapolated).

7.3 Conclusions and Summary

We have introduced the on-lattice partial-propensity stochastic reaction-diffusion (PSRD) method.
PSRD proceeds by dividing the computational domain into Nv subvolumes. The chemical reaction
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system in each subvolume is assumed to be well mixed and it is imposed that molecules can only
react with partners within the same subvolume. Diffusion is modeled by jump “reactions” between
neighboring subvolumes. PSRD combines composition-rejection sampling [30, 18] (see Sections 2.3.7
and 2.4.5) with the concept of partial propensities (see Sec. 2.4.2). Computational efficiency is
achieved by binning the subvolumes and using partial propensities to group the reactions within
each subvolume.

PSRD samples trajectories from the exact solution of the reaction-diffusion master equation for on-
lattice reaction-diffusion systems, provided the subvolume sizes are within admissible bounds [133,
127, 134]. This is done by first sampling the subvolume using composition-rejection sampling, and
then sampling the index of the next reaction within that subvolume using linear search over the
dynamically grouped partial propensities, analogous to the sorting partial-propensity direct method
(SPDM) (see Sec. 2.4.4). The computational cost of PSRD to sample the next subvolume is O(Ga),
where the number of bins is Ga = log2(amax/amin) + 1, amax is the maximum total propensity
in any subvolume, and amin is the smallest non-zero total propensity in any subvolume. In any
simulation, the number Ga scales at most as O(log2Nv). If the logarithmic span of the propensities
can be a priori bounded by a constant, the cost of sampling the subvolume reduces to O(1)[18].
The computational cost to sample the index of the next reaction within a subvolume is O(N),
where N is the number of species in the reaction network. Thus, the overall computational cost of
PSRD is O(Ga + N), which is bounded in the worst case by O(log2Nv + N). This cost of PSRD
is independent of whether the SRD simulation is dominated by “real” reactions or by “diffusion
reactions”. We demonstrated this scaling of the computational cost using prototypical benchmark
cases for both types of reaction networks: strongly coupled and weakly coupled.

PSRD inherits the limitations of partial-propensity methods. It is hence limited to reaction networks
comprising only elementary reactions. For spatiotemporal reaction-diffusion simulations, however,
including non-elementary reactions is of questionable value since no kinetic-theoretical framework
exists for them [127, 35]. It is hence unclear how the propensity functions of non-elementary
reactions should be correctly formulated in a discretized space [127].

Due to the more complex data structures used in partial-propensity methods, we do not expect
PSRD to offer significant speed-ups for small (N / 10) chemical reaction networks. In these cases,
the next subvolume method [100, 119] can be as efficient or faster than PSRD. In addition, PSRD
is restricted to chemical reaction networks that do not involve time delays. This could be overcome
by using dPDM (delay PDM) (see Sec. 6.2.1) instead of SPDM inside each subvolume in PSRD.
Our current software implementation of PSRD is moreover limited to rectangular computational
domains. This limitation, however, is not inherent to the method as such and future developments
will consider extending the method to computational domains of arbitrary shape [141, 142], e.g.,
using unstructured meshes [143].

While we have described the basic version of PSRD for simplicity and conciseness of the presenta-
tion, the algorithm can be further improved in efficiency using standard techniques. Using a binary
tree search instead of linear search over subvolume bins [1], the computational cost of sampling
the next subvolume can, for example, be reduced to O(log2Ga), rendering the overall computa-
tional cost of such a variant of PSRD O(log2Ga + N) and in the worst-case O(log2 log2Nv + N).
Moreover, for weakly coupled reaction networks the computational cost of sampling the next re-
action within a subvolume can be reduced to O(Gr) using the partial-propensity method with
composition-rejection sampling (PSSA-CR) within each subvolume. Gr is the logarithmic span of
non-zero propensities within the subvolume. In summary, the computational cost of PSRD can be
reduced to O(log2Ga +N) or even O(log2Ga + log2Gr) for certain classes of reaction networks and
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when using a binary search tree also within PSSA-CR. These improvements can be realized at the
expense of larger memory requirements, which is why we did not include them in the presentation
here. Their implementation, however, is straightforward and they will be included in future versions
of the PSRD software package.
PSRD uses dynamic bubble sort for the reactions within each subvolume. This is inspired by the
sorting direct method (SDM) [16] and its partial-propensity variant SPDM. Sorting SSAs have been
shown to be particularly efficient on multi-scale (stiff) reaction networks where the propensities of
different reactions are orders of magnitude apart. This means that a small fraction of reactions
can potentially account for the majority of reaction events. The dynamic “bubbling up” of these
reactions in the reaction list reduces the average search depth when sampling the next reaction as
it accumulates the most frequent reactions at the top of the list. Using a sorting SSA inside each
subvolume of an on-lattice SRD simulation is particularly advantageous since the propensities of
different reaction types scale differently with subvolume size (see Eq. 7.2). While the propensities
of bimolecular reactions scale as Ω−1

c , those of source reactions scale as Ωc, and the propensities
of unimolecular reactions are independent of Ωc. The propensities of “diffusion reactions” scale
as h−2. Reducing the grid spacing h thus renders the reaction network increasingly multi-scale
with the propensity ratio between the fastest and slowest reactions scaling at most as h6 in 3D
subvolumes (h4 in 2D subvolumes).
Taken together, PSRD offers an improved scaling of the computational cost for exact on-lattice
SRD simulations. This can lead to significant performance improvements when simulating strongly
coupled spatiotemporal processes, such as colloidal aggregation and scale-free biochemical net-
works [45, 46, 144, 40].
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der lösungen,” Z. Phys. Chem, vol. 92, no. 2, pp. 129–168, 1917.

[36] P. G. J. van Dongen and M. H. Ernst, “Fluctuations in coagulating systems,” J. Stat. Phys.,
vol. 49, no. 5/6, pp. 879–926, 1987.

[37] P. G. J. van Dongen, “Fluctuations in coagulating systems. II,” J. Stat. Phys., vol. 49, no. 5/6,
pp. 927–975, 1987.

[38] S. D. T. Axford, “Theoretical calculations on smoluchowski kinetics: Perikinetic reactions in
highly aggregated systems,” Proc. R. Soc. Lond. A, vol. 452, no. 1953, pp. 2355–2368, 1996.

[39] M. S. Turner, P. Sens, and N. D. Socci, “Nonequilibrium raftlike membrane domains under
continuous recycling,” Phys. Rev. Lett., vol. 95, p. 168301, 2005.

[40] R. Albert, “Scale-free networks in cell biology,” J. Cell Sci., vol. 118, no. 21, pp. 4947–4957,
2005.

[41] H. Kurata, H. El-Samad, T.-M. Yi, M. Khammash, and J. Doyle, “Feedback regulation of
the heat shock response in E. coli,” in Proc. 40th IEEE conference on Decision and Control,
pp. 837–842, 2001.

[42] H. Li, Y. Cao, L. R. Petzold, and D. T. Gillespie, “Algorithms and software for stochastic
simulation of biochemical reacting systems,” Biotechnol. Prog., vol. 24, pp. 56–61, 2008.
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[73] R. Ramaswamy, N. González-Segredo, I. F. Sbalzarini, and R. Grima, “Discreteness-induced
concentration inversion in mesoscopic chemical systems,” Nat. Commun., vol. 3, p. 779, 2012.

[74] G. Nicolis and I. Prigogine, Self-Organization in Nonequilibrium Systems: From Dissipative
Structures to Order through Fluctuations. John Wiley & Sons, 1977.

[75] I. Prigogine, From Being to Becoming: Time and Complexity in the Physical Sciences. W.
H. Freeman, 1980.

[76] J. Tomita, M. Nakajima, T. Kondo, and H. Iwasaki, “No transcription-translation feedback
in circadian rhythm of KaiC phosphorylation,” Science, vol. 307, no. 5707, pp. 251–254, 2005.

[77] M. Nakajima, K. Imai, H. Ito, T. Nishiwaki, Y. Murayama, H. Iwasaki, T. Oyarna, and
T. Kondo, “Reconstitution of circadian oscillation of cyanobacterial KaiC phosphorylation in
vitro,” Science, vol. 308, no. 5720, pp. 414–415, 2005.



134 BIBLIOGRAPHY

[78] J. S. van Zon, D. K. Lubensky, P. R. H. Altena, and P. R. ten Wolde, “An allosteric model of
circadian KaiC phosphorylation,” Proc. Natl. Acad. Sci. USA, vol. 104, no. 18, pp. 7420–7425,
2007.

[79] D. Zwicker, D. K. Lubensky, and P. R. ten Wolde, “Robust circadian clocks from cou-
pled protein-modification and transcription-translation cycles,” Proc. Natl. Acad. Sci. USA,
vol. 107, no. 52, pp. 22540–22545, 2010.

[80] F. A. Chandra, G. Buzi, and J. C. Doyle, “Glycolytic oscillations and limits on robust effi-
ciency,” Science, vol. 333, no. 6039, pp. 187–192, 2011.

[81] P. H. Baxendale and P. E. Greenwood, “Sustained oscillations for density dependent Markov
processes,” J. Math. Biol., vol. 63, no. 3, pp. 433–457, 2011.

[82] F. Schlogl, “Chemical reaction models for nonequilibrium phase-transitions,” Z. Physik,
vol. 253, no. 2, pp. 147–161, 1972.

[83] I. R. Henderson, P. Owen, and J. P. Nataro, “Molecular switches −− the ON and OFF of
bacterial phase variation,” Mol. Microbiol., vol. 33, no. 5, pp. 919–932, 1999.

[84] E. M. Ozbudak, M. Thattai, H. N. Lim, B. I. Shraiman, and A. van Oudenaarden, “Mul-
tistability in the lactose utilization network of Escherichia coli,” Nature, vol. 427, no. 6976,
pp. 737–740, 2004.

[85] J. R. Pomerening, E. D. Sontag, and J. E. Ferrell, “Building a cell cycle oscillator: hysteresis
and bistability in the activation of Cdc2,” Nat. Cell Biol., vol. 5, no. 4, pp. 346–351, 2003.

[86] T. S. Gardner, C. R. Cantor, and J. J. Collins, “Construction of a genetic toggle switch in
Escherichia coli,” Nature, vol. 403, no. 6767, pp. 339–342, 2000.

[87] B. Alberts, D. Bray, A. Johnson, J. Lewis, M. Raff, K. Roberts, and P. Walter, Essential Cell
Biology. New York: Garland Publication, Inc., 1997.

[88] D. Bratsun, D. Volfson, L. S. Tsimring, and J. Hasty, “Delay-induced stochastic oscillations
in gene regulation,” Proc. Natl. Acad. Sci. USA, vol. 102, no. 41, pp. 14593–14598, 2005.

[89] X. Cai, “Exact stochastic simulation of coupled chemical reactions with delays,” J. Chem.
Phys., vol. 126, p. 124108, Mar. 2007.

[90] Q. Li and X. Lang, “Internal noise-sustained circadian rhythms in a drosophila model,”
Biophys. J., vol. 94, no. 6, pp. 1983–1994, 2008.

[91] Z. Xu and X. Cai, “Stochastic simulation of delay-induced circadian rhythms in Drosophila,”
EURASIP J. Bioinform. Syst. Biol., vol. 2009, 2009.

[92] M. Barrio, K. Burrage, A. Leier, and T. Tian, “Oscillatory regulation of Hes1: Discrete
stochastic delay modelling and simulation,” PLoS Comput. Biol., vol. 2, no. 9, pp. 1017–
1030, 2006.

[93] T. Tian, K. Burrage, P. M. Burrage, and M. Carletti, “Stochastic delay differential equations
for genetic regulatory networks,” J. Comput. Appl. Math., vol. 205, no. 2, pp. 696–707, 2007.



BIBLIOGRAPHY 135

[94] W. Zhou, X. Peng, Z. Yan, and Y. Wang, “Accelerated stochastic simulation algorithm for
coupled chemical reactions with delays,” Comput. Biol. Chem., vol. 32, pp. 240–242, Aug.
2008.

[95] B. Bayati, P. Chatelain, and P. Koumoutsakos, “D-leaping: Accelerating stochastic simulation
algorithms for reactions with delays,” J. Comput. Phys., vol. 228, pp. 5908–5916, Sept. 2009.

[96] R. A. Fisher, “The wave of advance of advantageous genes,” Ann. Eugenics, vol. 7, pp. 355–
369, 1937.

[97] A. N. Kolmogorov, I. G. Petrovsky, and N. S. Piskunov, “Étude de l’équation de la diffusion
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