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Question 1: Metropolis-Hastings Algorithm

A useful aspect of the Metropolis-Hastings algorithm is that it can generate a sequence
of random samples from an unnormalized distribution f(x) for which direct sampling is
difficult. The Metropolis-Hastings algorithm is as follows:

i = 0
Set iterations k
Initialize x0
while i < k do

Sample yi ∼ q(y|xi)
Compute % = min

{
f(yi)
f(xi)

q(xi|yi)
q(yi|xi) , 1

}
Draw u ∼ U(0, 1)
if u < % then

Set xi+1 = yi
else

Set xi+1 = xi
end
i = i+ 1

end

Use the Metropolis-Hastings algorithm with k = 500 iterations and initial value x0 = 5 to
draw samples from the distribution function:

f(x) =
1

x
√

2π
exp

(
−(ln(x))2

2

)

a) Draw the candidates from an independent uniform proposal distribution yi ∼ U(0, 5).

b) Draw the candidates using a symmetric random walk process yi = xi + ξ, where ξ ∼
N(0, 0.04).

Plot the chain of accepted candidates vs. iteration number and the density of the accepted
candidates for both approaches. Overlay the given distribution function on the histogram
to confirm that the accepted candidates recreate the distribution.
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Question 2: Convergence Criteria

After infinite iterations in the Metropolis-Hastings algorithm, the Markov chain will converge
to the target distribution. But because we cannot run infinite samples, we should assess if
the chain has converged with the finite number of iterations. We can do this by visually
inspecting the chains and using convergence criteria.

a) The Gelman-Rubin statistic compares the variance along and across the chains. If
the chains are converged, then the variance along and across chains should be the
same. Calculate the Rubin-Gelman statistic from chains generated in question 1b with
N = {20, 30, 40, 50, 100, 200, 500, 1000, 5000} iterations. Run M = 100 chains for each
calculation of the statistic and draw initial values from U(0, 5). The Rubin-Gelman
statistic R̂ is:

R̂ =

√
V

W
=

√(
1− 1

N

)
W +

(
M+1
MN

)
B

W

where M is the number of chains, N is the number iterations per chain, B is the variance
across chains, and W is the average chain variance. The chain is converged if R̂ is close
to 1.

b) A chain that has converged should have an autocorrelation c(τ) of 0. This is given as
the function:

c(τ) =

∑N−τ
i=1 (xi − µ̂)(xi+τ − µ̂)∑N

i=1(xi − µ̂)2

where N is the number of iterations, µ̂ is the mean of the chain, and τ is the lag
or delay. The lag τ provides an estimate for the number of iterations before the
chain reaches convergence. Plot the autocorrelation c(τ) of a single chain vs. τ =
{10, 20, 30, 40, 50, 100, 200} from question 1b. What would be a good burn-in time or
mixing time for the chain?

Question 3: Thinning

Thinning a chain is a method where only every dth sample after the burn-in is used. This
results in more independent samples (and reduced autocorrelation) from the Metropolis-
Hastings algorithm. Compare the autocorrelations c(τ = 1) of a single chain from question
2b that is thinned with d = {1, 2, 3, 4, 5, 10}. Use a burn-in of 150, initial value of x0 = 1,
and N = 500 iterations.
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