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Question 1: Timing and Optimization

There are several possibilities for making loops run faster. However, using different machines
or different compilers, might result in different gains (or losses) in speed. In the following
you will have to time “normally” coded loops and the unrolled, interchanged, and split
versions.

Use the Fortran routine CPU TIME(time) to measure how much CPU-time you spent on
different parts of your code. A call to CPU TIME will give the processor time taken by
the process from the start of the program, for usage see example in figure 1. The time
(measured in seconds) only accounts for the amount of time that the program is actually
running, and not the time that a program is suspended or waiting. The argument time is
a scalar of type real.

PROGRAM timeme

IMPLICIT NONE
REAL ts , te , t

CALL CPU TIME( t s )
! . . . par t A
CALL CPU TIME( te )
t = te−t s
PRINT ∗ , ’Time taken f o r part A: ’ , t
CALL CPU TIME( t s )
! . . . par t B
CALL CPU TIME( te )
t = te−t s
PRINT ∗ , ’Time taken f o r part B: ’ , t

END PROGRAM timeme

Figure 1: Example for using the routine CPU TIME

a) Consider the loop in figure 2. The inner loop is executed 108 times in order to get a
measurable time sample. Embed the loop in a program also timing an unrolled version
of this loop. Which one is faster and by how much (in percent of time)? By default, the
GNU Fortran compiler will not try to optimize. Retry your measurements setting the
optimization flags -O1, -O2, or -O3, respectively, giving the compiler more and more
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DO i =1 ,100000000
DO k=1,4

a (k ) = a (k ) + a (k )
ENDDO

ENDDO

Figure 2: Part A.

freedom to optimize. What happens to your relative time savings and what happens
to the absolute computation time needed for the loops? You might want to implement
a “warm-up”-loop in order to avoid placing your first loop at a disadvantage.

b) Time the loop displayed in figure 3 (top) as well as its interchanged (= turned inside
out) version. Time the loop displayed in figure 3 (bottom) and try to improve its
speed. Use m = 100 for the first loop and m = 10000 for the second loop, repeat all
experiments 1000 times and average the timing. How much faster are your improved

DO i =1,m
Do j =1,m

DO k=1,m
f ( i , j , k ) = f ( i , j , k ) ∗c

ENDDO
ENDDO

ENDDO

DO i =1,m
IF (MOD( i , 1 0 ) == 0) THEN

a ( i ) = a ( i ) ∗2 .0
ELSE

a ( i ) = a ( i ) ∗c
ENDIF

ENDDO

Figure 3: Two loops that can be improved.

versions (in percent of time) while not using the compilers optimization flags? Use
different optimization flags when compiling from -O1 (first optimization level) to -O3

(highest optimization level for the GNU Fortran compiler) to see what the compiler can
do for you!

Question 2: Loop Vectorization

a) Paper and pencil : Look at the loops below. Do these two loops do the same? Can they
be vectorized (completely or partially)?

b) Paper and pencil : Look at the loop below. There clearly is a cyclic dependency for
p > 0. Still the Intel compiler vectorizes it for p = 0, 2, 3, 4, ... while the Portland Group
compiler does so for p = 0, only. What does the Intel compiler do? Sketch the graph
for the execution time t as a function of parameter p when using the Intel compiler?
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Question 3: Parallel World with MPI

a) Write a parallel “Hello World”-program using MPI. Each process should output ‘Hello
World’ as well as its rank and the total number of processors.

b) Alter your program such that only one process says ‘Hello World’. All of them should
still output their rank and the total number of processors.

For using MPI on the machines in room 034, you first have to load the MPI module:

module add mpisun

Compilation works with the following flags:

mpif90 -o <myprog> <code>.f90

Execution of a parallel run of your program is started with:

mpirun -n <number of processors> <myprog>
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