
Week 3: MPI

Day 04 :: Domain 
decomposition, load 

balancing, hybrid particle-
mesh methods



Domain 
decompositon



Goals of parallel computing

§ Solve a bigger problem
• Operate on more data (grid points, particles, etc.)

o Mostly the case when discretizing PDEs
o Have to distribute data across processors
o Use domain decomposition schemes

• Perform more complex operations on the same data 
(algorithms of higher complexity)
o Only distribute operations, but replicate the same 

data on all processors (e.g., code cracking)
§ Solve a given problem faster

• Care about strong scaling (e.g., weather forecasting)



What is domain decomposition?

§ Perform a numerical simulation (e.g. solve an 
equation) on a domain of given shape

§ Discretize the domain using a mesh or particles
§ Split the work (and memory!) among N

processors
§ Can be done “geographically” or purely on the 

data, irrespective of their spatial location
§ Domains can have complex shapes
§ Mesh points or particles can be 

inhomogeneously distributed 



Example

Solve the diffusion equation on this 3D domain:



Example

Domain decomposition onto 128 processors:



Overlapping vs. Non-overlapping domains

Overlapping:
• Ensure solution smoothness

at the interface
• Difficult to determine for complex

domains

Non-overlapping:
• Easy to determine
• Additional tricks are needed 

for solution smoothness



Ghost layers

Non-overlapping with ghosts:
• Ensure smooth solutions
• Copy values of neighboring

sub-domains into ghost layer

§ Determine a space-filling non-overlapping 
domain decomposition

§ Extend the sub-domains by a ghost layer to 
ensure solution continuity 



Goals

A good domain decomposition leads to:

§ All processors having equal (in terms of wall-
clock time) amounts of work
==> “Load balancing”

§ Minimum number of communication steps 
between the processors
==> “Communication scheduling”

§ Minimum amount of data that needs to be 
communicated. No deadlocks.



Two-step procedure

§ Perform the actual domain decomposition, 
splitting the computational domain into sub-
domains
==> “Domain decomposition”

§ Assign these sub-domains onto processors
==> “Processor assignment”



Decomposition



Goal

Subdivide the computational domain:

§ Into sub-domains of equal (non-adaptive
domain decomposition) or variable (adaptive
domain decomposition) size

§ In the simplest case, each sub-domain contains 
the same amount of computational work

§ Subdivide such that the amount of data that 
needs to be communicated across the 
processor boundaries is minimal



Decomposition types

§ Cuboids (bricks) of equal size
§ Trees (adaptive or non-adaptive):

§ Binary trees (recursive bisection or recursive 
orthogonal bisection)

§ Quad-trees
§ Oct-trees

§ Pencils
§ Slabs
§ Non-geographic methods



Cuboids

Domain is subdivided into a number of equally 
sized cuboidal sub-domains.



Pencils

Extend throughout the domain in one direction

Useful for, e.g., parallel FFTs

In 2D: can be done using a 
binary tree

In 3D: can be done using a
quad-tree



Slabs

Extend throughout the domain in 2 directions

Useful for, e.g., 2D FFTs
or plane output

In 3D: can be done using
a binary tree



Recursive Bisection

Recursive bisection of a polygonal domain:



Non-adaptive quad-tree (= cuboids)

Each box is subdivided into 4 child boxes of equal 
size. The leafs of the tree are the sub-domains.

Independent of the particle/mesh point distribution



Adaptive quad-tree

Only divide boxes that contain more than a certain 
amount of particles. Leafs are the sub-domains.



Example

Adaptive quad-tree on a given particle set:



Oct-tree (adaptive or non-adaptive)

Divide each box into 8 children (adaptive or non-
adaptive). Leafs are sub-domains.



Adaptivity

There are two levels of adaptivity in trees:

§ Choose which boxes to further subdivide
§ Choose where to subdivide them

One can use both or only (any) one of them.



Bisection (binary tree)

Each box is subdivided into 2 child boxes. The 
leafs of the tree are the sub-domains.

At each iteration decide for each box:

§ In which direction to cut it next?
§ At which position to cut in this direction?



Recursive Orthogonal Bisection (ROB)

§ Variant of recursive bisection
§ Cuts are always perpendicular to previous cuts
§ Faster and more robust: don’t have to deal with 

Eigenvectors of the tensor of inertia and 
arbitrary face angles



Cut direction

Choose the cut direction that generates the least 
communication overhead (ghosts).

For meshes and 
boxes: cut in the 
shortest direction
(counting nodes 
for meshes).

For particles: perpendicular
to the axis of smallest moment
of inertia (accounting for particle
costs!).



Cut position

Cut such that the computational cost of the box is 
equally partitioned to the two sides (adaptive) or 
always in the middle (non-adaptive).

For meshes and 
boxes: cut in the 
middle (at the 
mid-node for
meshes).

For particles: cut through the
center of mass.



Termination criteria

Stop the tree when:

§ A prescribed minimum number of sub-domains 
has been created (>= Nproc)

§ All sub-domains contain less than a prescribed 
amount of computational cost

§ The variance of the computational cost across 
sub-domains is below a prescribed threshold

§ The smallest sub-domain is below a threshold 
size

§ …



Non-geographic methods

§ Partition the data irrespective of their physical 
location in the computational domain

§ Example: having N interacting particles, each 
processor receives N/Nproc particles. Since all 
have to communicate to all anyway, 
neighborhood relations are not important

§ Best load balance due to finest granularity
§ Easy to compute
§ No re-balancing needed if particles move



Processor
assignment



Goal

Assign the sub-domains onto processors:

§ Each processors gets 1 or more sub-domains 
for which it has to store the data and compute

§ Achieve load balance and minimum 
communication overhead

§ Need at least as many sub-domains as 
processors

§ If there are more sub-domains than processors, 
imbalances in the domain decompositions can 
be compensated in the assignment step 
(granularity)



Example

Sub-domain assignment onto 128 processors:



Exercise

§ Think about ways to determine a good 
processor assignment!

§ Assume that the computational cost of each 
sub-domain is known or can be determined.

§ Discuss your ideas with your neighbor.
§ I will call some of you up to sample your ideas…



Methods (well, there are many…)

§ Start somewhere and assign neighboring sub-
domains to the same processor until the work 
load on that processor reaches the theoretical 
mean (uniform l.bal.) across all processors.

§ Formulate as a graph partitioning problem: sub-
domains are vertices, neighborhood relations 
are edges. Color the vertices such that the total 
edge cut is minimal and the sum of costs of 
each color is equal. (Libraries are available to 
do this: e.g. METIS / parMETIS)



Graph-based assignment

§ Vertices of the same color always cluster 
together (otherwise edge-cut would not be 
minimal)

§ Differences in communication volume can be 
accounted for by weights on the edges

§ Differences in the computational costs of the 
sub-domains can be accounted for by weights 
on the vertices



Communication
scheduling
(for synchronous communication)



Why synchronous is important

• numerical simulations are synchronous (can be
non-blocking, but are always synchronous)

• Use synchronous operations for higher
bandwidth and lower memory usage

• Developer is in control of communication
schedule (for asynchronous communication
MPI does it internally)



Different communication types

§ Global: each processor has to communicate to 
each other processor
§ Initial distribution of data
§ Change in the domain decomposition or processor 

assignment

§ Local: each processor only communicates to 
those having been assigned neighboring sub-
domains
§ Sending particles to the proper processor if they have 

moved during a simulation
§ Obtaining ghost values in the overlap regions



Goal

Determine order in which the processors 
communicate:

§ Processors only talk in pairs at once (point-to-
point primitives in MPI)

§ Require the minimum amount of over-all 
communication time 

§ Avoid network conflicts
§ Avoid deadlocks

What is the optimal schedule for a global communication?



Optimal communication scheduling

Equivalent graph problem:

§ Each processor is a vertex of an undirected 
graph (symmetric send-receive pairs)

§ Edges indicate communication “needs”

§ Determine the minimum edge coloring (or an 
approximation)

§ Each color is a communication round in which 
processors connected by edges of that color 
communicate in pairs



Edge coloring

§ Coloring the edges of a graph such that 
adjacent edges receive different colors.

§ Minimum edge coloring: use the minimum 
number of different colors to do so

§ The same also for vertices: vertex coloring

7 3 4 4

NP-hard: O(2n) for n edges



A versatile framework

§ Colors code communication rounds
§ Different speeds (e.g. from hardware network 

topology or different data volumes) can 
automatically be measured at run-time and 
accounted for by weights on the edges.

§ The algorithm is then constrained to also 
minimize the variance of edge weights across 
colors (i.e. group communications of similar 
duration).

§ Gives the optimal communication schedule!



Origin of the problem

Coloring the 
counties on the map 
of England

Francis Guthrie: 
4-color hypothesis 
(1852)

Studied as an 
algorithmic problem 
since 1970 

NP-completeness 
proof 1972 (Karp)



Chromatic number and maximum degree

§ If a proper coloring with k colors exists, the 
graph is k-colorable.

§ The minimum k for which a proper coloring 
exists is the chromatic number of the graph:

edge chromatic number
vertex chromatic number

§ The maximum degree of the graph is the 
largest number of edges incident to any vertex.

��(G)
�(G)

�(G)



Important theorems

(trivial to see)

(Vizing, 1964)

��(G) � �(G)

��(G) � �(G) + 1

§ : G is graph of Class 1
§ : G is graph of Class 2��(G) = �(G) + 1

��(G) = �(G)



How to determine a minimum edge coloring in 
practice?

§ Minimum edge coloring is NP-hard
§ All coloring problems can be reduced to vertex 

coloring
§ An approximation algorithm for vertex coloring 

can be constructed to determine a good sub-
optimal vertex coloring (with a +1 bound) in 
linear time (with the number of vertices)

§ The algorithm is due to Brélaz (EPFL, 1979) 
and is based on Vizing’s proof (greedy coloring).



The line graph L(G)

§ Each vertex in L(G) represents an edge in G
§ Two vertices in L(G) are adjacent iff their edges in G 

are adjacent (share a common vertex)

§ All properties depending only on adjacency relations 
are conserved. In particular:

(the edge chromatic number of G is the vertex chromatic number of L(G))

��(G) = �(L(G))



Line graph example

G

L(G)



Reduction to vertex coloring

§ Determining a minimum vertex coloring on L(G) is 
equivalent to determining a minimum edge coloring on 
G.

§ The transformation from G to L(G) is uniquely invertible 
for all G except K3 (Whitney, 1932).

§ But for a triangle, the edge coloring is anyway trivial to 
determine.



Brélaz’s algorithm

Approximation algorithm for minimum vertex coloring

1. Sort the vertices by decreasing degree
2. Color the vertex of maximal degree with color 1
3. Choose a vertex with a maximal saturation degree. If there is 

an equality, choose any vertex of maximum degree in the 
uncolored subgraph

4. Color the chosen vertex with the lowest-numbered color 
possible

5. Goto 3 until all vertices are colored

Saturation degree: number of distinct colors in adjacent vertices.



Example: coloring the Petersen graph



Load re-balancing



Goal

Ensure that the load balance remains good 
throughout the runtime of a simulation:

§ Transfer sub-domains from overloaded 
processors to idle ones (if granularity allows)

§ Determine a completely new domain 
decomposition for the problem and re-distribute 
all the data (global communication!)



Problem

§ Temporal evolution of a simulation can render 
the present domain decomposition unbalanced
§ Particles move and can, e.g., accumulate in one of 

the sub-domains
§ Grids can be refined to track local details in the 

solution
§ Computing a new decomposition and mapping 

the data onto it costs (time and communication!)
§ When is the cost of computing a new 

decomposition amortized by the (future) gain in 
load balance?



Types of load balancing strategies

§ Static: initial load assignment to processors is 
changed or updated in fixed intervals.

§ Dynamic: load is dynamically re-balanced 
(remapped) if necessary or “beneficial”.  

§ Non-adaptive: each processor receives the 
same amount of compute operations.

§ Adaptive: the amount of operations a processor 
receives scales with the relative speed of the 
processor (heterogeneous machines or shared 
use).



Possible solution

§ Monitor and store time needed to generate a 
new domain decomposition and map to it

§ Monitor load balance in the running simulation
§ Use a heuristic to determine when to re-

decompose the problem (cost amortized) 
§ Example: SAR heuristic

D.M. Nicol and J.H. Saltz. Dynamic remapping of parallel computations with 
varying resource demands. IEEE Trans. Computers, 37(9):1073-1087, 1988.



SAR: Assumptions

§ Processes synchronize globally at every time 
step

§ Cost of re-decomposing the problem is known
§ Idle time (due to load imbalance) for each 

processor is known



SAR: Variables

§ Tmax(j) – wall-clock time of bottleneck process in 
time step j

§ Tavg(j) – average wall-clock time for time step j
over all processes

§ C – cost of re-decomposing the problem
§ n – number of time steps since last re-

decomposition



SAR: Function

€ 

W (n) =
(Tmax ( j) −Tavg ( j))+Cj=1

n
∑

n

Average idle time per time step that could be 
achieved by re-decomposing immediately.

total average idle time
accumulated so far

additional idle time for
re-decomposition

amortized over 
past steps



SAR: Heuristic

§ For small n, load balance is good and W decreases 
since C is amortized over an increasing number of time 
steps.

§ As the accumulated idle time starts to dominate, W
starts to rise. At this point, C has been fully amortized.

§ Hence the name: Stop-At-Rise (SAR) heuristic!

Re-decompose when W(n) > W(n-1)



Abstractions



Why abstractions?

§ Encapsulate parallel data structures and 
operations into easy to understand objects

§ These objects are building blocks of parallel 
computations 

§ They can be connected in arbitrary ways to form 
a simulation

§ Abstractions are self-contained, hiding the 
complexity of parallel operations

§ Thinking in terms of abstractions allows easier 
and less error prone reasoning about parallel 
programs 



Types of abstractions

§ Data abstractions
§ Operation abstractions 



A special class of abstractions

§ Abstractions cannot be universal and concise at 
the same time (tradeoff from MPI_Send to FFT 
Libraries)

§ They are limited to a certain class of methods
§ We focus on hybrid particle-mesh methods 



Hybrid particle-
mesh methods



Why hybrid particle-mesh?

Most universal simulation methods. They are the 
only methods that can simulate all combinations 
of discrete/continuous and 
deterministic/stochastic models, such as: 
§ Molecular dynamics (fast electrostatics on the mesh)
§ Plasma physics (charged particles, dynamics on mesh)
§ Astrophysics (gravitational systems)
§ Fluid mechanics (vortex methods and SPH)
§ Biology (e.g. reaction-diffusion networks) 
§ Monte Carlo simulations, agent-based models, traffic 

simulations, optimal control, financial mathematics, granular 
flow (DEM), …



What is hybrid particle-mesh?

Anything that can be described by:
§ Particles (computational elements) having a certain 

positions in space and certain attributed properties

§ Meshes (computational grids in space)

§ Any combination/mixture of the two

xp1

xp2
wp1

wp2

(i,j)



Operations on particles

The position and properties of each particle evolve 
such as to simulate the model at hand:
§ Move particles

§ Update particle properties

xp(ti+1)
xp(ti)

wp(ti) wp(ti+1)



Operations on meshes

The values at mesh nodes are updated such as to 
numerically solve a given equation:
§ Finite differences (Stencil methods)

Values of mesh nodes are updated
using the values of (any set of)
nearby nodes.
Example: Laplace stencil

§ Other, such as Fourier transforms



Operations on meshes

§ Ghost layers around each sub-domain provide 
the needed values at the sub-domain 
boundaries

Ghost layer

Sub-domain



Speedup for 2D Poisson solver

§ Time to communicate 1 point: 
tlatency + 1/bandwidth

§ Time to evaluate the stencil once:
tcalc = 5*tfloat

§ Have Nproc in a square grid
§ Each process has n grid

points



Speedup for 2D Poisson solver

§ Time to solution on one process (boundary 
points are fixed and need not be computed):

§ Time on an “interior” process:

§ Ghost communication:
€ 

t(1) = nNproc − 2( )
2
⋅ tcalc

€ 

t(Nproc ) = n ⋅ tcalc

€ 

4 n ⋅ tcomm



Speedup for 2D Poisson solver

§ Upper bound for the speedup (under ideal load 
balance):

§ If tcomm/tcalc = 10 (typical),
we need n>250’000 to have
overhead < 10%.€ 
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Speedup for 2D Poisson solver

§ In general:

§ In this example, the communication part of the 
overhead f is:

§ In general, it is:

where s is the surace-to-
volume ratio and d the 
space dimension (for PDEs). 
In general, d is an appropriate complexity dimension for any kind of problem! 

€ 

S(Nproc ) = E(Nproc )Nproc =
Nproc

1+ f

€ 

5tcomm
n ⋅ tcalc

€ 

C ⋅ tcomm
s1/ d ⋅ tcalc



Parallelization issues

The parallelization of hybrid particle-mesh 
methods is complicated by:
§ The motion of the particles (invalidates domain 

decomposition and worsens load balance)
§ Complex-shaped computational domains
§ Inter-particle relations, such as bonds in MD or 

unstructured meshes (constrain proc assignment)
§ Different interactions between different sets of 

particles
§ Simultaneous presence of particles and meshes (no 

single optimal domain decomposition)


