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Abstract

In numerical simulations, a computational domain is typically decomposed into subdomains
that are distributed across processing elements (PEs) with disjoint memory spaces. Due to
the dynamics of the simulated process, the load distribution may become unbalanced as the
simulation progresses. Dynamic load balancing (DLB) protocols move workload between PEs
during runtime of a simulation in order to maintain load balance. In the theoretical analysis
of DLB algorithms, the loads are considered either arbitrarily divisible or unit-size tokens,
neither of which accurately describes the situation in scientific numerical simulations. There,
loads are better described as indivisible, real-valued costs. In this manuscript, we derive tight
bounds on the expected load balance for such loads in arbitrary network configurations within a
balancing circuit model (BCM) framework. Further, we compare three DLB protocols—Greedy,
SortedGreedy, and Gradient—based on their performance to locally balance loads between
PEs. From these tests, we confirm that SortedGreedy focuses on precise load distribution,
whereas Gradient provides a faster, but coarser load balancing. We then apply these two
protocols to distributed load balancing in networks of up to one million homogeneous PEs,
mimicking massively parallel execution of a numerical simulation on a petascale computer. The
results show that a few iterations of SortedGreedy can reduce an initial load imbalance by a
factor of up to seven, whereas Gradient gives a 50% improvement over an initial load imbalance.
In our tests, irrespective of their actual implementations, Gradient outperforms SortedGreedy
by a factor of up to seven based on the resulting load balance and the required communication
overhead. Moreover, we introduce a hybrid DLB scheme called HybridBalancer, which applies
either SortedGreedy or Gradient depending on the DLB round. By combining the best of
both methods, HybridBalancer achieves the best DLB score. This makes HybridBalancer a
good recommendation for distributed DLB in massively parallel numerical simulations.

Keywords: Dynamic load balancing, balls into bins, balancing circuit model, parallel and dis-
tributed algorithms, scientific computing, domain decomposition.
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1 Introduction

Ever since computer simulations became established as the “third pillar of science”, complementing
theoretical analysis and experimentation, we have witnessed an increasing use of large computer
clusters for scientific discovery. The vast majority of scientific numerical simulations are parallelized
using a domain-decomposition approach [1]: the simulation starts with an initialization phase during
which the computational domain is decomposed into disjoint subdomains that are then distributed
across processing elements (PEs). The initialization step is followed by a time-step loop or a series of
iterations, executed in parallel by each PE on its corresponding subdomain(s) until an application-
specific termination criterion is reached. At the end of each iteration or time step, PEs communicate
with their neighbors to ensure solution continuity across subdomain boundaries.

The parallel efficiency of such a numerical simulation is determined by the communication over-
head between PEs and by the global load balance. While the former is defined by the numerical
solver used and the geometry of the subdomains, the latter depends on the simulated dynamics.

Each subdomain contains a (large) number of computational elements, such as mesh cells and/or
computational particles. Together with the algebraic operations to be executed on them, this defines
the computational cost of each subdomain. During initialization of a simulation, subdomains are
distributed to PEs such as to balance the computation wall-clock time across PEs. The goal of
this static load balancing (SLB) is to ensure that all PEs finish a single iteration of the simulation
in about the same time, so that no PE needs to wait for another one before they can exchange
the boundary information and enter the next time step. The graph describing this inter-process
communication (IPC) is defined by the assignment of subdomains to PEs and can be used to optimize
the communication schedule. This initialization phase is typically handled efficiently by scientific
simulation libraries, such as NAMD [2], PPM [1, 3, 4, 5], and PETSc [6].

As the simulation steps forward through iterations or time, the initial load balance may worsen
due to both intrinsic and extrinsic factors. Intrinsic factors include the migration of computational
elements (e.g., particles) from one subdomain to another due to, e.g., a simulated flow. Other intrinsic
factors are particle birth/death processes or the dynamic refinement or coarsening of meshes in order
to adapt to the evolving numerical solution. Extrinsic factors that worsen load balance include
fluctuations in the background load of the machine and network congestion. An emerging load
imbalance is typically quantified by the discrepancy, which is the absolute load difference between
the most overloaded (i.e., slowest to complete a time step) and the most underloaded PE.

Since a growing discrepancy deteriorates the parallel efficiency of the simulation, it is necessary
to periodically re-balance the load assignment. This can be done using either SLB or DLB. In a
SLB approach, the simulation is halted and re-initialized as soon as the accumulated load imbalance
justifies the cost of determining a new domain decomposition and distributing the resulting subdo-
mains across PEs afresh. Several heuristics, such as the Stop-At-Rise method [7], are available to
determine when the overhead of re-initialization is amortized by the expected future gain in load
balance. All of them, however, require global communication across all PEs, limiting their scalability
to very large machines. DLB protocols aim to avoid this overhead by delaying re-initialization to the
extent possible. A DLB protocol operates on the existing domain decomposition and is only allowed
to migrate (i.e., re-assign) subdomains from one PE to another, without changing the subdomains as
such. Yet, the communication overhead generated by a DLB protocol is not zero, since the contents
(mesh nodes and/or particles) of a migrating subdomain need to be communicated between the two
involved PEs. In addition, every DLB protocol requires consensus between all PEs about how to
migrate subdomains.
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1.1 Dynamic load balancing strategies

DLB strategies are classified into three categories depending on the communication protocol used
to guarantee consensus about subdomain migration. The first DLB category uses a centralized
paradigm [8, 9], where one master PE collects the load information from all other PEs, determines
the subdomain migration plan, and broadcasts this plan to all PEs. Upon receiving the plan, all PEs
start exchanging subdomains in parallel. This incurs an additional serial fraction in the program, as
the migration plan is determined sequentially by a single PE, and requires global communication.
The scalability of centralized DLB schemes is hence limited.

The second category comprises hierarchical DLB strategies [10, 11, 12, 13], where the PEs are
hierarchically clustered into groups and a centralized DLB protocol is executed in parallel within each
group. Although several issues of centralized DLB protocols are relaxed by hierarchical strategies,
performance may be hampered by excessive data collection at the bottom of the hierarchy and by
redundant work done at multiple levels [14].

The third DLB category uses a decentralized, distributed communication protocol, where each
PE communicates only with a bounded number of neighbors that is independent of the total number
of PEs. This implies that consensus has to be reached based on local information only. Distributed
DLB schemes hence require several rounds of local communication to achieve load balance, but they
are in theory scalable to arbitrarily large numbers of PEs.

Distributed DLB protocols come in two flavors with either one-to-one or one-to-all nearest-
neighbor communication. In diffusion-based algorithms [15, 16], the load of a PE is balanced concur-
rently with all neighbors. One-to-one protocols include dimension exchange [15] and the matching
model [17], where each PE selects a single neighbor in each round, and loads are balanced in these
isolated pairs. This is formalized by the balancing circuit model (BCM), which has been shown to
asymptotically produce better local load balance than diffusion-based models [18].

1.2 Load models

In scientific numerical simulations, the computational costs of the subdomains can be considered
statistically independent of each other. This renders the DLB problem tractable, as it is not reducible
to graph partitioning.

The complexity analysis of distributed DLB algorithms (i.e., diffusion-based, matching model,
and BCM) covers substantial ground in theoretical computer science. For theoretical analysis, loads
are usually modeled as either (i) divisible, real-valued loads in the continuous load model or (ii)
indivisible, unit-token loads in the discrete load model. Applied to numerical simulations, the former
assumes that subdomains carry real-valued computational costs and that each subdomain can be
arbitrarily subdivided during the DLB process. The latter load model considers integer subdomain
costs that are multiples of a load unit that cannot be further divided.

Theoretical analysis of the continuous load model in diffusion-based DLB schemes has been done
using spectral analysis of Markov processes on graphs [19, 20]. The analysis has also been extended
to distributed gossip algorithms that reach a consensus [21] or perform a collective operation (e.g.,
averaging) in the network [22]. Similar analysis also applies to the discrete load model [17, 23].
Some authors used randomized rounding to quantify the difference between the continuous and the
discrete cases [19, 24, 25]. Sauerwald and Sun [26] showed tight bounds on the deviation between
the continuous and the discrete models in the BCM.

While these two load models paved the way for theoretical analysis of DLB, they do not accurately
describe the situation in scientific numerical simulations. While the costs of subdomains change from
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Discrete Continuous Fixed

Figure 1: Illustration of different load models in DLB analysis. In the discrete load model (left), all
loads (solid lines) are integer multiples of an indivisible load unit (dashed lines). The continuous load
model (middle) assumes loads to be real numbers that can be arbitrarily subdivided during DLB.
The fixed load model (right, considered here) assumes all loads to be real numbers that cannot be
subdivided or changed during the DLB process.

time step to time step, they are constant during the DLB process as such. The main reason for using
DLB, as opposed to re-initialization followed by SLB, is to reuse the existing domain decomposition.
While in principle, one could also allow a DLB scheme to shift subdomain boundaries, hence enlarging
some subdomains and shrinking others, this would potentially invalidate topological requirements
of the domain decomposition and change subdomain neighborhood relations, hence invalidating the
communication schedule of the simulation. Determining a new schedule would again require global
communication. This discourages the use of the continuous load model. The discrete model would
be applicable if loads were to be balanced in terms of the numbers of particles and/or mesh points
per PE. These are discrete, indivisible tokens. However, in practical applications loads are to be
balanced in terms of wall-clock execution times, since different mesh nodes or particles may require
different operations to be evaluated on them. This renders the cost a real-valued variable with no
indivisible atom.

We hence consider the loads to be indivisible and real-valued [27] in a network of homogeneous PEs
that all have the same clock rate and memory size. Furthermore, we neglect background fluctuations
in machine load that may affect the costs. In this fixed load model, subdomains are not altered
or subdivided by the DLB protocol and their costs are directly defined as the wall-clock execution
times. An illustration of the three load models is shown in Fig. 1. As shown in Appendix A, the
theoretical bounds derived for the discrete load model [26] also apply to the fixed load model in a
BCM framework.

1.3 Contributions

Here, we study the fixed load model as a realistic model for subdomain costs in scientific numer-
ical simulations based on domain-decomposition parallelism. Using analysis techniques developed
earlier [26], we derive the expected discrepancy (i.e., the load difference between the heaviest and
the lightest PEs) between the fixed load case and the continuous case. With some modifications to
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the original theoretical framework, we show similar tight bounds for the discrepancy of balancing
indivisible, real-valued loads in a BCM protocol.

Following that, we use numerical experiments of the proposed model to compare the perfor-
mance and communication overhead of three simple DLB protocols: Greedy, SortedGreedy, and
Gradient. We empirically show that SortedGreedy balances loads faster than a classical Greedy
method, requiring fewer iterations of the DLB protocol. Moreover, SortedGreedy achieves a better
load balance than Greedy. Gradient yields less balanced load distributions than SortedGreedy, but
requires much fewer subdomain migrations, hence reducing the communication overhead.

In order to assess the performance based on both the load balance and the induced communication
overhead, we introduce a metric S that accounts for the quality of the resulting load balance and
for the number of load migrations required to achieve it. We compare three DLB protocols in a
local setting where two nodes with different total loads undergo the DLB phase. We observe that
SortedGreedy and Gradient are favorable algorithms to solve this local load difference problem.

We then combine these two algorithms into a HybridBalancer and test it for realistic DLB
problems in simulations of a large-scale network with one million PEs forming realistic communi-
cation topologies as found in numerical simulations. The results show that after a few iterations
of SortedGreedy, an initial load imbalance is reduced by up to a factor of three. While Gradient

can reduce the initial load imbalance only by 50%, it yields a much smaller communication over-
head, resulting in up to a factor of seven better S over SortedGreedy. We observe that the load
imbalance decreases rapidly during the first few iterations of the scheme, and that the following
iterations contribute less. Based on this observation, we propose HybridBalancer for practical ap-
plication in massively parallel numerical simulations. In the first DLB round, HybridBalancer uses
SortedGreedy to reduce the load imbalance as much as possible. For the subsequent rounds, it
switches to Greedy in order to limit the communication overhead.

2 DLB algorithms for locally balancing loads

In the BCM, each PE in the IPC graph selects a single neighboring PE in parallel at a time. These
pairs of PEs are called a matchings (see also notation and terminology in Appendix A). The goal
in each matching is to distribute the loads between those two PEs as evenly as possible. In order
for all matchings in the IPC graph to be able to operate concurrently, they need to be independent,
i.e., no PE must occur in more than one matching at a time. Such matchings can efficiently be
found using a near-minimal edge coloring of the IPC graph. In many parallel numerical simulations,
such a coloring is already available from the communication schedule used by the PEs to exchange
boundary information [3] and it can be directly re-used at no additional cost. Otherwise, such a
coloring can be efficiently computed using an approximation algorithm [28].

A good DLB protocol should minimize the load imbalance independently in each matching. This
local balancing problem can be formalized as an offline balls-into-bins problem [29, 30] with two
bins (see Appendix B). Here, balls represent subdomains, the non-negative ball weights represent
subdomain costs, and the two bins are two PEs of the matching.

The classical balls-into-bins problem [31, 32] considers sequential placement of m balls into n bins
such that the bins are maximally balanced. Historically, the problem is categorized by the type of
balls (e.g., uniform [33, 34] vs. weighted [35, 36, 37, 38]), by the number of bins a ball can choose from
(e.g., single-choice vs. multi-choice [24]), and by the number of balls (e.g., m = n [29] vs. m > n or
m� n [30]). In applications such as load balancing, hashing, and occupancy problems in distributed
computing [35, 30, 39] the d-choice variant and its subproblem, the two-choice variant have been the
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main focus. In the present case of balls having individually different weights, Talwar and Wieder [36]
have shown that as long as the weight distribution has finite second moment, the weight difference
between the heaviest and the average bin is independent of m. Peres et al. [37] introduced the
(1 + β)-choice process analysis, and for β = 1 the discrepancy has a bound of Θ(log log n) even for
the case of weighted balls. Dutta et al. [38] introduced the IDEA algorithm, which provides a constant
discrepancy with high probability even in the heavily loaded case (m� n).

In the offline version of the problem, we are given the complete set of balls (i.e., the loads on
matching PEs) a priori. We define the discrepancy as the weight difference between the heaviest
and the lightest bin. We do not restrict the distribution from which the balls sample their weights.
For simplicity, we assume that a ball can be placed into either bin, thus d = n = 2. As shown
in Appendix B, the discrepancy is expected to decrease by the mean weight W̄ of all balls in each
iteration. The final discrepancy remains larger than 2W1 − W̄m for a total of m assigned balls with
W1 the weight of the heaviest ball.

2.1 Greedy method

An online version of the Greedy algorithm has been previously proposed [33, 34] and later extended
to the case of weighted balls [36]. In the offline version, two matching PEs u and v exchange the
costs of all of their subdomains, such that both of them have complete information about all local
loads, and all subdomains are dissociated from their previous PEs. Then, Greedy linearly iterates
though the loads (subdomains) and assigns each load to the PE with the so far smallest total load.
The n-bin version of Greedy is given in Algorithm 2.1.

Algorithm 2.1: Greedy[n](U1...N ,W )

comment: Given are a set W of m balls and the bin arrays U1...N

comment: Assign the first value to the first bin

U1[1]← W [1]
comment: Initialize the pointers for all bins

p2...n ← 1
comment: First bin has already one ball in it.

p1 ← 2
comment: Give remaining m− 1 balls sequentially to lightest bin

for i← 2 to m

do


comment: Find the ID of the lightest bin which is the one with least current sum

idx← findLightestBin(U1...N)
Uidx[pidx]← W [i]
pidx ← pidx + 1

return (U1...N)

2.2 SortedGreedy method

SortedGreedy sorts the balls in order of descending weights before applying Greedy, hence assigning
the heaviest ball first and proceeding to lighter and lighter balls. If the ball weights (i.e., subdomain
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costs) are samples from a uniform probability density function, the final discrepancy Gm after placing
all m balls is bounded from below by: Gm ≥ W1−

∑m
i=2Wi ≥ 2W1−

∑m
i=1

1
i
, where Wi is the weight

of ball i (see Appendix B). Moreover, since the balls are sorted in order of descending weights, Wm

is the minimum ball weight and fluctuations in the discrepancy decrease as i→ m.
As shown in Appendix B, the final discrepancy obtained by SortedGreedy decreases as m in-

creases. A sufficiently fine granularity of the domain decomposition is hence important for achieving
good load balance in a BCM.

If the subdomain costs are sampled from a uniform distribution over the interval (0, 1], we can
use a distribution-based sorting algorithm, such as bucketsort, Proxmap-sort [40], or flashsort [41].
Since these algorithms are not comparison-based, the Ω(m logm) lower bound for comparison-based
sorting does not apply to them. For example, Proxmap-sort [40] has an average time complexity of
O
(
mk
)

= O
(
m
)
, where k < m is the content number of the “buckets” used for sorting. For flashsort,

k = 0.42m is found a good value in empirical tests [41].
For non-uniform or unknown weight distributions, we resort to efficient comparison-based sorting

algorithms, such as mergesort or quicksort [42], which have an average time complexity in O
(
m logm

)
.

Depending on the specific sorting algorithm, the worst-case complexity can also be in O
(
m logm

)
.

Highly optimized implementations of these algorithms are commonly available. The pseudocode of
SortedGreedy is given in Algorithm 2.2.

Algorithm 2.2: SortedGreedy[n](U1...N ,W )

comment: Given are a set W of m balls, and the bin arrays U1...N

comment: Sort the array in descending order (e.g. using quicksort)

sortedW ← quicksort(W )
return (Greedy[n](U1...N , sortedW ))

2.3 Gradient method

Gradient expands upon SortedGreedy by accounting for the previous subdomain-to-PE assignment
in order to keep the number of subdomain migrations low, hence reducing the communication over-
head incurred by the DLB protocol. The price one has to pay for this decrease in communication
overhead is a less well-balanced load distribution after DLB. In every matching of Gradient, the
heavier node, say u, transfers some of its balls to v, such that the load difference between u and v
is minimized. Intrinsically, the heavier node finds the minimum number of balls to send in order to
maximize load balance. For this, the heavier PE u sorts its local balls in order of decreasing weights
and sends as many balls to v as necessary to decrease its total weight to around (plus/minus one
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ball) the expected mean weight. The pseudocode of Gradient is shown in Algorithm 2.3.

Algorithm 2.3: Gradient(u, v, loads)

comment: Compute each node’s total load; maximum number of elements in loads is l

utotal ← sum(loads[u, :])
vtotal ← sum(loads[v, :])
comment: The load difference should be non-negative

dif ← abs(utotal − vtotal)
comment: Heavier node sends some loads to the other one

if utotal > vtotal

then

{
sender ← u
receiver ← v

else

{
sender ← v
receiver ← u

comment: Sort the sender array in descending order

sortedLoads← quicksort(loads[sender, :])
newLoads[sender, :]← sortedLoads
comment: Find the number of non-zero elements in receiver

nonzero← nnz(loads[receiver, :])
for i← 1 to nonzero

do
{
newLoads[receiver, i]← loads[receiver, i]

skip← nonzero+ 1
comment: Now sender sends some of its loads to receiver

for i← 1 to l

do



if sortedLoads(i) < 2 ∗ dif and sortedLoads(i) 6= 0

then



comment: receiver gets the heaviest load from sender

newLoads[receiver, skip]← sortedLoads(i)
dif ← dif − 2 ∗ sortedLoads(i)
skip← skip+ 1
comment: Remove that load from sender

sortedLoads(i) = []
return (newLoads)

2.4 Simulation experiments on locally balancing loads

We empirically compare the three offline balls-into-bins algorithms Greedy, SortedGreedy, and
Gradient in computer simulations. We test how well they balance loads between two PEs, i.e., we
consider only a single matching. We then extend the analysis to whole IPC graphs in the subsequent
section.

We test cases where each PE locally has up to 100 subdomains initially (i.e., up to 200 loads per
matching), hence reflecting different granularities of the domain decomposition. Each subdomain
cost is sampled from a uniform distribution over the interval [0, 1]. All tests are repeated 500 times
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each. Neighboring PEs may have unequal numbers of subdomains initially, and the average initial
load imbalance increases as the total number of subdomains is increased.

We quantify the goodness of load balancing by

S =
disc

α
, (1)

where disc is the ratio between the initial discrepancy (i.e., initial load imbalance before DLB)
and the final discrepancy achieved by the DLB protocol, and α is the total number of subdomain
migrations required. When comparing a DLB algorithm, we use SortedGreedy as a baseline and
define the relative figure of merit Srel with respect to SortedGreedy as:

Srel =
S

SSortedGreedy

. (2)

This measures the relative performance of a DLB protocol over SortedGreedy based on the communi-
cation overhead and the final load balance. This metric is independent of the specific implementation
of the DLB algorithms and can hence be determined in simulations of the DLB process.

We consider two different load mobility models: (i) full mobility, where all subdomains are allowed
to freely move within each matching, and (ii) partial mobility, where some subdomains are pinned to
their PE. While the former is closer to the theoretical analysis presented above, the latter models more
realistically a practical application. In scientific numerical simulations, we require the DLB protocol
to not change the IPC graph, as otherwise global communication would become necessary and a
new edge coloring would have to be determined. This effectively restricts the mobility of certain
subdomains in order to preserve the original PE neighborhood relations. In order to reflect this
constraint in our test simulations, we include the partial mobility model, where 25% of subdomains
are not allowed to change PE.

2.4.1 Full and partial load mobility models

The full load mobility model represents the ideal case considered in the theoretical analysis. In this
free-flowing model of subdomains, SortedGreedy and Gradient stand out as viable DLB protocols
within the considered framework. Greedy transfers as many loads as SortedGreedy, but produces
worse final load balances.

To assess a more realistic situation, we restrict 25% of the local loads to remain on their previous
PE and allow the DLB protocols try to balance the loads between two PEs of a matching using only
the movable loads. Again, SortedGreedy outperforms the other two protocols in terms of the final
load balance (Fig. 2). Compared to the full load mobility model, the ratio of the total number of
transferred loads between SortedGreedy and Gradient drops to 1.7, which is expected since fewer
loads are eligible to move in the partial load mobility model. In the case of partially mobile loads,
SortedGreedy requires slightly less load movements than Greedy. Again, the relative performance
of SortedGreedy over Gradient increases when more subdomains are available on the PEs (Fig. 3).
The results of the full mobility model are omitted since their outcome is very similar to those of the
partial mobility model.

Taken together, the simulation results show that Gradient causes a smaller communication over-
head, but produces less good a load balance than SortedGreedy. For a single matching, the relative
performance of SortedGreedy is always better than that of Gradient, and it is growing with in-
creasing granularity of the domain decomposition.
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Figure 2: Simulation results for DLB of indivisible, real-valued loads with 75% mobility on a matched
edge in the BCM. Three algorithms are compared by (a) their resulting final load imbalance and (b)
the required number of load movements to reach that final load balance: SortedGreedy (×) produces
the highest-quality load balancing, outperforming Greedy (◦) by a factor of up to 80 and Gradient

(O) by a factor of up to 140. SortedGreedy moves about 1.7-fold more loads than Gradient. The
results for full load mobility are omitted as they produce very similar plots.
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Figure 3: Relative performance Srel of SortedGreedy over Gradient with 75% load mobility.
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3 DLB algorithms in parallel numerical simulations

Based on the results from the previous section, we do not consider Greedy any further. We empirically
compare SortedGreedy with Gradient in simulations of realistic IPC graphs of parallel numerical
simulations. The sequence of matchings is given by an approximate minimum edge-coloring of
the IPC graph, computed using Brélaz’s algorithm [28]. In many practical applications, such an
edge coloring is already available from the communication schedule with which the PEs exchange
boundary information [3], and it can directly be re-used at no additional cost. Pseudocode for the
overall parallel distributed DLB protocol is given in Algorithm 3.1.

Algorithm 3.1: DLB(L,Ecolored, algorithm, s)

comment: Given are the global load vector L, the list of edges to visit Ecolored ...

comment: ... an algorithm to balance the loads L(u) and L(v) on a selected edge...

comment: ... and the number of iterations of DLB: s

for i← 1 to s

do



for j ← 1 to length(Ecolored)

do



comment: Find which vertices are connected by that edge

{u, v} ← getV ertices(Ecolored[j])
if algorithm == SortedGreedy

then [L(u), L(v)]← SortedGreedy(u, v, L(u), L(v))

else if algorithm == Greedy

then [L(u), L(v)]← Greedy(u, v, L(u), L(v))

else if algorithm == HybridBalancer

then if i == 1
then [L(u), L(v)]← SortedGreedy(u, v, L(u), L(v))
else [L(u), L(v)]← Greedy(u, v, L(u), L(v))

return

3.1 Numerical simulation types

In practical numerical simulations, the computational elements (mesh nodes and/or particles) move
as governed by the simulated dynamics. Here, we exemplarily consider two prototypical situations
in 2D: A linear flow where the computational elements are advected from one side of the computa-
tional domain to the other, and the propagation of a shock wave originating from the center of the
computational domain. In the latter case, the simulation mesh is adaptively refined and coarsened
to track the evolution of the high gradient at the shock front. Both situations mimic realistic load
imbalance evolutions in scientific simulation using particles and/or meshes to discretize the governing
equations. A pictorial representation of the cost density for both simulation types is shown in Fig. 4.
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Figure 4: Load imbalance caused by a linear flow (left) and by a shock wave propagating from the
center of the domain (right). The rectangles represent the subdomains, and the color shows the
computational cost density (red: high, blue: low). The situation at an arbitrary time point of the
simulation is depicted.

3.2 IPC topologies

We consider three different IPC topologies that are typical for numerical simulations (Fig. 5). The
four-neighbor topology is representative for mesh-based simulations where stencils are to be evaluated
at all mesh nodes and boundary layers (ghost layers) need to be communicated between neighboring
PEs across edges. The eight-neighbor topology also includes the corners of the ghost layers, as is
typical in particle-based simulations where each particle interacts with all other particles within a
certain radius. The k-neighbor topology (here, 2 ≤ k ≤ 8) represents that case of unstructured-
mesh simulations, or of domain decompositions with adaptively varying subdomain sizes, where
communication layers are needed on some edges, but not on all. Notice that these are the IPC
topologies of the numerical simulation application, and not the network interconnect topologies of
the computer the simulation is running on.

3.3 Simulation setup

Similar to the local load balancing simulations of Sec. 2, each load is given a uniformly random
value in the interval (0, 1]. In order to ensure sufficient granularity for DLB, practical domain
decompositions produce significantly more subdomains than there are PEs in the computer [3, 1].
Each PE is initially assigned the same number of subdomains (e.g., 10 or 30) by SLB. In order to
preserve the initial IPC graph, and avoid global communication and re-coloring, a subdomain is only
allowed to move to another PE if that move does not change the initial IPC graph, i.e., does not
alter the neighborhood relationships between PEs. This inherently prevents the DLB algorithm from
reaching optimal load balance. A schematic example of eligible and forbidden subdomain moves is
shown Fig. 6.

We explore a variety of different DLB situations by varying the IPC topology (i.e., four-neighbor,
eight-neighbor, or k-neighbor), the initial number of loads per PE (i.e., 10 or 30), and the changing
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Discrete Continuous FixedFigure 5: Three representative IPC topologies of numerical simulations: four-neighbor topology
(left), eight-neighbor topology (middle), and k-neighbors topology (right) with 2 ≤ k ≤ 8.

Figure 6: Illustration of allowed moves. Three PEs in blue, green, and red comprise an IPC as shown
in the upper row. The middle row shows an allowed subdomain move from the blue PE to the green
PE. The same subdomain, however, is not allowed to move to the red PE, as that would create a
new edge in the IPC graph (bottom row).

13



0 2 4 6 8 10
0

50

100

150

200

250

300

350

400

450

500

550

Number of DLB rounds

# PEs: 4096, Flow Simulation
D

is
c
re

p
a

n
c
y

 

 

Gradient

SortedGreedy

Hybrid

0 2 4 6 8 10
0

50

100

150

200

250

300

350

400

450

500

550

Number of DLB rounds

# PEs: 65536, Flow Simulation

D
is

c
re

p
a

n
c
y

 

 

Gradient

SortedGreedy

Hybrid

0 2 4 6 8 10
0

50

100

150

200

250

300

350

400

450

500

550

Number of DLB rounds

# PEs: 1048576, Flow Simulation

D
is

c
re

p
a

n
c
y

 

 

Gradient

SortedGreedy

Hybrid

Figure 7: Discrepancy vs. DLB round when SortedGreedy, Gradient, and HybridBalancer are ap-
plied in the linear flow simulation on different numbers of PEs. SortedGreedy and HybridBalancer

provide the largest decrease in discrepancy in the first DLB round. After a few rounds, steady state
is reached.
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Figure 8: Discrepancy vs. DLB round when SortedGreedy, Gradient, and HybridBalancer are
applied in the shock wave simulation on different numbers of PEs. An increasing gap between
Gradient and the other methods can be seen as the number of PEs grows.

sizes of the PE network (e.g., 4,096, 65,536, 1,048,576). This allows us to compare the DLB algorithms
at different network scales. Each simulation is repeated 50 times for different realization of the random
initial load assignment.

4 Simulation results

The results of the simulations are presented in terms of the discrepancy disc and Srel. The results
for the linear flow simulation are shown in Fig. 7, those for the shock wave propagation in Fig. 8. We
aggregate all cases (i.e., number of subdomains per PE, different IPCs, etc) in one figure in order to
show an average DLB situation for that specific network size.

In all simulations, SortedGreedy produces better load balance than Gradient. The initial dis-
crepancy is reduced up to three-fold by SortedGreedy and up to 50% by Gradient. HybridBalancer
uses SortedGreedy for the first DLB round and Gradient for all subsequent rounds. It achieves
similar final load balance as SortedGreedy, but at a much reduced communication overhead. All
algorithms achieve the biggest improvements in S during the first few DLB rounds and quickly reach
steady state. In practice, 2 to 3 rounds of a local BCM scheme are hence sufficient.

The relative performances of Gradient and HybridBalancer over SortedGreedy are presented
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Figure 9: Relative performance of Gradient (red) and HybridBalancer (black) over SortedGreedy
(dashed line at Srel = 1) in the linear flow simulation on different numbers of PEs and for different
IPC topologies and numbers of subdomains per PE.
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Figure 10: Relative performance of Gradient (red) and HybridBalancer (black) over SortedGreedy
(dashed line at Srel = 1) in the shock-wave simulation on different numbers of PEs and for different
IPC topologies and numbers of subdomains per PE.

in Figs. 9 and 10 for the flow and shock-wave simulations, respectively. In all cases, Gradient

outperforms SortedGreedy by a factor of at least three. This is in contrast to what we saw for a
single matching in the previous section, where SortedGreedy always outperformed Gradient. In a
complete simulation with a realistic IPC graph, the reduced communication overhead of Gradient

in every matching sums up to amortize the final loss in load balance compared with SortedGreedy.
HybridBalancer gives favorable results for large network sizes and connectivities. Only for the
small network (4096 PEs) with four neighbors per PE (i.e., k = 4), SortedGreedy provides better
performance than HybridBalancer. The graphs for 64k and 1M PEs are virtually indistinguishable,
indicating that the performance differences reach an asymptotic plateau for large machines.

5 Conclusions and future work

Efficient and scalable distributed DLB schemes are crucial for scientific numerical simulation on
petascale machines and beyond. We analyzed the typical case of a numerical simulation based on
domain decomposition. The computational cost of each subdomain was defined as the wall-clock
execution time required to perform all calculations for one simulation time step in that subdomain.
This can be easily measured in a practical simulation by timing the main iteration loop. In order for
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the DLB scheme to provide a significant benefit over re-initializing the simulation, we required that
DLB does not trigger any global communication. This requires using a distributed DLB scheme and
preserving the IPC graph of the application. While this restricts the mobility of some loads, and
disallows further dividing existing subdomains, it allows us to re-use the existing edge coloring of the
IPC graph. In this model, the loads thus are indivisible and real-valued.

We provided a theoretical analysis of distributed DLB protocols for indivisible, real-valued loads.
Closely following the analysis presented in Ref. [26], we showed that the bounds for the load imbalance
are the same as for the discrete load model.

DLB algorithms based on the balancing circuit model (BCM) are well suited to address system-
wide load imbalance. In the BCM, each PE in the network is matched with a single nearest neighbor
at a time and tries to minimize the local load imbalance with that neighbor. The order of matchings
is usually given by an edge-coloring algorithm, which is executed during initialization of the simu-
lation when setting up the IPC graph. We compared the three protocols Greedy, SortedGreedy,
and Gradient using an analogy with the offline balls-into-bins problem. The theoretical analysis
showed that Greedy cannot be trusted to locally balance loads. SortedGreedy overcomes this prob-
lem, but potentially moves a large number of loads between neighboring PEs. This communication
overhead is relaxed in the heuristic Gradient. To assess the performances of DLB methods, we intro-
duced the metric S. Simulations have shown that in a single matching, SortedGreedy consistently
outperformed Gradient.

In realistic simulations of whole IPC graphs, however, Gradient almost consistently outperformed
SortedGreedy. We considered three prototypical IPC topologies as found in domain-decomposition
numerical simulations of two kinds (linear flow and circular shock-wave propagation). We ana-
lyzed simulations on more than one million PEs. After only a few (2 to 3) iterations of the DLB
protocol, Gradient outperformed SortedGreedy up to seven-fold. Based on the observation that
SortedGreedy achieved the largest decrease in load imbalance during the first DLB round, we de-
signed a hybrid method called HybridBalancer, which uses SortedGreedy in the first round and
Gradient in all subsequent rounds. HybridBalancer has been shown in our simulations to achieve
similar final load balance as SortedGreedy, but at a much lower communication overhead. Thus,
HybridBalancer showed the best figure of merit S, especially for large networks and high IPC
graph connectivities. Only for 4-connected small (¡4096 PEs) networks, Gradient outperformed
HybridBalancer. In large machines, HybridBalancer is a good DLB candidate that can reduce
initial load imbalance up to three-fold in few DLB rounds requiring only local communication among
neighboring PEs.

We neglected the specifics of the computer system and the parallel application implementation,
in favor of generalizable results. While this renders our results somewhat generic, it also disregards
several optimizations and implementation “tricks” one would leverage in a concrete implementation.
We also did not distinguish between communication latency and bandwidth, but simply assigned
a unit communication cost to each load transfer. In a practical implementation, one would pack
several loads into a single message in order to reduce latency.

Future work is concerned with the development of a parametrizable DLB performance virtual-
ization platform based on performance models, such as LogGP [43], whose parameters can be tuned
to reflect the specifics of the hardware, communication costs, number of DLB rounds, etc. Such a
platform would enable computational scientists to model the expected performance of their parallel
numerical simulations, and to optimize DLB schedules in advance.
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6 Appendix A

6.1 Notation

Let G = (V,E) be an undirected and connected IPC graph consisting of n vertices V . Following
established notation [19, 26] we denote an edge [u : v], where {u, v} ∈ E with u < v. Each matching
in round t of a BCM is represented by an n × n matrix M(t) � 0. Moreover, if [u : v] ∈M(t), then

M
(t)
u,u = M

(t)
v,v = M

(t)
u,v = M

(t)
v,u = 1/2. If u is not matched in round t, then M

(t)
u,u = 1 and M

(t)
u,v = 0

for all v 6= u. In a BCM, two matched nodes u and v try to balance their loads as evenly as possible
in round t. L is the total number of loads or subdomain costs.

6.2 Balancing circuit model

In a BCM, a pre-determined sequence of d matchings M(1), . . . , M(d) is sequentially applied such
that all edges in the graph are visited at least once. The resulting round matrix M [19] is defined
as M :=

∏d
s=1 M(s). The n eigenvalues of M are denoted λ1(M) ≥ ... ≥ λn(M). Moreover,

λ(M) := max{|λ2(M)|, |λn(M)|}. We denote the product of a sequence of matching matrices between
rounds t1 and t2 by M[t1,t2] :=

∏t2
s=t1

M(s), where t2 ≥ t1. We also require the Markov chain with
transition matrix M to be ergodic, i.e., λ(M) < 1. Matching matrix sequences that satisfy this
condition can be obtained by an edge coloring algorithm [44, 45], which also provides the optimal
communication schedule across PEs. The results we show here for BCM can be extended to the
random matching model, where the matching matrices are realizations of a stochastic process.

6.3 Bounds for balancing different types of loads in arbitrary networks

We use the theoretical analysis introduced by Sauerwald and Sun [26] to show that similar asymptotic
bounds can be derived for the fixed, real-valued load model. In the continuous case, where loads are
arbitrarily divisible, the number of rounds needed by a BCM to balance the load in an arbitrary
graph with a discrepancy of ε is less than or equal to 4d

1−λ(M)
log
(
Kn
ε

)
, where K is the discrepancy

in the initial load assignment and d is the number of matchings M(1), . . . , M(d) ([19], Theorem 1;
[26], Theorem 2.2). If the loads are indivisible, unit-sized tokens, the discrepancy cannot be made
arbitrarily small. Using BCM on an arbitrary graph, a discrepancy of

√
12 log n+ 1 is reached after

O
(
d · log (Kn)

1−λ(M)

)
rounds with probability at least 1− 2n−2 ([26], Theorem 2.14).

In the present case, each load is defined by a constant real number. Loads cannot be modified
or subdivided, but only moved from one PE to another. Each load is hence defined by a constant
real number, i.e., different loads can have different sizes and there is no unit token or quantum, but
loads are indivisible and retain their size throughout the entire DLB process. We show the relation
between the present case and the continuous case by using a slightly modified version of the theorems
from Ref. [26]. In order for the analysis to be valid, all of the following have to be satisfied:

1. The maximum load is non-increasing and the minimum load is non-decreasing during the entire
DLB process.

2. The load difference between two nodes is minimized as much as possible in each matching.

3. The expected error E [eu,v] on every matching edge [u : v] ∈M(t) is zero.

4. Lemma 2.12 of Ref. [26] holds:
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Lemma 1 ([26], Lemma 2.12). Fix two rounds t1 < t2 and the load vector x(t1) at the end of

round t1. For any family of non-negative numbers g
(s)
u,v ([u : v] ∈M(s), t1 + 1 ≤ s ≤ t2), define

the random variable Z by Z :=
∑t2

s=t1+1

∑
[u:v]∈M(s) g

(s)
u,v ·e(s)u,v. Then, E[Z] = 0 and for any δ > 0

it holds that

Pr [|Z − E[Z]| ≥ δ] ≤ 2 · exp

 δ2

2
∑t2

s=t1+1

∑
[u:v]∈M(s)

(
g
(s)
u,v

)2
 . (3)

This lemma requires condition (3): E
[
e
(s)
u,v

]
= 0,∀{u, v} ∈M(s), which ensures E [Z] = 0.

Under these conditions, the upper bound on the discrepancy that can be reached by a BCM with
fixed, real-valued loads is the same as the upper bound already derived for indivisible, unit-sized
tokens (Theorem 2.14 in Ref. [26]):

Theorem 1. ([26],Theorem 2.14) Let G be any graph. Then, the following statements hold:

• Let M =
〈
M(1),M(2), . . .

〉
be any sequence of matchings in a BCM. If x(0) = ξ(0), then for any

round t and any δ ≥ 1

Pr

[
max
w∈V

∣∣x(t)w − ξ(t)w ∣∣ ≥√4δ · log n

]
≤ 2n−δ+1. (4)

• Using BCM, a discrepancy of
√

12 log n + 1 is reached after τcont(K, 1) ∈ O
(
d · log (Kn

1−λ(M)

)
with

probability at least 1− 2n−2.

We prove the expected performance of a SortedGreedy-based DLB algorithm working on indi-
visible real-valued loads under the above conditions. We need the following lemmata:

Lemma 2. The error ec in every matching [u : v] is always zero in the continuous case.

Proof. Let ξu and ξv be the local load vectors on u and v, respectively. The evolution of the load
vector is a linear system and can be written as ξ(t) = ξ(t−1)M(t). Further, the evolution of the loads
on node u can be formulated as:

ξ(t)u = ξ(t−1)u +
∑

v:{u,v}∈E

(
ξ(t−1)v M(t)

v,u − ξ(t−1)u M(t)
u,v

)
(5)

= ξ(t−1)u +
∑

v:{u,v}∈M(t)

(
1

2
ξ(t−1)v − 1

2
ξ(t−1)u

)
. (6)

The evolution of the load vector is a Markov chain and its convergence speed is closely related to its
spectral gap (1− λ(M)). In the continuous case after a matching [u : v] both ξu and ξv will be the
same. Since ec = |ξu − ξv| = 0, we will always have a perfectly balanced state after each matching.
�

Lemma 3. Let ef denote the load imbalance in the fixed load case after balancing local loads ξu and
ξv on nodes u and v, respectively. The difference d between ef and ec after balancing a matched edge
equals to ef .
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Proof. From Lemma 2 we have ec = 0 for every matching, hence d = |ef − ec| = ef . �

Lemma 4. Let the load vector l := {l1, l2, . . . , ln} with l1 ≥ l2 ≥, . . . , ≥ ln. The maximum difference
|dmax| := max(|ef − ec|) obtained by SortedGreedy is |dmax| ≤ l1

2
.

Proof. Consider the worst case where all loads are equal to each other, l1 = l2 = . . . = ll = L.
In this case, the minimum discrepancy achieved by SortedGreedy is maximized. This is due to the
fact that all loads carry maximum possible weight compared to each other. The algorithm places the
first load on processor A, which is chosen arbitrarily. The total weights of processors A and B hence
are L and 0, respectively, for any B. The ideal load distribution would correspond to L/2 on each
processor. Thus, the discrepancy is L/2 and it will remain at most L/2 until all loads are placed. �

Now, we prove that the present case and SortedGreedy fulfill all requirements stated above:
Proof of condition 1 : By definition, the load weights do not change during the DLB process, since
they are indivisible. Only their host PEs change. �
Proof of condition 2 : By construction, SortedGreedy balances the loads as evenly as possible. �
Proof of condition 3 : To show that E[e

(t)
u,v] = 0, we can look at the two-bin case between u and v.

Due to the symmetry e
(t)
u,v = −e(t)v,u, the expected error on an edge is always zero. �

Proof of condition 4 : We need to prove that Z is concentrated around its mean by applying an
appropriate concentration inequality theorem. We closely follow the proof given in Ref. [26], but we
have to adjust the concentration bounds for the error. In Ref. [26], unit loads are considered, hence

e
(t)
u,v ∈ {−1/2, 0, 1/2}, and errors on different edges are independent of each other. In the present

case of indivisible real-valued loads, e
(t)
u,v is also independent of errors on other edges and, due to

Lemma 4, {− lmax

2
≤ e

(s)
u,v ≤ lmax

2
}, where lmax is the largest load in the entire network. In words, the

maximum error on any edge is bounded by the largest load in the network. This enables us to use
Lemma 2.13 from Ref. [26]:

Lemma 5 ([26], Lemma 2.13). Fix an arbitrary load vector x(0). Consider two rounds t1 ≤ t2
and assume that the time-interval [0, t1] is (K, 1/(2n))-smoothing. Then, for any node w ∈ V and
δ > 1/n, it holds that

Pr
[∣∣x(t1)w − x̄

∣∣ ≥ δ
]
≤ 2 · exp

(
−
(
δ − 1

2n

)2

/4

)
. (7)

Using Lemmata 1, 4, and 5, and following the same derivation as in Ref. [26] (Lemmata 2.12 and
2.13 therein), it follows that Theorem 1 holds for a BCM with indivisible, real-valued loads. �

7 Appendix B

We analyze the expected decrease in discrepancy per iteration of a two-bin balls-into-bins model and
derive a lower bound on the final discrepancy. Let W1 > W2 > . . . > Wm be the weights of the m
balls, and S the set of all balls assigned to bin k. The total weight of bin k after assigning i balls
then is

U
(k)
i :=

∑
j∈S

Wj . (8)
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We rewrite Eq. 8 as:
U

(k)
i := i · W̄ , (9)

where W̄ is the mean ball weight. Further, the discrepancy after placing i out of m balls is:

Gi = max
k
U

(k)
i −min

k
U

(k)
i . (10)

We put the tag “heaviest” on the heaviest bin Uheaviest and a “switch” happens if after assigning
the next ball, another bin takes the tag “heaviest”. If no switch occurs, the heaviest bin remains the
same, but the discrepancy is reduced by the weight of the next ball Wi+1. In the “switch” case Gi

can change at most by Wi+1.
We start our analysis after putting the first ball at random into either bin U (1) or U (2). Without

loss of generality, we assume that U (1) is heavier than U (2) after assigning the ith ball. The discrepancy
is Gi = Uheaviest

i − U (2)
i . After assigning the next ball, the discrepancy becomes:

• “no switch”: Gi+1 = Uheaviest
i+1 − U (2)

i+1.

• “switch”: Gi+1 = Uheaviest
i+1 − U (1)

i+1.

We are interested in the decrease in discrepancy ∆Gi+1 = Gi −Gi+1 in both cases.
1) “No-switch” case: We put the next ball Wi+1 in U (2). Thus, the total weight of U (1) does not
change but the discrepancy is reduced by Wi+1:

∆Gi+1 = Wi+1. (11)

2) “Switch” case: Let us assume that U
(1)
i has J balls in it, whereas U

(2)
i contains K balls such that

J + K = i. We put the next ball Wi+1 in U (2), which newly becomes the heavier bin. Now U (2)

contains K + 1 balls. The total weight of U (1) did not change, U
(1)
i = U

(1)
i+1 and the discrepancy

difference is:

∆Gi+1 = U
(1)
i − U

(2)
i −

∣∣∣U (1)
i+1 − U

(2)
i+1

∣∣∣ (12)

= U
(1)
i − U

(2)
i + U

(1)
i+1 − U

(2)
i+1

= 2 · U (1)
i − U

(2)
i − U

(2)
i+1

= 2 · U (1)
i − 2 · U (2)

i −Wi+1

≤ Wi+1. (13)

In terms of the average ball weight, this is:

∆Gi+1 = 2 · U (1)
i − U

(2)
i − U

(2)
i+1

' 2J · W̄ −K · W̄ − (K + 1) · W̄
' (2J − 2K + 1) · W̄ . (14)

If the ball weights are sampled from a uniform distribution, and m is large enough (s.t. J ≈ K),
we have:

∆Gi+1 ' W̄ ≤ Wi+1. (15)
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7.1 Lower bound on Gm

Deriving an upper bound for the final discrepancy Gm is hard. However, we can derive a non-trivial
lower bound for both cases; namely, when each thrown ball triggered a “switch” and where none of
the balls caused a “switch”:

∆G2 = G1 −G2 ≤ W2

∆G3 = G2 −G3 ≤ W3

...
∆Gm = Gm−1 −Gm ≤ Wn

 Add all ∆Gi.

This gives

G1 −Gm ≤
m∑
i=2

Wi,

where G1 = |W1| and thus,

Gm ≥ W1 −
m∑
i=2

Wi ≥ 0. (16)

For statistically large m, we rewrite Eq. 16 as

Gm ≥ 2W1 − W̄m ≥ 0. � (17)
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