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1 Background
In the high-concentration well-stirred limit chemical reactions like

[A] + [B]
kon−−→ [C] (1)

are well-described by an ordinary differential equation like

d[C]

dt
= kon[A][B]. (2)

While this model is very fine for many chemical reactions under many real-world conditions, it is consid-
ered inadequate for reactions in many biological systems. The well-stirred approximation is equivalent to
neglecting spatial variations of concentrations. These may, however, persist if diffusion is not infinitely
fast, hence keeping a local memory of past concentrations. In so-called activator-inhibitor reactions, for
example, this can lead to concentration pattern formation, where the diffusion constants of the react-
ing species are bifurcation parameters. Systems where the interplay of local reactions and diffusion of
substances is important are studied in the mathematical framework of reaction-diffusion systems.

Another aspect of reactions that is not covered in the ODE-model is stochasticity. In the microscopic
world, the reaction of one A and one B requires a collision of the two. The motion of the particles is
governed by thermal noise (random collisions with the solvent) and optionally some deterministic force.
If the total number of As and Bs is very high, we need not care about whether or not a single collision
took place. It is totally sufficient to describe the expected number of collision in a time interval ∆t. Such
numbers can be computed by geometric considerations assuming random positions and velocities of the
individual particles. For low concentrations, the expectation is a too coarse-grained number. Here, one



needs to describe the motion and reactions of individual particles in order to allow accurately capturing
the high variations in mean quantities or even qualitative changes of the system behavior. If reactions are
very unlikely to happen upon collision, or if collisions are very rare, the system can again be considered
well-stirred, however, it is still not deterministic. In this case, stochastic differential equations for the
concentrations need to be solved.

1.1 Problem Statement
Microscopically, one can model bimolecular reactions as a two-step process:

1. Encounter-complex formation (association): A+B
ka−→ A ·B;

2. Forward reaction A ·B kf−→ C.

Likewise, product C can react back to A and B:

1. Backward-reaction C kb−→ A ·B;

2. Dissociation A ·B kd−→ A+B.

A simulation algorithm for the reaction needs to produce rates ka, kf , kb and kd that are correct and
that yield the macroscopic rates kon and koff (for the reverse reaction). In addition, microscopic (local)
detailed balance is desirable to achieve correct dynamics and equilibrium properties [5].

Brownian Dynamics [1] is the classical approach to simulating the positions of the reactants before
encounter complex formation and after dissociation or reaction. The rate ka by which the encounter
complex is formed is solely determined by the motion of the reactants. The dissociation, forward- and
backward-reaction can be described by a poisson process. After dissociation, the products A and B need
to be placed in space which is again a matter of correctly applying the Brownian Dynamics method.

The problem statement can be summarized in a few requirements. The simulation algorithm for
spatially resolved reactions with single molecule detail should

• accurately describe the motion of particles under stochastic and deterministic forces,

• produce correct reaction rates,

• fulfill local detailed balance,

• allow for reflective, absorbing and partly absorbing boundary conditions,

• and be of weak order of convergence 1 in the time-step ∆t.

1.2 Simplifications
It turns out that it is not really necessary to look at both the motion of a lot of As and Bs to understand
the theory. It is sufficient to describe the motion of a single A relative to one B fixed in space. Even
more simplistically, one can look at the motion of A in the half-space x ∈ Ω+ = [0;∞] where B is placed
at x = 0. Like this, B would turn up in the model of the motion of A as a boundary condition.

2 Algorithms
A number of different algorithms have been proposed to simulate spatially resolved reactions with single
molecule resolution. Some are build on top of normal Brownian dynamics, in others the reaction is an
integral part. Some start from a physically meaningful microscopic description of the motion of particles,
others start from a partial differential equation that describes the evolution of the position probability
density for a single particle. In the following I will report the various mathematical models with the aim
to highlight mathematical similarities and conceptual differences.
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2.1 Simple Brownian Dynamics
The starting point is a microscopic model of the particle motion. It is described by a stochastic differential
equation for the particle position x as a function of time:

dx = µ(x)dt+ σ(x)dW, σ(·) > 0 (3)

or, since brownian motion is not differentiable, in an integral form:

x(t) = x(0) +

∫ t

0

µ(x(s))ds+

∫ t

0

σ(x(s))dW (s), σ(·) > 0. (4)

W (t) is a Wiener process, i.e. W (t2)−W (t1) ∼ N (0, t2− t1). The (local) diffusion constant is related to
σ by D(x) = σ(x)2/2. µ(x) is a (local) drift velocity due to deterministic forces acting on the particle.
Equation 4 can be discretized in time and simulated in a computer that only needs to be able to produce
normally distributed random numbers. The simplest scheme is a frozen coefficient Euler-Maruyama:

x(tk+1) = x(tk) + µ(x(tk))∆t+ σ(x(tk))∆W (tk), σ(·) > 0, (5)

which has a weak order of convergence of 1. Reactions and boundary conditions are not yet integrated
into this scheme.

2.2 Naive Boundary Treatment in Brownian Dynamics
The scheme in Eq. 5 is very fine up to the point where the particles interact with walls or reactive
molecules. As already mentioned in section 1.2, the treatment of reactions among particles and interac-
tions with walls is related. We have seen that for a binary reaction to happen, we first need to have a
collision between the two reactants. Hence, the question to be answered is whether or not a particle has
collided with an obstacle – be it a wall or another particle. For conciseness of the presentation, I will
only treat collisions with walls.

The most simple way of answering the question is to look after each displacement of the particle
whether or not it is still in the domain. If it is outside, the boundary condition needs to be evaluated.
We distinguish three different boundaries: absorbing, reflecting, or sticky, which is an intermediate case
of the two former ones.

Absorbing boundaries: The particle taken out of the domain or absorbed on the boundary on the
point of crossing. The precise shape of the trajectory pinned between the two last known positions (a so-
called brownian bridge) is not known, but follows a known distribution. From this one could construct the
distribution for the crossing point and sample from it. More simplistically, we can place the particle at the
intersection between the boundary and a straight line between the two last points, which is a reasonable
approximation. Likewise, one can construct the distribution of the crossing time for the brownian bridge
and sample from it, if the precise time is of interest [3].

Reflecting boundaries: The particle position is reflected on the boundary back into the domain,
hence the name of the boundary condition. As above, a distribution for the collision time can be con-
structed [3].

Sticky boundaries: Evaluation of the boundary condition is a two-step process. First, one needs to
decide whether the particle is absorbed or not. Then, the absorbing or reflecting boundary condition is
applied. As a first approximation, we can construct an absorption probability. If we ignore the possibility
of multiple collisions or series of absorption-dissociation-events during one time-step, this probability is
proportional to kf∆t [5]. This highlights the close connection between boundary treatment and reactions
since we effectively treat the boundary as a reactive particle. kf and the proportionality constant need
to be chosen such that we recover the correct macroscopic flux out of the domain (equivalent to realizing
some kon) and microscopic detailed balance.

The three methods mentioned above have a drawback. The integration scheme in Eq. 5 is of weak
order of convergence 1, but it reduces to 0.5 if the boundary conditions (except the reflecting BC) are
realized as described above. The reason is that whatever might have happened between two time-steps
is not resolved. The next section shows ways how to improve this.

2.3 Fancier Boundary Treatment in Brownian Dynamics
Between two sampled points of a Brownian Dynamics path the particles has moved in a stochastic manner,
however, the precise path is not known unless we explicitly sample it with higher temporal resolution.
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Consequently, we can not know for certain whether the particle has been in a certain point of the domain
unless we let the time-step go to zero. Of course, this is technically not possible. However, we can
compute the probability that the particle has visited a certain region of the domain, or, which is what
we need here, the probability that it has left the domain. This probability is conditioned on the two last
points of the particle’s trajectory.

Using this probability, we can construct an extra test for excursions between two time-points to regions
outside the domain. The trick is that for a moment we consider the boundary permeable. Than it is easy
to compute the sought quantity using the reflection principle However, before we can start deriving it,
we need another equation. The diffusion equation

∂c(x, t)

∂t
= D

∂2c(x, t)

∂x2
(6)

describes the change of local concentration c in time when only stochastic forces act on the solute. For
low solute particle concentrations the particles can be assumed independent, hence allowing to replace
in Eq. 6 the number density c by the probability density p for a single molecule. This yields a master
equation [1]

∂p(x, t)

∂t
= D

∂2p(x, t)

∂x2
. (7)

If the position of the particle at time t is known (i.e. p(x, t) = δ(x− x0)), the solution at time t+ ∆t is
a Gaussian

p(∆x, t+ ∆t) =
1√

4πD∆t
exp

(
− ∆x2

4D∆t

)
, (8)

where we inserted ∆x = x − x0 to remove explicit position dependency. It is instructive to realize that
the quantity p(∆x, t+ ∆t) sums up the probability density contributions from all paths leading from x0
to x (see Fig. 1, left).

Figure 1: Reflection principle for flat boundaries. Left: In free space, all possible paths from A to B
contribute to the probability of moving from A to B. Right: Close to a boundary, paths from A to the
mirrored point B′ correspond to the illegal paths from A to B.

Now, what is the probability that a diffusing particle crossed the boundary during one time-step of
the simulated process? As we have seen above, only displacements or distances matter, but not the
actual position in space. We introduce two new variables xA and xB which are the starting and the final
distance to the boundary, respectively. We need

Pr(cross|xA, xB) = 1− Pr(no cross|xA, xB) = 1− pr(no cross, xA, xB)

pr(xA, xB)
. (9)

Above and in the following equations Pr(·) and pr(·) denote a probability and probability density, respec-
tively. If we consider xA fixed, the denominator of Eq. 9 becomes

pr(xA, xB) = pr(xB |xA) =
1√

4πD∆t
exp

(
− (xB − xA)2

4D∆t

)
(10)

To find the numerator in Eq. 9, we again use the idea that the probability for moving from xA to xB can
be decomposed into a sum of probabilities of all valid paths from xA to xB . Valid paths are those paths
that go from xA to xB without crossing the boundary. Fig. 1 illustrates the situation: In the left sketch
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all paths from xA to xB are valid, the right sketch also shows a path that hit the boundary. Since the
two subtrajectories have the same length and shape, the mirrored trajectory to xB′ (dashed line) is as
likely to occur as the one that bounced off the boundary. Hence, we can simply compute the probability
of moving from xA to xB′ to find the probability of illegal trajectories from xA to xB and subtract this
quantity form the probability of moving from xA to xB via any trajectory:

pr(no cross|xA, xB) =
1√

4πD∆t

(
exp

(
− (xB − xA)2

4D∆t

)
− exp

(
− (xB + xA)2

4D∆t

))
. (11)

Inserting into Eq. 9 and after some basic algebra we finally find:

Pr(cross|xA, xB) = exp
(
−xBxA
D∆t

)
. (12)

Again, we consider xA fixed in Eqs. 11 and 12. The quantity in Eq. 12 allows to easily test for an
excursion of a Brownian Motion trajectory from the domain. We can simply draw a uniform random
number between 0 and 1 and check whether it is smaller than Pr(cross|xA, xB). If so, the boundary
condition is applied.

So far, the calculations were only carried out for particles that move under purely stochastic forces.
It turns out, that adding deterministic forces do not change the excursion probability (see derivation
in [3] that uses formulae II.1.0.6 and II.1.1.8 from [2]). Loosely speaking, this can be justified by the
conditioning on the start and end-point in Eq. 12. The probability densities of the two points explicitly
depend on the deterministic forces, so at some point this information is brought into play. In [3] a
derivation of a more general form of Eq. 12 is presented in which this conditioning is gets clear. The
derivation is based on a frozen coefficients approximation of the SDE describing the particle motion.
Frozen coefficients means here that during a time-step the force is considered constant – in the same
way it is done in the Euler-Maruyama scheme (Eq. 5). The resulting quantity specifies the probability of
having crossed the boundary before a time s ∈ [0, t] given that the trajectory in pinned at positions xA
and xB . It is just Eq. 12 with t replaced by s.

Absorbing boundaries: As before, the particle is removed from the domain. If we are interested
in the precise location of the exit and the time-point, corresponding probability distributions have to be
constructed.

Reflecting boundaries: Actually, it is easy to realize that nothing needs to be done. If the particle is
outside the domain after one time-step, we reflect it back as described above. By doing so, we implicitly
change the transition probability for moves from xA to xB by including reflected trajectories. If we
had intermediate excursions, we would have to do the same for the stretches of the trajectory that are
outside the domain. Since, however, both reflected and unreflected trajectory segments are pinned to the
same points (i.e. the points where the particle left and re-entered the domain), the probability for these
segments is the same. It follows that we already sampled from the correct distribution.

Sticky boundaries: Unfortunately, the solution to the problem is not obvious: Even if we test
for an intermediate excursion, we do not know whether we had a series of reflections followed by one
absorption. The test that we apply in the absorbing boundary case only tells us whether at least one
excursion has happened, but not how many. So far I have not found a closed form probability distribution
for the number of excursions conditioned on the starting and endpoint. Nevertheless, it surely doesn’t
hurt testing whether one excursion happened in the same way as for the absorbing boundary. There
exist, however, approaches to incorporate the boundary condition in the solution of Eq. 7, which makes
excursion tests obsolete.

Applying the extra excursion check based on Eq. 12 in the context of the simulation algorithm in
Eq. 5 increases the weak order of convergence for the absorbing boundary from 0.5 to 1. For reflecting
boundaries, the naive treatment is just fine, for sticky boundaries I do not know whether the extra test
increases the order. Nevertheless, I suspect it does.

What was not mentioned at all so far is the treatment of non-flat boundaries. They naturally appear
in complex geometries but also in simulations of reacting particles in dimensions higher than 1. Unless
the boundaries curves (planes) are not differentiable, they can always be approximated as locally flat. Of
course to be a valid approximation, the step-length (and therefore the time-steps) need to smaller than
the inverse curvature of the surfaces. If the particles are very small, this might make simulations using
this approach infeasible.
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2.4 Reactions in Brownian Dynamics
Unlike as in 1D, reactions in higher dimensional spaces require a bit more effort than using one reactant
as a boundary condition for the other. Usually the idea is to assign to the point-like particles a reaction
radius σ, effectively turning them into spheres. Nevertheless, one particle can be considered fixed in
space (or, more precisely the coordinate system can be fixed in one particle). On very short time-scales
and hence step-lengths, the surface of the fixed particle is effectively flat from the point of view of the
approaching particle. Then, the methods outlined above can be used to check for collisions after or
between time-steps of the simulation. On longer time-scales, the check for intermediate collisions is
considered infeasible [1] due to a high-dimensional integral that needs to be solved numerically or pre-
computed and tabulated. So the simulation is either too slow or requires a lot of memory for the table.
Various pragmatic algorithms that incorporate reactions in a brownian dynamics framework have been
proposed:

Andrews’ solution [1]: Andrews propagates the particles in space using standard Brownian Dyn-
miacs. A reaction is always carried out when the spheres around the particles overlap after a time-step.
In order to match experimentally observed reaction rates the reaction radii σS for the different species
S need to be calibrated. This is done in pre-simulation runs: A radial distribution function of reactant
B in the presence of one fixed A is repeatedly smoothed by diffusion followed by setting it to zero inside
σ to realize the reaction. The steady state difference between the integrated radial distribution function
before and after the reaction is the per-time-increment consumption of B. Varying σ allows to match
experimentally observed rates. Reversible reaction require a slightly more complicated procedure. In
addition, they require one more design decision of the simulation algorithm, namely what to do after
dissociation. Andrews places the products at a fixed distance away from each other.

I suspect that deterministic forces acting on particles do not complicate the situation. In both the
simulation and the pre-simulation runs they could be integrated in the particle propagation (respectively
density update) scheme.

Morelli’s solution [5]: As in Andrews’ algorithm, particles are moved using Brownian Dynamics.
However, the reactions are carried out with a probability proportional to the intrinsic rate ka, ∆t and the
probability of forming an encounter complex assuming completely uncorrelated pre-collision positions.
The latter also depends on ∆t, the reaction radius σ and the diffusion mutual constant D = DA + DB .
Rules for choosing σ are not provided. The key contribution of Morelli is to carefully compute the
acceptance rates for forward and backward reactions and to place the products after dissociation at
positions such that detailed balance is fulfilled. For this the back-reaction needs to be the precise opposite
of the forward reaction. For the forward reaction, the probability density for forming the encounter
complex ,g(r,∆t) is a function off the distance r between the reactants. The back-reaction (dissociation)
is poisson process with a linearized event probability kd∆t. The correct density for the inter-particle
distance after dissociation to be sampled from is g(r,∆t)r2/I, where I =

∫∞
R
r2g(r,∆t)dr. Directions are

found by sampling uniform on the surface of the unit sphere.
Deterministic forces are not mentioned in [5]. For the motion of the particles deterministic forces are

certainly easy to add, since Morelli applies explicit Brownian Dynamics propagation. For the computation
of the important quantity g(r,∆t) deterministic forces might complicate analytic solutions. This could
be checked in a small mathematical exercise, though.

van Zon’s solution [7]: While the previous approaches simulate particle motion using Brownian
Dynamics with fixed time-steps and add reactions as a separate (stochastic) process, van Zon proposes
an event-driven algorithm in which the particles are propagated as far as possible so that each particle
collides at most once with any other particle. Reactions turn up in the computation of the propagation
densities as boundary conditions. This naturally yields densities for new particle positions that do not
integrate to unity, the difference is the reaction probability. For all possible reactions the one that occurs
first and its time is determined. Then the reaction is executed and the system propagated by this time.

Mathematically van Zon’s idea is based on solutions of the Einstein Diffusion equation. We have
already seen it in Eq. 7. It describes the evolution of the probability density of the particle positions in
space:

∂p(x, t)

∂t
= D

∂2p(x, t)

∂x2
. (13)

The initial condition
p(x, t0) = f(x) (14)

is multiplied with the Green’s Function G and integrated over the whole domain to yield a solution at
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time t:

p(x, t) =

∫ +∞

−∞
f(x′)G(x, x′, t)dx′, (15)

where

G(x, x′, t) =
1√

4πDt
exp

(
− (x− x′)2

4Dt

)
. (16)

Only now the solution in Eq. 8 is justified and understandable: The multiplication followed by integration
of a Dirac-δ-function with G yields again G, but evaluated at the peak of the Dirac:

p(x, t|x0, t0) =

∫ +∞

−∞
δ(x′ − x0)G(x, x′, t)dx′ = G(x, x0, t). (17)

This observation forms the basis of many stochastic particle propagation algorithms. Interestingly, the
resulting algorithm (namely adding normally distributed random numbers to the former positions) is
exactly the same as the one in Eqs. 3-5, which was based on a microscopic physical model of the particle
motion.

So far, we have not specified any boundary conditions for Eq. 13. Van Zon applies the radiative
boundary condition on a sphere that represents the A particle, that is the origin of the coordinate system.
That is, at r = σ in a spherical coordinates the diffusive influx has to be balanced by reactive consumption
of B:

4πDσ2 ∂p(r, θ, φ, t)

∂r

∣∣∣∣
r=σ

= ka p(r, θ, φ, t)|r=σ . (18)

This condition is equivalent to the sticky boundary introduced in section 2.3, however, due to the Smulo-
chowski model there is no need to worry about intermediate excursions or anything like that. A Green’s
Function solution for the problem in Eq. 13 s.t. the condition in Eq. 18 together with initial condition
p(r, θ, φ, t0) = δ(r − r0)δ(θ− 0)δ(φ− 0) exists, hence the name of the algorithm: Green’s Function Reac-
tion Dynamics (GFRD). However, it is very complicated (Appendix A in [7]) and needs to be tabulated
in a four-dimensional look-up table. More precisely, the solution p(r, θ, φ, t|r0, 0, 0, t0) can be factorized
in r, θ and φ-dependent terms. Based on this the marginal distributions for r, θ and φ and a survival
probability for the particle B can be computed prior to simulations, tabulated and later sampled from.
Funnily enough, Andrews states that exactly this tabulation is not feasible (section 3.5 in [1]) – one year
later it is.

As with the two previous solutions, deterministic forces are not included in van Zon’s solution, however,
they state that the Green’s Function and related quantities could be obtained numerically. I guess the
numerical procedure would look somewhat similar to the one in Andrews’ solution. Regarding detailed
balance, I suspect it that it is not fulfilled. This is due to the fact that after dissociation, particles
are simply placed adjacent to each other. Including something similar to Morelli’s trick in van Zon’s
algorithm is maybe not such a big challenge, though.

Personally I think the Greens’ Function approach to solving the Einstein or Smoluchowski equation is
the most elegant of all approaches. The crux is that it builds on analytic solutions of partial differential
equations, namely the various solutions of heat conduction problems (for instance a solution incorporat-
ing the reflection or absorption boundary condition is available that avoids having to do the excursion
test developed in section 2.3 ). It allows to integrate drifts due to deterministic forces (equivalent to
convection) and interesting boundary conditions. Unfortunately, it seems that an analytic solution to the
most general situation with drifts and reactions on a non-flat boundary is not available. Furthermore,
some Green’s Functions include integrals that might not be solvable analytically, which requires numerical
integration and tabulation. Obtaining Green’s Functions by numerically solving the corresponding PDE
seems to be a good option.

2.5 Reaction Rates
Morelli’s and van Zon’s solutions make use of intrinsic reaction rates ka (kd) and reaction radii σ. They
need to be chosen such that macroscopic reaction rates kon (koff) are recovered. In Andrews’ solution, ka =
∞, as they reaction always happens upon collision. Andrews then calibrates σ to match the macroscopic
rates using a numerical procedure. Morelli and van Zon make use of two additional conditions:

1

kon
=

1

ka
+

1

4πDσ
(19)
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and
1

koff
=

1

kd
+

Keq

4πDσ
, (20)

where the equilibrium constant

Keq =
koff
koff

=
ka
kd

(21)

was used. Provided kon and koff are known from experiments, ka and kd hence follow from the choice of
σ. The term 4πDσ corresponds to the so-called Smoluchowski rate.

A derivation of Eq. 19 and in particular a reasoning for the appearance of the Smoluchowski rate
is given in the [?] in chapter 8. In fact, the calculation is there carried out for diffusion with drift, for
arbitrary interaction potentials. For vanishing potential Eq. 19 when ka is identified with 4πσ2w, where
w is the specific (per area) reaction rate on the boundary (later in this document I will use the symbol
k).

3 Simulation of Virus Particles in the Vicinity of Endosomes
Originally, I dived into the topics presented in this document because I wanted to benchmark my frame-
work for intracellular co-localization analysis. The idea was that the spatial distributions of viruses in
the cell would result from some complex transport and reaction mechanism. In this context Reaction
Brownian Dynamics are a reasonable modeling framework. In the following I present the modeling I have
done so far and the simulation algorithms I have used, along with benchmarks based on the Feynman-Kac
formula that is interesting in itself.

3.1 Physical Model
The motion of a freely diffusing virus particles is described by the stochastic differential equation

dx =
√

2DdtW, (22)

where compared to Eq. 3 we changed the meaning of W . Here, W is a Gaussian random variable with
zero mean and standard deviation one, i.e. W ∼ N (0, 1). In addition to the purely stochastic motion we
would like to add a deterministic conservative force F that acts on the particle. This is modeled by the
gradient of a potential Φ

F = −dΦ(x)

dx
. (23)

On the length and time-scales that we are interested in inertia is negligible. The deterministic force
results instantaneously in a steady-state velocity. Its magnitude depends on the mobility µ of the virus
particle. Note that µ has now a different meaning from that in section 2.1. We add a corresponding term
in Eq. 22 and get a so-called position Langevin equation:

dx = µFdt+
√

2DdtW, (24)

The Einstein relation expresses D as a function of µ:

D = µkbT, (25)

where kbT is the Boltzmann constant times the absolute temperature. Eq. 25 states that the diffusivity
is a result of the force due to random collisions of the solvent with the solute, hence the factor µ.

In the following, we only model virus-endosome interactions, that is, the potential solely depends on
the positions of the viruses relative to the endosomes. These interactions may correspond to fundamental
physical phenomena, but also depend on complex bio-physical processes and biological structures. An
example for the first category are Coulomb forces between charged objects. Active transport by motor
proteins could also be modeled by a potential and is an example of the second category.

To keep things simple, we limit the model to nearest neighbor interaction. Therefore, the potential Φ
is only a function of the distance d between the position xi of virus i and the position yj of the nearest
endosome j:

Φ(xi, yj) =

{
σf
(
d(xi,yj)

ε

)
if ~xi is NE of ~yj

0 else.
(26)
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σ and ε scale strength and length, respectively. Note that the symbol σ has now a meaning different from
that in section 2.1. The shape of the potential is defined by the function f(·). Inside endosomes, that
is if d < 0, we set Φ = 0. The biological picture behind this is that we assume the viruses are typically
attracted to the endosomes, but once inside move randomly.

We simplify the situation even further by assuming that the endosomes do not move. We hence
consider their position as parameters that determine the value of Φ. We now integrate the above equations
into a single algorithm reminiscent of Eq. 5:

∆x = −D
ε

σ

kbT
f ′
(x
ε

)
∆t+

√
2D∆tW. (27)

We now introduce a dimensionless length x∗ = x/ε and time t∗ = t/τ and rewrite the above equation as:

∆x∗ = −Dτ
ε2

σ

kbT
f ′ (x∗) ∆t∗ +

√
2Dτ

ε

√
∆t∗W

= −δαf ′ (x∗) ∆t∗ +
√

2δ
√

∆t∗W, (28)

where in the second row we introduced dimensionless parameters δ and α. Eq. 28 is used to create
particle position increments in a simulation. It is nothing but the Euler-Maruyama scheme in Eq. 5 with
the formal parameters replaced by physically meaningful quantities. The simulation domain is specified
by placing Ne circular endosomes of radius re randomly, non-overlapping and non-touching in a square
box of side-length L. Periodic boundary conditions are used which connect the upper with lower and left
with right boundary to form a torus-like topology. Near endosomes we apply the absorbing boundary
condition excursion test as described in section 2.3. Since we simulate in 2D, but the test is designed for
1D or flat boundaries we linearize the surface of the endosome around the nearest surface point to the
virus particle. This leads to a test that only depends on the nearest endosome distance, hence we can
reuse the test as it is.

For the presented algorithm we would expect a weak order of of convergence of 1. Even though it
should not, we test if the linearization of the boundary or the possibly non-linear shape of the potential
has a detrimental effect. We simulating a similar problem for which an analytic solution could be found.
The next two sections present the theory behind the benchmarking method and its result.

3.2 The Feyman Kac Formula for Diffusions
Feynman Kac formulae establish a link between the solution of certain partial differential equations and
statistics of stochastic processes. This makes them very useful for benchmarking purposes, since an
analytic solution of the PDE that corresponds to a certain stochastic process might be available. This is
the track we take here.

Consider the diffusion equation with drift a(x) and source g(x)

∂c

∂t
= D∇2c(x)− a(x)∇c(x) + g(x), x ∈ Ω, (29)

subject to the boundary condition
c(x) = Ψ(x) = 0, x ∈ δΩ. (30)

Next, consider a stochastic process X started at x0

X(t+ ∆t) = X(t)− a(X(t))∆t+
√

2D∆tW, X ∈ Ω. (31)

The stationary solution (i.e. ∂c/∂t = 0) of the problem in Eqs. 29 and 30 is

cst.(x0) = E

[
Ψ (X (τ (x0))) +

∫ τ(x0)

0

g (X (s)) ds

]
, (32)

where τ(x0) = inf {t > 0 : X(t) = δΩ} is the first exit time of the process X started at x0 from the
domain Ω. The (obvious) trick is to simulate X up to time τ with a stochastic simulation algorithm and
approximating the expectation in Eq. 32 with a finite mean. Clearly, treating the boundary condition
for X properly is important. If the simulation algorithm does not include an excursion test for X, τ and
hence the integral in Eq. 32 will be systematically overestimated, which leads to a biased approximation
of c(x0).
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3.3 Benchmarking Brownian Dynamics in a Radially Symmetric Domain
In the above section we have seen the link between average quantities of brownian dynamics trajectories
and solutions of the diffusion-convection equation. To mimic the situation with viruses diffusing in the
presence of circular endosomes we now want to simulate brownian dynamics trajectories in a radially
symmetric domain with one single endosome placed in the origin. On the outside the domain is bound
by an absorbing circular boundary. Therefore we rewrite Eq. 29 in polar coordinates and again set the
temporal derivative to zero:

∂2c

∂r2
+

(
1

r
− a(r)

D

)
∂c

∂r
+
g(r)

D
= 0, (33)

subject to the boundary conditions

c(R1) = c(R2) + Ψ(r) = 0. (34)

The trick is to choose a(r) and g(r) such that an analytic solution of Eq. 33 can be found, which requires
some reverse engineering. Inserting a(r) = −4D/r and g(r) = D/r5 in Eq. 33 yields:

∂2c

∂r2
+

5

r

∂c

∂r
+

1

r5
= 0, (35)

which has the general solution:

c(r) = c1
1

r4
+

1

3r3
+ c2, R1 ≤ r ≤ R2. (36)

The constants c1 and c2 follow from the boundary conditions in Eq. 34, namely:

c1 =
R1
−3 −R2

−3

3
(
R1
−4 −R2

−4)
c2 = −c1

1

R1
4 −

1

3R1
3 . (37)

Eq. 36 is the reference solution that can be compared with a finite mean approximation of Eq. 32. We
simulate many trajectories in a two-dimensional domain starting at some position (x0, y0) at a distance
r0 from the origin. They are governed by the algorithm in Eq. 31 and the absorbing boundary condition
is applied at R1 and R2. At each time-point it is checked whether the current position is within [R1, R2]
from the origin. In addition, a test for an intermediate excursion is applied according to Eq. 12, where
xA and xB are simply replaced by the former and current distance to the tested boundary. If the test is
passed or the particle is beyond the boundary the trajectory is killed and τ is set to the current time. The
integral in Eq. 32 is approximated using the rectangular integration rule during the simulation. Results
suggesting that indeed weak first order convergence is maintained are shown in Fig. 2.

10−4 10−3 10−2 10−1 10010−4

10−3

10−2

10−1

100

Δ t

re
la

tiv
e 

er
ro

r

Figure 2: Convergence of the error of the stochastic process approximation of the solution to Eq. 33. N =
12800000 trajectories were simulated in a radially symmetric domain Ω = {(x, y) |R1 = 1 ≤

√
x2 + y2 ≤

5 = R2} according to Eqs. 31 and 34 with D = 1 (i.e. simulated in two dimensions). The solution was
evaluated at r = 1.5 using Eq. 32. It looks like weak first order convergence is maintained.
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3.4 Increasing Model Complexity: Reactions upon Virus-Endosome Contact
So far the model allows virus particles to readily penetrate endosomes. Actually, there is no distinction
whatsoever between endosomes and the space around them, except for the vanishing gradient of the
potential. This looks a bit unrealistic. One would expect that absorption onto and penetration of the
endosome membrane requires or releases some energy and takes some time. I can think of two ways of
modeling this: The first is to code the barrier in the interaction potential. The second is to consider the
endosome as a reactive (hence sticky in the sense used in section 2.3) wall. The first option sounds very
flexible and is from the algorithmic point of view not a large change. However, I have so far not looked
into any literature on this topic, although I am sure that in the molecular dynamics community this is
standard. In the Brownian Dynamics community the second approach is used, and so will I.

The ultimate thing to have is a Green’s Function for particles moving under the influence of a deter-
ministic force in the presence of a non-flat reactive boundary. This fixes everything. Unfortunately, such
a thing does not seem to exist so far. Van Zon [7] has shown a solution without deterministic forces in
the vicinity of spherical reacting objects. It is equivalent to the solution of some heat conduction problem
presented on p. 382, Eq. 14 in ref. [4].

Other Green’s Function solutions to heat conduction problems are available in the literature. In
particular, a solution for flat reactive boundaries including deterministic forces in the particle motion
can be constructed. In the short time-step regime, when boundaries are effectively flat, it should be very
accurate and hence quite useful. The starting point is again the Smoluchowski Diffusion equation that
describes the evolution of the probability density p(x, t) for a single particle’s position x:

∂p

∂t
= D

∂2p

∂x2
− µ ∂

∂x
(F (x)p(x, t)) . (38)

The first approximation we make is to assume the force is constant. Of course it is not at all, but we
only use the Green’s Function solution together with very short time-steps. Then, within the width of
the Green’s Function around the former position x0 of the particle the force F (x) will be more or less
constant. A rigorous justification of the assumption and an analysis of the convergence of the resulting
method have not yet been made. With constant force Eq. 49 becomes:

∂p

∂t
= D

∂2p

∂x2
− µF ∂p

∂x
. (39)

The boundary condition

kp = D
∂p

∂x
− µFp at x = 0 (40)

describes a reactive boundary that consumes probability (particles) with rate k. The consumption on the
left-hand side is balanced by the influx due to diffusion and drift (right-hand side). We now substitute

p(x, t) = exp

(
−µ

2F 2

4D
t+

µF

2D
x

)
q(x, t) (41)

in Eq. 39, which gives an equation with no drift:

∂q

∂t
= D

∂2q

∂x2
. (42)

The boundary condition 40 becomes:

∂q

∂x
=

2k + µF

2D
q =

keff
D
q at x = 0. (43)

The Green’s Function for Eq. 42 subject to Eq. 43 happens to be [6]

Gq(x, x′, t) =
1

2
√
πDt

{
exp

[
− (x− x′)2

4Dt

]
+ exp

[
− (x+ x′)2

4Dt

]

−2keff
D

∫ ∞
0

exp

[
− (x+ x′ + η)2

4Dt
− keff

D
η

]
dη
}
, x ≥ 0, (44)
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where by carrying out the integral the last term is found to be

2keff
D

∫ ∞
0

exp

[
− (x+ x′ + η)2

4Dt
− keff

D
η

]
dη =

2keff
D

√
Dπt exp

[
keff
D

(kefft+ x+ x′)

]{
1− erf

[
x+ x′ + 2kefft

2
√
Dt

]}
.

The solution to Eqs. 42 and Eq. 43 is as before (see Eq. 17) found by multiplying the initial condition
with Gq and integrating over the whole domain. To maintain the connection to the original problem
(which was a PDE for p(x, t)) we need to transform the initial condition as well:

p0(x) = δ(x− x0) = f(x) at t = 0,

q0(x) = exp

(
−µF

2D
x

)
p0(x) = g(x) at t = 0. (45)

The solution for any small t (small because otherwise the constant force assumption is violated) is then
(using Eqs. 15 and 17):

q(x, t) = exp

(
−µF

2D
x0

)
Gq(x, x0, t), x ≥ 0, (46)

which we transform back using Eq. 41 to give the final result:

p(x, t|x0, t0) = exp

(
−µ

2F 2

4D
t+

µF

2D
(x− x0)

)
Gq(x, x0, t), x ≥ 0. (47)

Here we emphasize the conditioning on the previous particle position. To summarize, we have found an
algorithm for propagating particles under stochastic and deterministic forces in the vicinity of an partly
absorbing flat wall. The last ingredient required is a test that decides whether or not the particle was
absorbed during a time-step. This is based on the survival probability, which is simply the integral of
p(x, t) over the whole domain:

S(x, t|x0, t0) =

∫ ∞
0

p(x, t|x0, t0)dx. (48)

Propagating particles is hence a two-step process: first we draw a uniform number in [0, 1] and compare
with S(·), then, if the particle survived, we need to sample from p(x, t, x0, t0). We end up with something
equivalent to Euler-Maruyama, but with boundary conditions included. Although the algorithm is de-
signed for flat boundaries, it should still work in the presence of smooth but non-flat boundaries. As far
as I can oversee it, none of the approximations should have an influence on the weak order of convergence
of the method, which is 1 as in the case of standard EM with excursion tests for absorbing boundaries.

3.4.1 Implementation

In order to facilitate simulation, I use the same dimensionless parameters as before, namely x∗ = x/ε,
t∗ = t/τ , ρ = Dτ/ε2 and α = σ/kbT . The constant force Smoluchowski equation is then

∂p

∂t∗
= ρ

∂2p

∂x∗ 2
− (−α)ρF

∂p

∂x∗
. (49)

where F = f ′(x∗) with f() being the shape of the potential as used in Eq. 26.
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