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Abstract

We describe a global optimization technique for non-convex global
optimization. The recently rediscovered Gaussian adaptation method
(GaA) is unified with the limited-memory Broyden-Fletcher-Goldfarb-
Shanno method with boundary constraints (L-BFGS-B). GaA is a com-
petitive method when only zeroth-order information is available. It
samples solutions from a multivariate normal distribution and adapts
the first and second moment of the distribution continuously. L-BFGS-
B is a quasi-Newton method for finding the local minimum of the prob-
lem landscape. The introduced method unifies GaA with L-BFGS-B to
transform a multimodal landscape into a staircase-like function. GaA
optimizes this transformed landscape. We evaluate the performance
of the method on synthetic test functions and Lennard-Jones clusters.
The method performs good on multivariate landscapes with a global
funnel-like shape.
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Chapter 1

Introduction

Many problems in science and engineering can be formulated as global op-
timization problems.

In this thesis we introduce a novel unification of known optimization algo-
rithms. Gaussian adaptation ([14],[20]) is coupled with the state-of-the-art
quasi-Newton method L-BFGS-B ([1], [7], [10], [26]). We aim to solve multi-
modal, non-convex optimization problems with box constraints, i.e.

min f (x)
subject to l ≤ x ≤ u

where l and u describe the lower and upper boundaries, respectively, and
f (x) is the objective function. We assume that first order information of f (x)
is available.

Gaussian adaptation (GaA) is a competitive optimization technique, when
only zeroth-order information is available. The algorithm samples solutions
from a multivariate normal distribution and continuously adapts the first
and second moment (mean and covariance matrix) towards a promising di-
rection. GaA lacks of efficiency, if additionally first order information of
the problem is available. The BFGS method is the state-of-the-art local opti-
mization technique. This method learns the inverse Hessian of the objective
function B−1 on the fly. The two method, GaA and BFGS, are both variable
metric methods. In GaA, the covariance matrix determines the search direc-
tion , whereas BFGS uses the learned approximation of the Hessian matrix
of the problem to determine the search direction.

The goal of the unification is to have a method, which is invariant to differ-
ent characteristics of a problem landscape. These invariants are rotational
invariance, shift invariance and stretch invariance. The method should per-
form the same on similar functions, which only differ in their rotation, shift
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1. Introduction

f(x)

x

Figure 1.1: Given some multimodal, non-convex function (black). The red line shows the
corresponding function value of the nearest local optimum. Figure taken from [19].

and stretch. The only difference should be in an initial phase, in which
the variable metrics adapt themselves to the shape of the landscape. But
after this phase, the method should converge in the same rate for all the
landscapes.

The basic idea of the method introduced in this thesis, is to have Gaussian
adaptation as the global search procedure and the BFGS as the local opti-
mizer.

The algorithm can also be seen as a transformation of the objective function
into a staircase function which GaA exploits. Figure 1.1 shows the objective
function and its transformed form. The transformed form is not achieved be-
forehand but during the run. For all the sampled points, the function value
of the corresponding local minimum is assigned. Depending on the config-
uration. The positional information can be handled in two ways. Either the
sample is moved into the local optimums location, or the sample keeps its
position but gets the fitness function value of the local optimum. The ideas
come from two evolutionary theories, Lamarckian theory and Baldwinian
theory, respectively.

Chapter 2 provides background on variable metric methods. Section 2.1 de-
scribes the theory and the evolution from the first quasi-Newton method
proposed by Davidon in 1959 [4] towards the most used method today, the
BFGS method introduced independently by Broyden [1], Fletcher [7], Gold-
farb [10] and Shanno [26] in 1970 and its variant L-BFGS and L-BFGS-B
introduced by Nocedal et al. ([2], [17], [21]). Section 2.2 describes the zeroth-
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order method Gaussian adaptation introduced by Kjellström [14] in 1981. In
Chapter 3 we describe the unification of the two algorithms. L-BFGS-B has
the behavior of jumping over smaller funnels and in such does not guaran-
tee to find the local optimum. In section 3.2 we show how we solve this
problem. Comparison of the proposed method to a Gaussian adaptation al-
gorithm on a staircase function are given in section 4.2. In chapter 4 we give
numerical results of the method on different synthetic test functions. Differ-
ent configurations of the algorithm are compared. We study the algorithm
on Lennard-Jones clusters in chapter 5.

Notation Capital letters indicate matrices, e.g., C or Σ. Lower-case let-
ters name scalars, e.g. a or α, and bold lower-case letters describe vectors,
e.g. p. T as a superscript is the transpose of a matrix or vector. Other,
non-numerical, superscripts name special objects, for example xc is the gen-
eralized Cauchy point. If not explicitly introduced, the subscript defines the
iteration index. The matrix I is the identity matrix.

A subscript in chapter 2 is the iteration count, if not stated otherwise. In
chapters 3, 4 and 5 it indicates the corresponding element of the vector or
matrix.
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Chapter 2

Variable Metric Methods

Variable metric methods are iterative methods to find the optimum in a
problem landscape. They share the idea of adapting a position vector and a
quadratic form [19]. It is assumed, that this quadratic form can approximate
the local problem structure around the local optimum.

Davidon proposed the first variable metric approach in 1959 [4]. He pro-
posed a method which uses first-order information to approximate the Hes-
sian matrix. He uses the information of the gradients of all visited locations
to compute the approximate B. The matrix B provides all the necessary in-
formation, i.e. step size and search direction. In 1970 Broyden [1], Fletcher
[7], Goldfarb [10] and Shanno [26] independently introduced a new update
rule (BFGS) for the Hessian matrix B. The BFGS method and its variants
for limited memory (L-BFGS) and box constraints (L-BFGS-B) introduced
by Nocedal [21], Liu and Nocedal [17] and Byrd et al. [2] are nowadays
state-of-the-art in first-order optimization.

The Gaussian Adaptation (GaA) algorithm, introduced by Kjellström et al.
([13], [14]) and revised by Müller and Sbalzarini [20], belongs to a second
class of variable metric methods. Methods of this class use the zeroth-order
information to adapt a covariance matrix and the mean of a multivariate
search distribution. Other methods of this class are the evolutionary strategy
covariance matrix adaptation (CMA-ES), e.g. Hansen [12], and its variants.
We do not discuss the CMA-ES family in this thesis.
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2. Variable Metric Methods

2.1 First-Order Methods

2.1.1 Newton Method

Quasi-Newton methods, such as BFGS, are approximations to the second or-
der Newton method. Newton’s method is first described in Newtons book
De analysi per aequationes numero terminorum infinitas (1669). The method
approximates the objective function f (x) using first- and second-order infor-
mation [9]. If those informations are available, we can obtain a quadratic
model of f (x) by taking the first three terms of the Taylor-series expansion
around the current point xk:

f (xk + p) ≈ f (xk) + (∇ f (xk)︸ ︷︷ ︸
gk

)Tp +
1
2

pT Hkp (2.1)

where Hk is the Hessian matrix evaluated at xk. Since we have p, the step
to the minimum, it is helpful to use his rather then the predicted minimum
itself. When we take the derivative of equation 2.1 with respect to p and set
this equal to zero, we get the optimal step size in our quadratic assumption,

∇ f (x) ≈ gk +
1
2

Hkpk = 0,

which leads to
pk = −H−1

k gk (2.2)

gk is the gradient of f at xk, i.e. ∇ f (xk). Using this, we can obtain an iter-
ation scheme for optimization, when second order information is available.
Suppose an initial estimate of a solution is given, e.g. x0. Then the iteration
scheme of Newtons method is

xk+1 = xk − pk

This converges quadratically to a minimum if the initial value is close enough
to it [9].

2.1.2 Quasi-Newton Methods

Quasi-Newton methods approximate the Hessian used in the Newton method
using first-order informations from all the visited locations. Because second-
order information is not always available or very expensive to calculate. The
approximation of the Hessian is called B from now on.

The search direction for quasi-Newton methods is similar to the one of the
Newton method, except for the matrix B. The Hessian matrix approximation
B is chosen to satisfy the secant equation

∇ f (xk + p) = ∇ f (xk) + Bpk (2.3)
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2.1. First-Order Methods

The analytical solution of equation (2.3) is similar to the one derived for the
Newton equation in the section 2.1.1. The search direction and its size is

pk = −B−1
k gk (2.4)

In more than one dimension, B is under-determined. In one dimension
equation (2.3) is equal to the secant method, when a Newton step is applied.

Various methods are used to find the solution to the secant equation (2.3)
that is symmetric (BT = B)) and closest to the current approximate value Bk
according to some metric

min
B
‖B− Bk‖.

An approximate initial value of B0 = I is often sufficient to achieve rapid
convergence, because the identity matrix gives as first search direction the
direction of the steepest descent. The unknown xk is updated applying the
Newton’s step calculated using the current approximate Hessian matrix Bk.

1. pk = −αkB−1
k ∇ f (xk)

with αk chosen to satisfy the Wolfe conditions (section C.1, [31], [32]).

2. xk+1 = xk + pk

3. The new gradient is computed at the new point ∇ f (xk+1) and

yk = ∇ f (xk+1)−∇ f (xk)

is used to update the approximate Hessian Bk1 , or directly its inverse
B−1

k+1 using the Sherman-Morrison formula (section C.2).

Structure of Quasi-Newton Methods

The input consists of two values, the initial guess of B0, mostly it is set equal
to the identity matrix, i.e. B0 = I, and the initial guess for the minimum
of the objective function x0. It is convenient to take the identity matrix as
the initial guess for B, because this gives as the first direction of search the
steepest descent. The routine then for most of the Quasi Newton methods
looks as described in algorithm 2.1.

2.1.3 Overview over the Update Rules

Different update rules for the approximate B or directly its inverse exist. The
first introduced and the most used update rule nowadays follow. The rules
enforce the positive definiteness of the Hessian approximation as additional
constraints. This is needed, because B is under-determined.
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2. Variable Metric Methods

Algorithm 2.1 Base Algorithm for Quasi-Newton Methods
1: Choose x0 and a symmetric, positive definite B0
2: k← 0
3: while termination conditions not met do
4: (Calculate descent direction)
5: pk ← −B−1

k ∇ f (xk)
6: (Line search)
7: αk ← min

α
f (xk + αpk)

8: (Next iterate)
9: xk+1 ← xk + αkpk

10: (Update approximation)
11: yk ← ∇ f (xk+1)−∇ f (xk)
12: dk ← xk+1 − xk
13: Bk+1 ← updateRule(Bk, hk, dk)
14: (Update iteration count)
15: k← k + 1
16: end while
17: Returns xk and f (xk)

Davidon-Fletcher-Powell (DFP)

The DFP update rule was introduced by Davidon [4] and later popularized
by Fletcher and Powell [8]. Their update rule is rarely used today. The prob-
lem that arises with this update is a conditioning problem. If the smallest
eigenvalue of Bk goes towards zero, the algorithm can get unstable. The
update rule for the approximation of the Hessian matrix is

Bk+1 =

(
I −

yk pT
k

yT
k pk

)
Bk

(
I −

pkyT
k

yT
k pk

)
+

ykyT
k

yT
k pk

or a direct update on the inverse of B

B−1
k+1 = B−1

k +
pkpT

k

yT
k pk
−

B−1
k ykyT

k (B−1
k )T

yT
k B−1

k yk

Broyden-Fletcher-Goldfarb-Shanno (BFGS)

The BFGS update rule is the state-of-the-art update rule nowadays. It was
independently introduced by Broyden [1], Fletcher [7], Goldfarb [10] and
Shanno [26] in 1970. This update rule is numerically more stable. The
update rule for the approximation of the Hessian matrix is

Bk+1 = Bk +
ykyT

k

yT
k pk
− Bkpk(Bkpk)

T

pT
k Bk pk

8



2.1. First-Order Methods

or a direct update on the inverse of B

B−1
k+1 =

(
I −

ykpT
k

yT
k pk

)T

B−1
k

(
I −

ykpT
k

yT
k pk

)
+

pkpT
k

yT
k pk

2.1.4 Scaling

Scaling can improve the performance of quasi-Newton methods drastically
[17]. It is common to scale the initial inverse Hessian approximation B−1

0 in
BFGS with

B̂−1 = γ0B−1

where

γ0 =
yT

0 p0

‖y0‖2 (2.5)

Griewank and Toint [11] reported for large problems the scaling becomes
much more important for the BFGS method, i.e. it reduces the number of
iterations dramatically for some problems. Liu and Nocedal [17] observed
that this is also the case for L-BFGS. In the basic implementation of the
method given in algorithm 2.2, the initial matrix B−1

0 or its scaled version
γ0B−1

0 , is carried throughout the iterations.

The choice of B−1 clearly influences the behavior of the method. One simple
idea is to use the scaling, described by (2.5), at each iteration and set

(B(0)
k )−1 = γkB−1

0

where the superscript indicates the kth inverse Hessian approximation be-
fore the corrections and

γk =
yT

k pk

‖yk‖2

A second variant is to find a diagonal matrix that approximately satisfies the
secant equation with respect to the last m steps. This leads to the solution

B−1
k = Dk

where
Dk = diag(d(i)

k )

and

d(i)
k =

p(i)
k−1y(i)

k−1 + . . . + p(i)
k−my(i)

k−m(
y(i)

k−1

)2
+ . . . +

(
y(i)

k−m

)2 (2.6)

The index (i) indicates the value at the ith dimension of the specific vector.
Liu and Nocedal [17] suggest the following four different variants for the
scaling:
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2. Variable Metric Methods

• M1: H(0)
k = H0 (no scaling)

• M2: H(0)
k = γ0H0 (only initial scaling)

• M3: H(0)
k = γk H0

• M4: Same as M3 during m first iterations. For the rest of the iterations
we use H(0)

k = Dk as seen in equation (2.6).

Liu and Nocedal report a dramatic reduction of function evaluations by
the usage of M3 and M4 (see [17]). Also they mention that those two are
comparable and suggest to use M3 due to its less expensiveness.

2.1.5 Limited Memory BFGS

The difference of the limited memory BFGS to the normal BFGS is in the
matrix update. Only the last m corrections are stored and used (usually
m ∈ [5, 12]). So during the first m iterations the method is identical to
the BFGS method. When the method outruns the m first iterations, B−1

k is
obtained by applying m BFGS updates to B−1

0 using the information from
the m previous iterations (see algorithm 2.2).

Algorithm 2.2 L-BFGS Algorithm

1: Choose x0, the number of correction m and a symmetric, positive definite B−1
0

2: k← 0
3: while termination conditions not met do
4: pk ← −B−1

k gk
5: αk ← min

α
f (xk + αpk)

Choose αk to satisfy the Wolfe Conditions (section C.1, [31], [32]).
6: xk+1 ← xk + αkpk
7: m̂← min(k, m− 1)
8: B−1

k+1 ← (VT
k . . . VT

k−m̂)B−1
0 (Vk−m̂ . . . Vk)

+ρk−m̂(VT
k . . . VT

k−m̂+1)pk−m̂pT
k−m̂(Vk . . . Vk−m̂+1)

+ρk−m̂+1(VT
k . . . VT

k−m̂+2)pk−m̂+1pT
k−m̂+1(Vk . . . Vk−m̂+2)

...
+ρkpkpT

k
Where Vk = I − ρkykpT

k and ρk =
1

yT
k pk

9: end while
10: Returns xk and f (xk)

10



2.1. First-Order Methods

Update Matrices The here described L-BFGS algorithm, uses the compact
form of the matrix (e.g. [3]). At every iterate xk, the algorithm stores m
correction pairs

{pi, yi}, i = k− 1, . . . , k−m

where
pk = xk+1 − xk

and
yk = gk+1 − gk

These correction pairs contain information about the curvature of the func-
tion and define the limited-memory iteration matrix B−1

k . We want now to
calculate the corrections without explicitly form the matrix B−1

k . Liu and
Nocedal [17] propose to use a compact (outer product) form, to define B−1

k ,
in terms of the n×m correction matrices

Yk = [yk−m, . . . , yk−1]

Pk = [pk−m, . . . , pk−1]

We have the positive scaling parameter γ and the correction pairs

{pi, yi}k−m
i=k−1

obtained by updating γI m-times. Liu et al. [17] showed that the inverse
Hessian matrix approximation B−1

k can then be expressed by

Bk =
1
γ

I −Wk MkWT
k

where
Wk =

[
1
γ Yk Pk

]
and

Mk =

[
0 −R−1

k
−(R−1

k )T (R−1
k )T(Pk +

1
γ YT

k Yk)R−1
k

]
and where Pk and Rk are the m×m matrices

Pk = diag(pT
k−myk−m, . . . , pT

k−1yk−1)

and

(Rk)i,j =

{
pT
(k−m−1+i)y(k−m−1+j) i f i ≤ j

0 otherwise

Please note, that since Rk is a m × m matrix and m is chosen to be small,
computing the inverse of it is cheap.
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2. Variable Metric Methods

2.1.6 L-BFGS for Bound Constrained Optimization

The L-BFGS for bound constrained optimization method (L-BFGS-B), intro-
duced by Byrd et al. [2], is able to solve problems of the kind

min f (x)
subject to l ≤ x ≤ u

The vectors l and u represent the lower and upper bound, respectively. The
dimensionality of the problem is assumed to be large. The difference to the
L-BFGS method lies in the computation of the search direction for the line
search.

Computing the search direction

The unconstrained methods compute the search direction by using equation
2.4. This is not applicable for constrained problems. The L-BFGS for bound
constrained optimization searches along a piece-wise linear function for the
generalized Cauchy point (see page 13). The generalized Cauchy point is
the first local minimizer of the piece-wise linear path

x(t) = P(xk − tgk, l, u)

obtained by projecting the steepest descent direction onto the feasible region,
where

P(x, u, l) =


li i f xi < li
xi i f xi ∈ [li, ui]
ui i f xi > ui

The subscript i means the ith element of the vector. First we compute the
generalized Cauchy point xc, which is defined as the first local minimizer of
the piece-wise, univariate quadratic

qk(t) = mk(x(t))

with
mk(x) = f (xk) + gT

k (x− xk) +
1
2
(x− xk)

TBk(x− xk) (2.7)

mk(x) is the quadratic model given the current iterate xk, the function value
f (xk), the current gradient gk = ∇ f (xk) and the approximate of the Hessian
matrix B. The variables whose value at xc is at lower or upper bound, com-
prising the active set A(xc), are held fixed. With the active set known, we
consider the following problem over the subspace of free variables

min {mk(x) : xi = xc
i , ∀i ∈ A(xc)}

subject to li ≤ xi ≤ ui, ∀ /∈ A(xc)

12



2.1. First-Order Methods

This is now solved or approximately solved, ignoring the bounds on the free
variables, which can be accomplished by either direct or iterative methods
on the subspace of free variable, or by a dual approach, handling the active
bounds by Lagrange multipliers.

When a iterative method is used, the starting point is xc and the path is then
truncated towards the solution that satisfies the bounds.

After an approximation, xk+1 is obtained, a new iterate xk+1 is computed by
a line search along

pk = xk+1 − xk

Generalized Cauchy Point

We give here a trimmed down version of the search for the generalized
Cauchy point. For more details see Byrd et al. [2]. Figure 2.1 shows a
visualization of the search procedure.

The first local minimizer of the quadratic model along the piece-wise linear
path (generalized Cauchy point) is obtained by projecting the points along
the steepest descent direction, xk − tgk, onto the feasible region, with gk =
∇ f (x).

To describe the search, we set x0 = xk and drop from now on the index k
of the outer iteration. The subscript, e.g. gi, is the i-th component of the
vector. Superscripts will be used to indicate the iterates during the piece-
wise search for the Cauchy point.

First we need to define the breakpoints of the search for each dimension.
The breakpoint are defined by

ti =


(x0

i − ui)/gi i f gi < 0
(x0

i − li)/gi i f gi > 0
∞ otherwise

After obtaining the breakpoints, we sort {ti, i = 1, . . . , n} in increasing order
to obtain the ordered set {tj : tj ≤ tj+1, j = 1, . . . , n}. Then we search along
P(x0 − tg, l, u), a piece-wise linear path expressed by

xi(t) =
{

x0
i − tgi i f t ≤ ti

x0
i − tigi otherwise

We search the intervals for the generalized Cauchy point.

13



2. Variable Metric Methods

We suppose now that we examine the interval [tj−1, tj]. Then the quadratic
for this segment looks the following:

m(x) = f (x0) + gT(x− x0) +
1
2
(x− x0)TB(x− x0)

= f (x0) + gT(zj−1 + ∆tdj−1) +
1
2
(zj−1 + ∆tdj−1)TB(zj−1 + ∆tdj−1)

where
zj−1 = xj−1 − x0

and

dj−1
i =

{
−gi i f tj−1 < ti
0 otherwise

and
∆t = t− tj−1

We can rewrite this to

m(x) = f (x0) + gT(x− xj−1) +
1
2
(x− x0)TB(x− x0)

= f (x0) + gT(zj−1 + ∆tdj−1) +
1
2
(zj−1 + ∆tdj−1)TB(zj−1 + ∆tdj−1)

When this term is differentiated and equated to zero, we can obtain

∆t∗ =
− f ′j−1(x

j−1)

f ′′j−1(x
j−1)

Since B is positive definite, this is a minimizer, provided tj−1 + ∆t∗ lies on
[x(tj−1, tj). If this is not the case, the generalized Cauchy point is at x(tj−1)
if f ′j−1(x

0) ≥ 0 or on a further segment. If the generalized Cauchy point is
not found after exploring the current interval, we set

xj = xj−1 + ∆tj−1pj−1, ∆tj−1 = tj − tj−1

and update the directional derivatives f ′j and f ′′j as the search moves to the
next interval.

Summary

Algorithm 2.3 shows an overview over the method used for this thesis. The
local algorithm follows strictly the implementation by Zhu et al. [33] (ver-
sion 2.4) and the one discussed by Byrd et al. [2].
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2.2. Zeroth-Order Method

Figure 2.1: The figure shows the search for the generalized Cauchy point xc. x0 is the starting
point, from there we search along the steepest descent direction until we find a minimum or else
hit a boundary (at x1). If we land at x1 the variable belonging to the boundary is fixed and we
then search further along the boundary until we find on xc, which is the minimal value along this
boundary.

2.2 Zeroth-Order Method

We use Gaussian adaptation as a zeroth-order method. Gaussian adaptation
(GaA) is an optimization algorithm, which is designed for problems, where
first- or higher-order information is not available or very expensive. The
method samples single points according to a multivariate distribution and
adapts the first and second moment of the distribution accordingly, i.e. the
mean m and the covariance matrix C. Additionally the search radius is
adapted. The search radius defines the width of the distribution.

The algorithm was introduced in 1969 by Kjellström ([13], [14]), a engineer at
Ericsson Technics. The algorithm was developed in the context of electrical
network design. GaA was reintroduced to the community by Müller and
Sbalzarini [20] in 2010.

15



2. Variable Metric Methods

Algorithm 2.3 L-BFGS-B Algorithm
1: Choose an initial guess x0, the number of saved correction pairs m

and a symmetric, positive definite B−1
0

2: k← 0
3: while termination conditions not met do
4: Compute the generalized Cauchy point xc

5: Compute a search direction pk by either the direct primal method, the
conjugate gradient method or the dual method.

6: Perform a line search along pk, subject to the bounds on the problem,
to compute a step length λk, and set xk+1 = xk + λkpk. Choose λk to
satisfy the Wolfe conditions (section C.1, [31], [32]).

7: Compute ∇ f (xk+1) and yk = gk+1 − gk.
8: Add pk and yk to Pk and Yk. If more than m updates are stored, delete

the oldest column from Pk and Yk.
9: Update ST

k Sk, YT
k Yk, Lk and Rk, and set ρ =

yT
k yk

yT
k pk

.
10: k← k + 1
11: end while
12: Returns xk and f (xk)

2.2.1 Gaussian Adaptation Algorithm

GaA starts by using an initial guess for the optimal solution m0. This is the
initial mean of the multivariate normal distribution, developed through the
optimization process. The covariance matrix C of the distribution is initially
set to the identity matrix. This because we assume a black box scenario,
where we favor no direction. The threshold τ0 is set to the value of the
objective function at m0, i.e. f (m0). The covariance matrix is decomposed
as follows:

Ck = ρ2
kQkQT

k

where ρ is the scalar step size and Qk the normalized square root of the
covariance Ck. During the optimization process, samples are taken from the
multivariate normal distribution according to

xk+1 = mk + ρkQkηk

where ηk ∼ N (0, I), i.e. is a multivariate normal distribution with mean
zero and a standard deviation of one. If the objective value of the sample,
i.e. f (xk+1), is not lower the current threshold τk, it is rejected and a new
sample is taken. The step size ρk is in this case adapted using

ρi+1 = f cρi

where f c is the contraction factor ( f c < 1). If f (xk+1) is accepted, we adapt
the step size, the mean and covariance matrix. The step size is expanded by

16



2.2. Zeroth-Order Method

the following rule
ρk+1 = f eρk

where f e is the expansion factor ( f c > 1). The mean is moved towards the
accepted solution

mk+1 =

(
1− 1

Nm

)
mk +

1
Nm xk+1

where Nm is a predefined weighting factor. Nm controls how much the mean
is moved towards the sample xk+1. The covariance matrix Ck is updated by

Ck+1 =

(
1− 1

Nc

)
Ck +

1
Nc (xk+1 −mk) (xk+1 −mk)

T (2.8)

or the update can be directly applied on Qk by

Qk+1 = Qk∆Qk+1 (2.9)

where
∆Qk+1 = (∆Ck+1))

1
2

and

∆Ck+1 =

(
1− 1

Nc

)
I +

1
Nc ηkηT

k

where Nc is the weight of (xk+1 −mk on the covariance matrix. The sec-
ond update rule (equation (2.9)) is recommended, because analytically it is
the same as update rule (2.8) but it is numerically more stable [19]. The
threshold is adapted as well, this is done with

τk =

(
1− 1

Nt

)
τk +

1
Nt f (xi)

where Nt is the weighting of the new objective value of the accepted sample.
After this a new iteration is started. Algorithm 2.4 summarizes the method.
Suggestions for the parameters can be found in [20]. In this thesis, we use a
modified version of the implementation of Gaussian adaptation by Plattner
[22]. The changes made are described in section D.2.

2.2.2 Boundary Handling

There exist different ways to handle the boundaries of a constraint problem.
Müller and Sbalzarini [20] suggest to project the components of a sample,
which violate the constraint, onto the boundary. This projected sample is
then evaluated. The drawback with this method is that samples have a
higher probability of being on the boundary as if it was drawn from the

17



2. Variable Metric Methods

Algorithm 2.4 Gaussian Adaptation Algorithm
1: Choose m0, ρ0, f c, f e, Nm, Nc and Nt

2: Q0 ← I
3: k← 0
4: τ0 ← f (m0)
5: while termination conditions not met do
6: (Sample new location)
7: xk+1 ← mk + ρkQkη
8: (Evaluate new location)
9: fk+1 ← f (xk+1)

10: if fk+1 ≥ τk then
11: (Contract step size)
12: τk+1 ← f cτk
13: else
14: (Expand step size)
15: τk+1 ← f cτk
16: (Move mean)
17: mk+1 ←

(
1− 1

Nm

)
mk +

1
Nm xk+1

18: (Adapt covariance matrix)
19: ∆Ck+1 ←

(
1− 1

Nc

)
I + 1

Nc ηkηT
k

20: ∆Qk+1 ← (∆Ck+1))
1
2

21: Qk+1 ← Qk∆Qk+1
22: (Update threshold)
23: τk+1 ←

(
1− 1

Nt

)
τk +

1
Nt f (xi)

24: end if
25: k← k + 1
26: end while
27: Returns xk and f (xk)

normal distribution. The left picture in the lower panel of figure 2.2 indicates
this problem.

We suggest a different way to sample points in the constraint problem land-
scape, the Gibbs sampler introduced by Rodriguez-Yam et al. [25]. This
method samples from a truncated normal distribution. The right hand side
of figure 2.2 shows the taken samples and the histogram of the first dimen-
sion when using the Gibbs sampler. The distribution, indicated by the his-
togram, of the taken samples shows the truncated normal distribution. We
use the implementation of the Gibbs sampler by Plattner [22] for this thesis.
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Figure 2.2: Sampling from a isotropic, bivariate normal distribution is shown. In the left side
samples are projected onto the axis aligned boundaries. In the right, the Gibbs sampler is used.
The boundaries are at −0.5 for both x1 and x2. The mean is at [0, 0]. The lower panel shows
the histograms of the first dimension.
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Chapter 3

Unification

Gaussian adaptation is an optimization technique for problems where only
zeroth-order information is available. When additionally first- or higher-
order information is available, it lacks efficiency. The BFGS method is the
state-of-the-art method for gradient-based local optimization, but has defi-
ciencies when the problem nature is non-convex and multivariate.

In this chapter we unify the two methods. We sample the new locations
with Gaussian adaptation. But instead of evaluating the fitness of the sam-
ple directly, we optimize the sample first locally with L-BFGS-B. The Gaus-
sian adaptation method ensures the global search behavior, where L-BFGS-B
ensures the local optimality. In other words, we transform the objective func-
tion into a staircase-like function, where the function value at all points is
the value of the local minimum. Figure 1.1 depicts the transformation of
the objective function into a multi-funneled staircase-like function. Gaus-
sian adaptation exploits this transformed function. We call this novel vari-
ant memetic Gaussian adaptation (mGaA). Algorithm 3.1 shows how the
method works. The only difference to algorithm 2.4 is line 10, where the
samples are optimized.

In this thesis, we aim for a method, which is invariant to rotation, shift
and stretch of the problem landscape. The variable metrics used should be
able to adapt the landscape in either way, so that for example the rotation
of the problem landscape does not matter. The method should converge
with similar efficiency to the minimum, as if the problem landscape was not
rotated. The same should hold for the stretching of the landscape and the
shifting.
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3. Unification

Algorithm 3.1 Memetic Gaussian Adaptation Algorithm
1: Choose m0, ρ0, f c, f e, Nm, Nc, Nt and m
2: B0 ← I
3: Q0 ← I
4: k← 0
5: τ0 ← f (m0)
6: while termination conditions not met do
7: (Sample new location)
8: x̂k+1 ← mk + ρkQkη
9: (Optimize sample)

10: xk+1, fk+1 ← L-BFGS-B(x̂k+1, m, B0) (see algorithm 2.3)
11: if fk+1 ≥ τk then
12: (Contract step size)
13: τk+1 ← f cτk
14: else
15: (Expand step size)
16: τk+1 ← f cτk
17: (Adapt covariance matrix)
18: ∆Ck+1 ←

(
1− 1

Nc

)
I + 1

Nc ηkηT
k

19: ∆Qk+1 ← (∆Ck+1))
1
2

20: Qk+1 ← Qk∆Qk+1
21: (Move mean)
22: mk+1 ←

(
1− 1

Nm

)
mk +

1
Nm xk+1

23: (Update threshold)
24: τk+1 ←

(
1− 1

Nt

)
τk +

1
Nt f (xi)

25: end if
26: k← k + 1
27: end while
28: Returns xk and f (xk)

3.1 Configuration of the Method

The algorithm can handle the obtained data from the local optimizer in two
different ways. It can either only use the fitness information or addition-
ally the location of the local optimum. The first is called the Lamarckian
viewpoint and the second the Baldwinian viewpoint. Using the Baldwinian
viewpoint, the algorithm performs as it is on a staircase-like function. It
the Lamarckian viewpoint is used, the method behaves as it is sampling the
minima. The names come from evolutionary theories. In the Lamarckian
theory, an individual is able to learn a skill and to pass it on to its offspring.
In Baldwinian theory, the offspring do not inherit directly a skill. But its par-
ents learned skills change the environment and in such enhance the capacity
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3.1. Configuration of the Method

for the offspring to learn the skill.

An other configuration is to only allow the local optimizer to optimize
within some probability interval of the current distribution. We set the prob-
ability interval to 99%. The ellipsoid can be approximated with

(x−m)TΣ−1(x−m) ≤ χ2
p(α)

χ2
p(α) is the upper (100α)th percentile of a chi-square distribution with p

degrees of freedom. m is the mean of the multivariate Gaussian distribution.
The inside of the ellipsoid has probability 1 − α. In our implementation,
the local optimizer stops as soon as the method leaves the 99% probability
interval. The local optimizer reports back the last obtained fitness value and
its coordinate.

The standard configuration of mGaA uses the strategy parameters suggested
by Müller and Sbalzarini [20] for the zeroth order method. Following we list
the strategy parameters. Table 3.1 lists all the parameters. There is only
one parameter we need to set in the local optimizer L-BFGS-B, the number
of correction pairs m. We set m = 5, as suggested in the implementation
by Zhu et al. [33]. The parameter introduced in this thesis, the estimated
funnel size (see section 3.2), is set to best knowledge from the literature and
the known radii of the synthetic test functions.

We have six configurations of mGaA. All of them only varying different of
the parameters in the left column of table 3.1. In the default configuration,
the samples are handled in Lamarckian fashion (Φ1). The second (Φ2) is
the same as Φ1, but the optimized samples are used in the Baldwinian way,
i.e. the samples keep their location but get the fitness value of the local
minimum. In the third configuration, the local optimization is only allowed
in a 99% probability interval of the multivariate Gaussian distribution. We
call this configuration Φ3. The fourth configuration (Φ4) does not adapt
the covariance matrix, i.e. the covariance matrix adaptation parameter Nc

is set to infinity. The fifth configuration (Φ5) does not adapt the step size,
which means f e and f c are equal to one. This is equal to sample always
from a distribution of the same volume. The last configuration (Φ6) enforces
a monotonic sequence. This means that only samples are accepted, which
are smaller then the current best. Also the mean is moved directly to the
accepted sample. Configuration Φ6 sets Nt = Nm = 1. Following a list of
the value changed for the configurations. An overview over the parameters
of the configurations is provided in table 3.1.

• Φ1: Default configuration

• Φ2: Baldwinian viewpoint

• Φ3: 99% probability interval local search
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3. Unification

• Φ4: Isotropic covariance matrix

• Φ5: Fixed search radius

• Φ6: Monotonic threshold handling and full mean shift.

Algorithm 3.1 gives an overview over the method introduced in this thesis.
The first three configurations (Φ1, Φ2, Φ3) change the behavior of mGaA at
line 10. The first two define how to handle the location of the optimized
sample and the third configuration narrows down the local optimizer itself.
The other three, Φ4, Φ5 and Φ6, influence the behavior of mGaA between
line 11 to 25 in algorithm 3.1. Configuration Φ4 skips lines 18 to 20 of the
method, i.e. they become

Qk+1 ← Qk

Φ5 skips lines 13 and 16, i.e.

τk+1 ← τk

The last tested configuration Φ6 changes the parameters for the lines 22 and
24. It moves the mean completely to the location of the current accepted
sample

mk+1 ← xk+1

and sets the threshold to the fitness value at the location of the currents
sample, i.e.

τk+1 ← f (xi)

An overview of the of the parameters and the changes made for the config-
urations is provided in table 3.1.

There is a restart criterion in the implementation of Gaussian adaptation,
which enforces GaA to restart if the history of fitness values of accepted
samples is smaller then some value. We turned this off, because with the lo-
cal optimizer, this criterion was met very fast. Additionally a second restart
criterion is changed, the minimal allowed radius. We set it to one tenth of
the estimated, respectively known (for the synthetic test functions), minimal
funnel size. We change this because the local minimum is found by the
local minimizer. The zeroth order method does not need to trap the local
minimum in the magnitude it does without the local optimizer. We limit
the maximal number of generations of the algorithm to 103n, where n is the
number of dimensions of the optimization problem. This is only changed, if
especially labeled. Table 3.1 lists all the standard parameters of the Gaussian
adaptation algorithm, the names are the ones used in the implementation of
the algorithm. If not mentioned otherwise, these parameters are used.
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3.2. Normalization and Step Size Control

Gaussian Adaptation Φ4 Φ5 Φ6
MaxIter = 103n
StopFitness = Known minimum + 1e-03
TolX = 1e-09
TolR = Funnel size / 10
TolFun = 0
TolCon = 1e-10
Restart = true
ValP = 1/e

ρ0 r = 1
Nm N mu = e n 1
Nc N C = (n + 1)2/ log(n + 1) ∞
Nt N T = e n 1

inc T = 2 1
β = 1 / N C

f e ss = 1 + β ValP 1
f c sf = 1 - β ValP 1

L-BFGS-B
m m = 5

factr = 1e+07
pgtol = 1e-03
maxits = 1e+06
funnelSize = Funnel size

Table 3.1: The standard parameters for the memetic Gaussian adaptation algorithm. The
parameters are separated by the ones for the zeroth order method and the ones for the first order
method. n is the number of dimensions of the problem and e is Euler’s number. The three
columns at the right give the value of the parameter in the corresponding configuration.

3.2 Normalization and Step Size Control

Quasi-Newton methods are not guaranteed to converge to the nearest lo-
cal optimum for multimodal, non-convex problems. This is not the behav-
ior desired. There would be no need to use Gaussian adaptation because
uniform sampling would perform as good, when the local optimizer has a
random walk behavior of finding an minimum. The problem arises from
the quadratic assumption of the (quasi-) Newton methods, i.e. they assume
that the function can be approximated by a quadratic term (see section 2.1),
which leads to the search direction p by

p = H−1∇ f (x)

where H is the Hessian matrix of f (x) or its approximate from the quasi-
Newton method. Implicitly p also defines the size of the step. Voglis et al.
[28] suggest to norm this step size if it is larger than some predefined value
ε. To ensure the stability of the of the line search, we additionally normed
the initial step size α and the maximal allowed step size αmax. We inserted
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3. Unification

Figure 3.1: 10 runs of the standard and the adapted L-BFGS-B method, respectively. The
left picture shows the standard method. The right picture is the version with the adaptations
described in section 3.2. The initial values are uniform random taken. The right picture is
zoomed for better recognition.

the following lines into the line search procedure of the implementation of
Zhu et al. [33].

if ‖p‖ > 1 then
α← α/‖p‖
αmax ← αmax/‖p‖
p← p/‖p‖

end if

As figure 3.1 depicts, this solved the problem of finding the nearest local op-
timum for points away from the boundaries. At the boundaries, the problem
is still there, as figure 3.2 shows.

The behavior at the boarder comes from the generalized Cauchy point search
in the L-BFGS-B method (see page 13). This search is a piecewise linear
search. It takes the constraints into account, i.e. the search procedure stays
within the bounded region. The generalized Cauchy point search is impor-
tant to the procedure, because it determines the search direction. The line
search of the L-BFGS-B method searches for a minimum along

m(α) = xk + αpc
k,

where xk is the current location, pc
k a vector from xk to the generalized

Cauchy point xc and αk some real value strictly greater then zero. We solve
this boundary problem by adding a safety parameter, i.e. the estimate fun-
nel size, to the method. This safety parameter ensures that the search is
held locally. This parameter is the maximum step size which the local opti-
mizer is allowed to take. The funnel size can be estimated, as if there are no
boundary constraints. This means, if a funnel has a size of one, but the con-
straints cuts through it, the funnel size is still one. We can do this, because
L-BFGS-B takes constraints into account. Figure 3.2 shows the success with
this additional parameter.
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3.2. Normalization and Step Size Control

Figure 3.2: In the left picture one can see the non-desired behavior of the optimization method.
The right picture shows the optimization when the estimated funnel size is taken into account.
The optimization starts at the black cross and converges in the blue circle. The function shown
here is the so called Rastrigin test function. The left and the lower boarder of the picture are
the constraints of the optimization process.

Figure 3.3: Doing an optimization on the Vincent function. The smallest funnel of this function
has a diameter of around 0.5, which is about four times smaller then the funnel in the picture.
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Chapter 4

Synthetic Test Functions

We test the memetic Gaussian adaptation algorithm on different synthetic
test function. The functions all share the properties of being non-linear,
multimodal and non-convex. Additionally the functions are all defined in
the whole space and first-order information is available. All, except of the
Vincent test function (section 4.1.2), have a single global optimum, which is
at the origin of the function. We also test the mGaA on a shifted variant of
the rotated, ellipsoidal Rastrigin function introduced in section 4.1.3. I.e. the
input vector is shifted by four, which gives a global optimum

xg = (x1, x2, x3, . . . , xn) = (−4,−4,−4, . . . ,−4)

and its fitness value is zero.

The tests exhibit the behavior of the different configurations of the algorithm
introduced in section 3.1 and demonstrate the behavior of the method on
shifted, rotated and stretched functions. We give the numerical results in
Number of function and gradient evaluations. We think it is not good to
compare cpu times, because this heavily depends on the implementation
and the underlying hardware. For later comparisons, we also report the
number of generations of Gaussian adaptation. The full data of the runs is
provided in appendix A.

In this and the following chapter, the subscript means the corresponding
element of the vector or matrix, e.g. xi means the ith element of the vector
x.
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4.1 Test Functions

4.1.1 Rastrigin

The Rastrigin test function is a multimodal, non-convex function. It is
known to be a difficult function because it has a large search space and a
large number of local minima. The mathematical description of the function
is

fRastrigin(x) = ξn +
n

∑
i=1

(
x2

i − ξ cos(2πxi)
)

where ξ is the desired amplitude of the function and n the dimensionality of
the problem, ξ is suggested to be 10. Figure 4.1 shows a plot of the function.
It has one global minimum at

xg = (x1, x2, x3, . . . , xn) = (0, 0, 0, . . . , 0)

where
fRastrigin(xg) = 0

The local minima of the test function are at

xl = (x1, x2, x3, . . . , xn), xi ∈N

The funnel size of the local minima is one for local minima which do not
touch the boarder. The suggested lower and upper boundaries are −5.12
and 5.12, respectively.

4.1.2 Vincent

The Vincent test function has many global minima. The minima have differ-
ent funnel sizes, which grow with the distance to the origin. The mathemat-
ical form of the Vincent test function is:

fVincent(x) =
n

∑
i=1
−sin(10 log(xi))

The boundaries are suggested to be within [0.25, 10]. Because the function is
separable, the minima are here given only for one dimension. They can be
calculated by the iterative formula

xi+1 = xie
2π
10

where i is decreasing towards the origin. The formula can be used, because
we know that

fVincent(1) = 0
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Figure 4.1: A three dimensional and a contour plot of the Rastrigin test function in the area
[−5.12, 5.12]. ξ is equal to 10.
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Figure 4.2: A three dimensional and a contour plot of the Vincent test function in the area
[0.25, 10].

so the first minima towards the origin from 1 is at e
−3π

20 . Table 4.1 shows the
minima in the suggested area. It shows only the values for one dimension,
due to the separability of the function. The function value for global minima
is

fVincent(xg) = 0
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xi ∈ Funnel Diameter Local Minimum at
[e
−9π

20 , e
−5π

20 ) ≈ [0.234, 0.456) e
−5π

20 − e
−9π

20 ≈ 0.213 e
−7π

20 ≈ 0.333
[e
−5π

20 , e
−π
20 ) ≈ [0.456, 0.855) e

−π
20 − e

−5π
20 ≈ 0.399 e

−3π
20 ≈ 0.624

[e
−π
20 , e

3π
20 ) ≈ [0.855, 1.602) e

3π
20 − e

−π
20 ≈ 0.747 e

π
20 ≈ 1.170

[e
3π
20 , e

7π
20 ) ≈ [1.602, 3.003) e

7π
20 − e

3π
20 ≈ 1.401 e

5π
20 ≈ 2.193

[e
7π
20 , e

11π
20 ) ≈ [3.003, 5.629) e

11π
20 − e

7π
20 ≈ 2.626 e

9π
20 ≈ 4.111

[e
11π
20 , e

15π
20 ) ≈ [5.629, 10.55) e

15π
20 − e

11π
20 ≈ 4.922 e

13π
20 ≈ 7.706

Table 4.1: Funnel sizes and minima for the Vincent test function for one dimension.

4.1.3 Rotated and Ellipsoidal Rastrigin

This is a variant of the Rastrigin test function from section 4.1.1. The square
x2

i of the default Rastrigin test function is changed to an ellipsoid. Addition-
ally we augment a rotation to the problem landscape. Given the rotation
matrix Γ, an axis aligned ellipsoid Σ and a column vector x, the function is
defined by

fElRotRast1(x) = ξn + x̂tΣx̂−
n

∑
i=1

(ξ cos(2πxi)) (4.1)

where xi is the ith component of x, and x̂ = Γx. A variant which is also used
in this thesis is

fElRotRast2(x) = ξn + x̂tΣx̂−
n

∑
i=1

(ξ cos(2πx̂i)) (4.2)

ξ is suggested to be 10, as in the default Rastrigin test function. Figure 4.3
shows the two variants of the rotated, ellipsoidal Rastrigin test function. The
global minimum of the function is

xg = (x1, x2, x3, . . . , xn) = (0, 0, 0, . . . , 0)

where
fElRotRast∗(xg) = 0

The local minima depend heavily on the chosen ellipsoid. For directions of
the ellipsoid, where the eigenvalues are smaller than one, the functions have
the local minima

xl1 = (x1, x2, x3, . . . , xn), xi ∈N

for the first version, defined by equation 4.1. And at

xl2 = (x1, x2, x3, . . . , xn) = ϕ1e1 + ϕ2e2 + . . . + ϕnen

where n is the number of dimensions, ϕi ∈ N and ei are the normed eigen-
vectors of Γ. This is only valid for minima of a funnel not touching the
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4.1. Test Functions

boarder. The local minima for fElRotRast1 and fElRotRast2 heavily depend on
the matrix Σ. If it is chosen to have big values, the local minima towards the
boundary vanish because the ellipsoid overpowers the cosine function. This
problem is depicted in figure 4.7. The funnel size of the local minima is one
for funnels not touching the boarders of the landscape. The suggested lower
and upper boundaries are −5.12 and 5.12, respectively.

In this thesis, we use a random rotation matrix. We build the rotation matrix
by sampling all the entries of Γ from a normal distribution. Γ is a n ×
n matrix. We then orthogonalize the column vectors of Γ. Algorithm 4.1
describes the procedure. The axis aligned ellipsoid Σ is a diagonal matrix.
The entries are chosen to lead to a matrix with a Condition of 34/3. The
matrix has the following values:

Σi,j =


0 i f i 6= j
3/4 i f i = j = 1
1 i f i = j = 2
Σi−1,i−1 +

7.5
n−2 i f i = j and i > 2

where n is the dimensionality of the problem.

Algorithm 4.1 Orthogonalize Vectors
1: Given n and B, the dimensions and a square, normal sampled matrix.
2: for i = 1 : n do
3: (Orthogonalize the ith column of B to all previous columns)
4: for j = 1 : i− 1 do
5: B:,i ← B:,i − (Bt

:,iB:,j)B:,j
6: end for
7: (Norm the ith column)
8: B:,i ← B:,i/‖B:,i‖
9: end for

10: Returns the orthogonal matrix B

4.1.4 Mirrored Vincent

The mirrored Vincent test function is an extension to the Vincent test func-
tion described in section 4.1.2. It is a multimodal, non-convex function with
many basins in different sizes. Additionally we add a square term x2 to have
a single global optimum.

We shift the function by τ = e
−7π

20 , so that the smallest suggested minimum
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4. Synthetic Test Functions
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Figure 4.3: A three dimensional and a contour plot of the two variants of the rotated, ellipsoidal
Rastrigin test function. The upper panel shows a function described by equation 4.1 and the
lower panel a function defined by equation 4.2. The boundaries are at −5.12 and 5.12.

of the Vincent function (see 4.1.2) is in the origin. The function is defined by

fmVincent(x) = ξn +
n

∑
i=1

(
x2

i − ξsin(10 log(|xi|+ τ))
)

We suggest the boundaries to be at −5 and 5, respectively. ξ defines the
amplitude of the sine curve. Figure 4.4 depicts the mirrored Vincent test
function. The global minimum is in the origin and has the value

fmVincent(xg) = 0

The local minima are the same as in the Vincent test function, but shifted.
We list the local minima in table 4.2.
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4.2. Staircase
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Figure 4.4: A three dimensional and a contour plot of the mirrored Vincent test function in the
area [−5, 5].

xi ∈ Funnel Diameter Local Minimum
[0, e

−5π
20 − τ) 2e

−5π
20 ≈ 0.246 0

[e
−5π

20 − τ, e
−π
20 − τ) e

−π
20 − e

−5π
20 ≈ 0.399 e

−3π
20 − τ ≈ 0.291

[e
−π
20 − τ, e

3π
20 − τ) e

3π
20 − e

−π
20 ≈ 0.747 e

π
20 − τ ≈ 0.837

[e
3π
20 − τ, e

7π
20 − τ) e

7π
20 − e

3π
20 ≈ 1.401 e

5π
20 − τ ≈ 1.860

[e
7π
20 − τ, e

11π
20 − τ) e

11π
20 − e

7π
20 ≈ 2.626 e

9π
20 − τ ≈ 3.779

Table 4.2: Funnel sizes and minima for the mirrored Vincent test function for one dimension. τ
is equal to e

−7π
20 . Values are given for positive inputs. For negative values, only the sign changes.

4.2 Staircase

The normalization process of section 3.2 is done to ensure a safe transfor-
mation of the objective function into a staircase-like function. We see in
figure 4.5 that the approximation is near to the desired property. 12/1002

are not converging into the local minimum. The transformed function is the
Rastrigin test function introduced in section 4.1.1.

4.3 Mirrored Vincent & Funnel Size Parameter

To get insight in the influence of the funnel size parameter, we test the
memetic Gaussian adaptation algorithm on the mirrored Vincent test func-
tion (see section 4.1.4). The global minimum of this function is in the origin.
The local optimizer is not influenced by the boarders, because the search
direction always points away from the nearest boarder. Tables 4.3, 4.4, 4.5
and 4.6 show the full obtained results. Tables 4.3 and 4.4 show the statistics
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Figure 4.5: Comparison of the desired staircase function of the Rastrigin (section 4.1.1) test
function (left) versus the staircase function build by the local optimizer (right). The upper panel
shows the front of the function and the lower panel the backside.

for an estimated funnel size of 0.246, which is approximately the smallest
funnel size of the problem landscape. In tables 4.5 and 4.6 we show the data,
when the estimated funnel size is set to 1.05, which is approximately the
mean of all the funnel sizes. We set the restart criterion TolR of mGaA for
both estimates of the funnel size to a tenth of the smaller one, i.e. 0.246/10.

Only three configurations of mGaA are successful in all tested dimensions,
Φ1, Φ2 and Φ4. Clearly, the benefit of adapting the search radius is shown.
Φ5 which has a constant search radius never succeeds in finding the global
minimum. Also the monotonic approach fails for higher dimensions, it gets
trapped too soon, i.e. it restart to early due to the TolX factor of mGaA,
which enforces a restart if the history of locations has only small differences.
When this restart criterion is met, it means that the algorithm is stuck in a
local minimum.

Surprisingly Φ3 is only successful for 50 dimensions and not for higher ones.
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4.3. Mirrored Vincent & Funnel Size Parameter

Conf. Φ1 Φ2 Φ3 Φ4 Φ5 Φ6

10 Dimensions
min 5.71e+04 6.10e+04 5.73e+04 5.68e+04 — 1.48e+04

median 6.75e+04 6.86e+04 6.59e+04 6.76e+04 — 5.39e+04
max 7.26e+04 7.57e+04 7.46e+04 7.17e+04 — —

mean 6.71e+04 6.84e+04 6.57e+04 6.66e+04 — 9.70e+04
std 3.46e+03 3.58e+03 3.51e+03 3.85e+03 — 9.40e+04
ps 1.00 1.00 1.00 1.00 0.00 0.97

sperf 6.71e+04 6.84e+04 6.57e+04 6.66e+04 — 1.00e+05
µR 1.00 1.00 1.00 1.00 — 3.62
µG 1.76e+03 1.80e+03 1.76e+03 1.75e+03 — 2.48e+03

µLM 19.08 19.64 20.76 18.39 — 20.43
50 Dimensions

min 1.01e+06 9.94e+05 1.01e+06 9.79e+05 — —
median 1.07e+06 1.08e+06 2.00e+06 1.04e+06 — —

max 1.11e+06 1.14e+06 — 1.07e+06 — —
mean 1.06e+06 1.08e+06 1.61e+06 1.04e+06 — —

std 2.98e+04 3.39e+04 5.05e+05 2.44e+04 — —
ps 1.00 1.00 0.57 1.00 0.00 0.00

sperf 1.06e+06 1.08e+06 2.84e+06 1.04e+06 — —
µR 0.00 0.00 0.24 0.00 — —
µG 2.16e+04 2.18e+04 2.83e+04 2.11e+04 — —

µLM 56.62 58.63 65.27 41.15 — —

Table 4.3: Number of function and gradient evaluations (min, median, max, mean, standard
deviation) of the memetic Gaussian adaptation algorithm, optimizing the mirrored Vincent test
function. The estimated funnel size is 0.246. The first row indicates the used configuration. ps
shows the success rate and the column labeled sper f the success performance. µR and µLM mean
the average number of restarts per run and the average number of local optimization iterations
per sample, respectively. µG is the number of generations. The number of reruns is 30. The µ∗
are the mean number over the successful runs.

When we look at figure 4.6, we see that Φ3 accepts non to very few samples
at the beginning of the optimization. Whereas Φ1 and Φ2 accept many at
the beginning. These two have the desired property of first accepting many
samples and then trap the global minimum more and more. The fact that
Φ3 performs this bad, comes from the structure of the mirrored Vincent
function. The basins far away from the origin, i.e. the global minimum, are
huge. The probability of optimizing into a better local minimum, which is
inside the current 99% probability interval is very small. Because of this,
the acceptance probability is very small at the beginning. But grows, when
the current funnel is smaller and nearer to the global optimum, respectively.
Figure 4.6 also depicts the Euclidean distance from the current location to
the global optimum. This also depicts, that Φ3 gets trapped in a funnel
far away from the origin, where the global optimum is. After a restart,
the method starts to converge towards the minimum, but the number of
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4. Synthetic Test Functions

Conf. Φ1 Φ2 Φ3 Φ4 Φ5 Φ6

100 Dimensions
min 3.58e+06 3.55e+06 3.67e+06 3.41e+06 — —

median 3.88e+06 3.91e+06 — 3.52e+06 — —
max — 4.04e+06 — 3.67e+06 — —

mean 3.88e+06 3.87e+06 3.74e+06 3.52e+06 — —
std 2.95e+05 1.34e+05 0.00e+00 4.94e+04 — —
ps 0.97 1.00 0.03 1.00 0.00 0.00

sperf 4.02e+06 3.87e+06 1.12e+08 3.52e+06 — —
µR 0.00 0.00 0.00 0.00 — —
µG 6.76e+04 6.77e+04 6.93e+04 6.39e+04 — —

µLM 37.57 107.71 101.27 72.43 — —
150 Dimensions

min 7.64e+06 7.59e+06 — 7.26e+06 — —
median 8.38e+06 8.47e+06 — 7.40e+06 — —

max 8.71e+06 8.68e+06 — — — —
mean 8.28e+06 8.38e+06 — 7.47e+06 — —

std 3.33e+05 3.24e+05 — 2.38e+05 — —
ps 1.00 1.00 0.00 0.93 0.00 0.00

sperf 8.28e+06 8.38e+06 — 8.00e+06 — —
µR 0.00 1.00 — 0.00 — —
µG 1.31e+05 1.31e+05 — 1.23e+05 — —

µLM 29.15 135.89 — 108.78 — —

Table 4.4: Number of function and gradient evaluations (min, median, max, mean, standard
deviation) of the memetic Gaussian adaptation algorithm, optimizing the mirrored Vincent test
function. The estimated funnel size is 0.246. The first row indicates the used configuration. ps
shows the success rate and the column labeled sper f the success performance. µR and µLM mean
the average number of restarts per run and the average number of local optimization iterations
per sample, respectively. µG is the number of generations. The number of reruns is 30. The µ∗
are the mean number over the successful runs.

generations is used up before it finds the global minimum. Tests show, that
this behavior is also present, when the initial step size r0 of the Gaussian
adaptation part is set to a bigger value.

The biggest difference of the two funnel size parameters is in the number
of iterations the local optimizer uses to converge. Tables 4.3, 4.4, 4.5 and
4.6 show the average number of iterations for the three configuration, which
successfully optimized the test function. The smaller estimate of the funnel
size leads the local optimizer to have at least twice as many iterations (for
n ≥ 50) as with the bigger estimate.

This leads to a larger overall sum of the function evaluations. But the relative
difference in the total number of function and gradient evaluations is in a
smaller magnitude, then the relative difference of the µLM. This comes from
the line search. It tries to satisfy the conditions introduced by Wolfe et al.
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4.4. Scaling & Transformed Landscapes

Conf. Φ1 Φ2 Φ3 Φ4 Φ5 Φ6

10 Dimensions
min 4.91e+04 5.29e+04 4.82e+04 4.99e+04 — 1.34e+04

median 5.86e+04 5.93e+04 5.57e+04 5.85e+04 — 5.28e+04
max 6.50e+04 6.39e+04 6.28e+04 6.63e+04 — —

mean 5.83e+04 5.86e+04 5.55e+04 5.86e+04 — 7.99e+04
std 4.27e+03 3.31e+03 3.52e+03 3.85e+03 — 8.00e+04
ps 1.00 1.00 1.00 1.00 0.00 0.97

sperf 5.83e+04 5.86e+04 5.55e+04 5.86e+04 — 8.27e+04
µR 1.00 1.00 1.00 1.00 — 2.93
µG 1.75e+03 1.75e+03 1.71e+03 1.76e+03 — 2.11e+03

µLM 14.81 14.85 14.01 14.33 — 16.06
50 Dimensions

min 9.15e+05 9.17e+05 8.77e+05 8.89e+05 — 2.56e+05
median 9.53e+05 9.67e+05 9.44e+05 9.40e+05 — —

max 9.98e+05 1.01e+06 — 9.91e+05 — —
mean 9.56e+05 9.62e+05 1.24e+06 9.42e+05 — 1.96e+06

std 2.19e+04 2.38e+04 4.25e+05 2.25e+04 — 3.97e+03
ps 1.00 1.00 0.73 1.00 0.00 0.10

sperf 9.56e+05 9.62e+05 1.69e+06 9.42e+05 — 1.96e+07
µR 0.00 0.00 0.09 0.00 — 2.00
µG 2.19e+04 2.21e+04 2.40e+04 2.14e+04 — 2.00e+04

µLM 23.74 23.73 24.40 19.64 — 23.46

Table 4.5: Number of function and gradient evaluations (min, median, max, mean, standard
deviation) of the memetic Gaussian adaptation algorithm, optimizing the mirrored Vincent
test function. The estimated funnel size is 1.05, the mean of the funnel sizes. The first row
indicates the used configuration. ps shows the success rate and the column labeled sper f the
success performance. µR and µLM mean the average number of restarts per run and the average
number of local optimization iterations per sample, respectively. µG is the number of generations.
The number of reruns is 30. The µ∗ are the mean number over the successful runs.

(section C.1, [31], [32]). If the maximal allowed step size is smaller then the
default one of the line search. The algorithm takes the maximal allowed
step size, if the directional derivative does not change its sign there. So less
function evaluations are used per line search iteration. This compensates to
some extend the larger number of local optimization iterations.

The success rate is very similar for both estimates of the funnel size. The
smaller estimate has a slightly larger one, but it is negligible.

4.4 Scaling & Transformed Landscapes

We investigate the Number of function and gradient evaluations to converge
to the global minimum. We test mGaA on the different variants of the Rast-
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4. Synthetic Test Functions

Conf. Φ1 Φ2 Φ3 Φ4 Φ5 Φ6

100 Dimensions
min 3.02e+06 2.97e+06 — 2.97e+06 — —

median 3.25e+06 3.18e+06 — 3.06e+06 — —
max 3.37e+06 3.33e+06 — 3.17e+06 — —

mean 3.22e+06 3.19e+06 — 3.07e+06 — —
std 8.97e+04 9.50e+04 — 5.13e+04 — —
ps 1.00 1.00 0.00 1.00 0.00 0.00

sperf 3.22e+06 3.19e+06 — 3.07e+06 — —
µR 0.00 0.00 — 1.00 — —
µG 6.75e+04 6.66e+04 — 6.34e+04 — —

µLM 10.10 27.70 — 24.41 — —
150 Dimensions

min 6.11e+06 6.08e+06 — 6.01e+06 — —
median 6.59e+06 6.50e+06 — 6.18e+06 — —

max — 6.66e+06 — — — —
mean 6.59e+06 6.45e+06 — 6.26e+06 — —

std 2.63e+05 1.50e+05 — 3.00e+05 — —
ps 0.93 1.00 0.00 0.97 0.00 0.00

sperf 7.07e+06 6.45e+06 — 6.48e+06 — —
µR 0.00 1.00 — 3.00 — —
µG 1.31e+05 1.28e+05 — 1.23e+05 — —

µLM 7.01 31.16 — 27.89 — —

Table 4.6: Number of function and gradient evaluations (min, median, max, mean, standard
deviation) of the memetic Gaussian adaptation algorithm, optimizing the mirrored Vincent
test function. The estimated funnel size is 1.05, the mean of the funnel sizes. The first row
indicates the used configuration. ps shows the success rate and the column labeled sper f the
success performance. µR and µLM mean the average number of restarts per run and the average
number of local optimization iterations per sample, respectively. µG is the number of generations.
The number of reruns is 30. The µ∗ are the mean number over the successful runs.

rigin test function introduced in section 4.1. The following are used

1. fRastrigin(x)

2. fElRotRast2(x) with Σ = I, which leads to a rotated Rastrigin test func-
tion.

3. fElRotRast1(x) with Γ = I, which is an axis aligned, ellipsoidal Rastrigin
test function.

4. fElRotRast2(x− τ), which is a shifted variant of the rotated, ellipsoidal
Rastrigin. We choose τ = −4.

The tested dimensions n are 10, 50, 100, 150 and 200. Figure 4.9 depicts the
plots of the runs. For the first three test functions, 50 runs are available. In
the case of function fElRotRast2(x − τ) the data for 25 runs is available. The

40



4.4. Scaling & Transformed Landscapes
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Figure 4.6: Acceptance ratio (upper panel) and distance to global optimum (lower panel) of
optimized samples on the mirrored Vincent test function in 150 dimensions.

maximal allowed number of samples drawn from the multivariate Gaussian,
or generations respectively, is 103n.

The scale is nicely approximated by

fQuad(n) = a1n2 + a2n + a3

The coefficients are listed in table 4.7.

For the first two functions, the configurations have similar numbers of func-
tion evaluations. This indicates, that the local minimizer is rotational invari-
ant which is an important property for a global search procedure. Müller
and Sbalzarini state the rotational invariance of Gaussian adaptation in [20].

The monotonic mGaA (Φ6) performed best of all configurations for the func-
tions with the global minimum at the center (tested functions 1,2 and 3). We
suppose this comes from the underlying structure of the problem landscape.
The quadratic with the overlying cosine curve, always offers a neighbor,
which has a better fitness value and is more towards the global optimum.
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4. Synthetic Test Functions

Configuration a1 a2 a3

fRastrigin(x)
Φ1 96.02 -1456 3.805e+04
Φ2 97.8 -1116 2.933e+04
Φ3 77.82 -838.7 2.899e+04
Φ4 82.98 -726.3 2.81e+04
Φ6 22.51 174 795

fElRotRast2(x) with Σ = I
Φ1 93.22 -1092 3.184e+04
Φ2 100.3 -1606 4.098e+04
Φ3 77.76 -761.6 2.775e+04
Φ4 84.05 -907 3.129e+04
Φ6 27.23 -546.4 1.577e+04

fElRotRast1(x) with Γ = I
Φ1 62.99 1453 -1.029e+04
Φ2 40.87 9332 -1.631e+05
Φ3 63.57 1096 -6298
Φ4 60.58 1232 -9687
Φ6 21.54 -181.6 7782

fElRotRast2(x− τ)
Φ1 71.47 1932 8.808e+04
Φ2 20.37 7253 -442.4

Table 4.7: Parameters for quadratic approximation of the Number of function and gradient
evaluations in terms of the dimension. The second order polynomial is fQuad(n) = a1n2 + a2n +
a3.

With this, when a sample is accepted, the algorithm is nearer to the min-
imum and the covariance matrix of the multivariate Gaussian is adapted
accordingly. The other methods also accept solutions, which are not neces-
sarily towards the global optimum. So the mean can also move away of the
global minimum.

When the landscape is stretched, the algorithm performs better. This comes
from the chosen eigenvalues of the axis aligned ellipsoid. For directions of
the big eigenvalues, the ellipsoid overpowers the cosine curve and no local
funnel is achieved. Figure 4.7 shows a one dimensional plot of fElRotRast1
with a factor 20. The furthest away local minimum, the local optimizer finds
in this case, is at maximum 3 local funnels away from the global optimum.

The lower right picture of figure 4.9 depicts, that for problems where the
global minimum is near the boarders, the covariance matrix adaptation plays
an important role. Only configurations, where the adaptation happens suc-
ceed in some of the scenarios. The only configuration which always suc-
ceeded is Φ1, our default configuration. Configurations Φ4 and Φ6 are not
able to solve the shifted problem in any dimension. The data shows, that the
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4.4. Scaling & Transformed Landscapes
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Figure 4.7: Vanishing local minima, when the eigenvalues of the base ellipsoid are chosen too
big. The blue line is the function and red line shows the function value of the corresponding local
minimum. The distance is in terms of α along the line p(α) = xg + αe. e is the corresponding
and normed eigenvector.

adaptation of the covariance matrix has a strong influence on the method for
this kind of functions. For example the isotropic case, Φ4 draws too many
samples which are not accepted and thus suffers of premature convergence.
Φ6, the monotonic case, suffers of early convergence to a local minimum too.
This configuration accepts only approximately one out of 1000 samples. This
leads to a steady decrease of the search radius. Because of the shifted nature
of the landscape, some of the samples are very far away from the global min-
imum. The steady increase of the search radius and the infrequent updates
of the covariance matrix lead the initially far away samples to be trapped in
a local optimum, before they reach the global one.

Configuration Φ2 is only successful for 50 dimensions of fElRotRast2(x − τ).
We also have some results, where the configuration converges in 100 dimen-
sions, but only if the maximum number of generations is ten times larger,
i.e. 104n with n equal to 100. But we use 103n in our test runs. Figure 4.8
shows the behavior of the function. It depicts, how the method first con-
verges towards the optimal point, but then gets stuck in a local minimum.
Only a restart is able to get the algorithm out of the current funnel then. The
obtained data indicates, that configuration Φ2 has problems when the local
minimum of a sample is far away from the initial sample location. This is
the case in function fElRotRast2(x− τ) for points far away from the global min-
imum. In these points, the ellipsoid overpowers the cosine function, figure
4.7 depicts this. So for places far away from the global optimum, the trans-
formed, staircase-like function has a huge platform. For the Baldwinian
viewpoint, this is bad, since it uses no information, where the location of
the local minimum is. So the behavior of the method is similar to a random
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4. Synthetic Test Functions
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Figure 4.8: Function trajectory of Φ2 failing to converge to the global optimum on the rotated,
shifted, ellipsoidal Rastrigin test function. n is equal to 100. Ten out of the hundred coordinates
are shown in the right plot. Every 200th generation is plotted.

walk on the platform. The right plot of figure 4.8 indicates the same.

Configuration Φ3 is the second most successful on function fElRotRast2(x− τ).
The biggest problem of this method, is how we set our limit. It is in terms of
generations and not function evaluations. It needs about 75% percent of the
function evaluations Φ1 needs to be successful, but the same number of gen-
erations. The runs reaching the maximal number of generations had restarts
in it. The maximal number of generations is set too tight for Φ3 to converge
after a restart. The method also suffers from premature convergence to a lo-
cal minimum. Because of the early stopped local minimizer. When the 99%
probability interval is mostly within the current funnel, there is no chance to
get out of it in the tested landscape. Because the local optimizer stops early,
even though it is in a funnel which would lead to a better function value.
This traps the method in the current funnel and enforces a restart due to the
shrinking search radius.

The memetic Gaussian adaptation is invariant to rotation and stretching
of the problem landscape. The default configuration of memetic Gaussian
adaptation is also invariant to a shift of the landscape. Even though some of
the initial point can be far away from the global minimum.

4.5 Global Landscape Approximation

A major thing of the pure Gaussian adaptation is to approximate the prob-
lem landscape, i.e. to adjust the high entropy Gaussian distribution to the
current funnel. The memetic Gaussian adaption should share the same prop-
erty, but with the distribution of the local minima, i.e. the global structure
of the transformed, staircase-like function. We choose the rotated, shifted,
ellipsoidal Rastrigin test function to visualize this property. The condition of
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4.5. Global Landscape Approximation
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Figure 4.9: Mean function evaluations for fRastrigin(x) and three different variants of
fElRotRast*(x). Only successful configurations are shown per dimension. In the upper panel,
the left depicts the function evaluations for fRastrigin(x) and the right one for the rotated Rastri-
gin. The lower panel shows the axis aligned, ellipsoidal Rastrigin and the right panel the shifted
fElRotRast2(x− τ). The single dot in the lower right plot belongs to Φ2.

the underlying ellipsoid is set to be 103/0.75. The smallest eigenvalue of the
ellipsoid is 0.75 and the rest of the eigenvalues are equally spaced between
1 and 103.

Figure 4.10 depicts the trajectories of a test run on this high condition Rastrigin-
like test function. The only stop criterion is the absolute distance of thresh-
old and minimal found function. All other criteria are turned off. We do this,
to see the behavior of the test method, after it found the global mininum and
how the covariance matrix is adapted during the whole optimization. The
plots in figure 4.10 show the search and adaptation performance of memetic
Gaussian adaptation in configuration Φ3. We show this configuration, be-
cause it performs best in terms of landscape adaptation. Additionally to the
trajectories of the evolution of the fitness and the eigenvalues, we show the
distance of the global ellipsoid to the covariance matrix. The distance is in
terms of the Frobenius norm. The Frobenius norm is defined by

‖A‖F =

√√√√ n

∑
i=1

n

∑
j=1
|Aij|2
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4. Synthetic Test Functions

which is the sum of squares of the elements of a matrix. Aij is the jth element
in the ith row. The lower plot in figure 4.10 is the trajectory of

‖ ˆC−1 − Ê‖F

where the hat means the normed matrix to have determinant one.

In the search phase, the algorithm evolves very fast towards the global struc-
ture, but does not longer adapt it, when it finds the minimum of the funnel.
Figure 4.10 shows how the eigenvalues and the Frobenius distance do not
change after the minimum is found. When the radius drops below a limit,
which is defined by the exactness of the local optimizer L-BFGS-B, better
results are found and accepted. This small local adaptations mess up the ap-
proximation of the distribution of the local minima. And thus the Frobenius
distance grows.

Only a few eigenvalues are adapted. This comes from the high condition
of the matrix. Only a few dimensions are multimodal. The major part
of the directions have only a single minimum. Because we optimize the
initial value without adapting the covariance matrix and move to this local
optimum as initial sample, i.e. the global optimum is found before we start
to adapt the covariance and in such some eigenvalues are never adapted.

4.6 Global Search Performance

We have different convergence rates on the test problems. Figure 4.11 shows
the number of generations versus the best fitness value achieved for two
landscapes and configuration Φ1. The first is the normal Rastrigin test func-
tion introduced in section 4.1.1 and the second is the rotated, shifted, ellip-
soidal Rastrigin function fElRotRast2(x − τ). This function is introduced in
section 4.1.3. The first values are neglected by the approximation. For exam-
ple we only consider the points after the first drop in the trajectories of the
Rastrigin test function. This phase can be seen as the search phase, whereas
in the first few iterations, the method first has to adapt the global nature of
the problem landscape as described in section 4.5.

The trajectory for the Rastrigin test function is a nice approximation to the
quadratic function

fQuad(g) = a1g2 + a2g + a3

where g is the generation. From the tested functions, this gives the smallest
least squares error. The parameters for the approximations are given in table
4.8. The trajectory for fElRotRast2(x − τ) has the smallest least squares error,
when using the approximation function

fExp(g) = c1ec2g
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4.6. Global Search Performance
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Figure 4.10: The upper panel shows the fitness value evolution (left) and the trajectory of
the eigenvalues of C−1. The lower panel depicts the trajectory of the search radius (left) and
the Frobenius distance of C−1 to the global ellipsoidal shape. The test function is the rotated,
shifted, ellipsoidal Rastrigin test function with condition 103. The configuration is Φ3 of mGaA.

n

50
100
150
200

Coefficients fQuad(x)
a1 a2 a3

3.068e-07 -8.816e3 62.2
8.942e-08 -6.531e-3 121.3
3.789e-08 -5.726e-3 220.5
1.612e-08 -4.171e-3 269.9

Coefficients fExp(x)
c1 c2

1008 -4.005e-4
3436 -1.541e-4
3981 -7.424e-05
5065 -4.843e-05

Table 4.8: Parameters for approximation convergence. The table in the middle shows the values
for the convergence approximation on fRastrigin(x), the polynomial fQuad(n) = a1g2 + a2g +
a3. The table on the right shows gives the parameters for the convergence approximation on
fElRotRast2(x− τ), the exponential function fExp = c1ec2x.

Some of the runs need more generations to converge to the minimum on
the right side of figure 4.11. This runs contain one restart. Interesting is
here, that the runs which had to restart, have a total Number of function
and gradient evaluations, which is similar to the one, as if the problem
landscape had twice the dimensions.
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Figure 4.11: Log-log plots of 12 runs in 50 (blue), 100 (green), 150 (red) and 200 (black) dimen-
sions on the normal Rastrigin test function (left) and the rotated, shifted, ellipsoidal Rastrigin
test function (right). The upper panel shows log-log plots, and the lower log-linear plots of the
same data. We show the data for configuration Φ1.

4.7 Comparison to Other Methods

We compare two variants of the memetic Gaussian adaptation algorithm
with multi-start local search (MLS) and general variable neighborhood search
(CGVNS) introduced by Mladenović et al. [18]. The first variant of mGaA
is the default configuration Φ1 and the second only accepts samples which
are better than the current best (Φ6). The methods are compared on the
Rastrigin test function.

Multi-start local search samples uniform random in the space and locally op-
timizes the sample. CGVNS is a generalized variable neighborhood search.
It uses neighborhood structures to search through the solution space. Neigh-
borhoods are in this case defined by near locations whose distances do not
exceed some radius under the infinity norm. The algorithm optimizes sam-
ples taken from the neighborhood locally. If the local minimum is better then
the current, the algorithm moves to this solution and restarts the iteration
process. While samples are not accepted, the neighborhoods are increased.
Additionally to this unconstrained algorithm described, CGVNS introduces
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4.7. Comparison to Other Methods

n MLS CGVNS mGaA Φ1 mGaA Φ6

50 208.94 2.09e-9 2.67e-12 1.02e-12
100 515.39 4.58e-9 0.00e+0 2.00e-11
150 892.47 7.06e-9 4.55e-13 0.00e+0
200 1227.77 9.51e-9 3.18e-12 0.00e+0

Table 4.9: The best achieved values of ten runs on the Rastrigin test function. Multi-start local
search is compared with CGVNS and the configurations Φ1 and Φ6 of mGaA.

a penalty term to the objective function. This term adds a penalty to the
function value, if the found local optimum is outside the bounded region.

We see in table 4.9 that MLS does not find the global optimum in ten runs.
CGVNS and the two Gaussian adaptation found the global optimum in all
runs.

Table 4.10 shows the computational effort of the CGVNS compared to the
two variants of Gaussian adaptation. The MLS is neglected, because it never
finds the global minimum. The computational effort is calculated, as if finite
differences are used. A function evaluation and the directional derivative
count one, the gradient evaluation n, where n is the number of dimensions.
We count the evaluations depending on the dimensionality of the output,
i.e. function and directional derivatives count as one evaluation, gradient
evaluations count as n evaluations, where n is the dimensions. This way of
counting goes back to Mladenović et al. [18]. The default mGaA performs
similar to CGVNS, i.e. the number of function and gradient evaluations is
in the same order of magnitude. We think that the difference in the higher
dimensions comes from the different line search procedures of the local opti-
mizers. CGVNS uses a golden section search, whereas mGaA uses a polyno-
mial interpolation method. Evaluating one point in the line search of mGaA
is twice as expensive as the one in CGVNS.

Monotonic mGaA performes best. It needs approximately one third of the
function evaluations of the other two methods. The reason is the structure
of the Rastrigin test function. Every local has at least one direct neighbor,
which is better and is nearer to the global minimum. So when the algorithm
only accepts better solutions than the current best, it only samples towards
the global optimum.
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4. Synthetic Test Functions

n CGVNS mGaA Φ1 mGaA Φ6

50 1.33e+6 1.07e+6 3.46e+5
100 5.38e+6 5.44e+6 2.02e+6
150 1.10e+7 1.50e+7 4.20e+6
200 2.40e+7 3.05e+7 9.12e+6

Table 4.10: The average computational effort of ten runs on the Rastrigin test function. CVGNS
is compared with the memetic Gaussian adaptation configurations Φ1 and Φ6.
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Chapter 5

Lennard-Jones Cluster

Lennard-Jones (LJ) clusters are a heavily standard optimization problems.
They are one of the best studied models in theoretical chemistry and bio-
physics. The LJ potential is used as an approximation of the forces acting
between atoms. The Lennard-Jones Potential describes the short range re-
pulsive forces from the overlapping of electron orbits and the attracting long
range forces (van der Waals forces). The LJ potential is believed to be a good
approximation for noble gases, such as Argon. The cluster minimum is of
interest, because it is believed, that the according arrangement is the most
probable one for a molecule [15].

The pairwise forces of between single atoms is described by

Vm,n(r) = kε
[(σ

r

)n
−
(σ

r

)m]
where σ is the root of the potential, ε the depth of the lowest point below
zero, and m and n describe the curves form. k is defined by

k =
n

n−m

( n
m

) m
n−m

The input r is the euclidean distance from the atom. Figure 5.1 depicts the
most used LJ potential V12,6. To get the cluster potential, we sum up all the
pairwise LJ potentials, with

E(x) =
1
2

N

∑
i=1

N

∑
j=1

V(rij) (5.1)

where x is the current configuration, containing all the current positions
of the particles, N the number of particles and rij the Euclidean distance
between the ith and the jth particle.
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5. Lennard-Jones Cluster

Figure 5.1: Lennard-Jones-(12,6)-potential. Figure taken from http://en.wikipedia.org/

wiki/Lennard-Jones_potential

The optimization problem is to find an arrangement of the particles, which
minimizes the cluster potential given in equation 5.1. For more than four
particles, it is not possible to arrange them in a way, that all are in the best
possible distance

rm = 21/6σ

to each other. The potential energy landscape (PES) is multi-funneled and
non-convex. For clusters smaller than 19 particles, the PES has only one fun-
nel containing different smaller funnels, similar to the Rastrigin test function
from section 4.1.1. For bigger numbers of particles, the landscape is addi-
tionally multi-funneled from a macroscopic view. Wales et al. ([6], [30])
introduced the disconnectivity graphs to visualize this property. Figure 5.2
shows the disconnectivity graphs for 19 and 38 particles. Disconnectivity
graphs show the energy barrier for transitions from one configuration to
the other, i.e. the hight of the funnel of the current configuration to get to
an other one. Disconnectivity graphs for different sizes of Lennard-Jones
clusters are published by Doye et al. [6] and Wales [30].

In the optimization of the runs, we eliminate six dimensions of the prob-
lem. First we place one particle in the origin of the coordinate system and
do not move it from there. We can do this, because the arrangements are
shift invariant. This reduces the problems dimensions by three. The cluster
potential stays the same, when the whole cluster is rotated. We use this, to
get rid of three additional dimensions, i.e. a second particle can only move
along the x-axis (reduces the degrees of freedom by two) and one can only
move within the plane spanned by the x-axis and the y-axis (reduces the
degrees of freedom by one). So an optimization problem has the size of
n = N × 3− 6, with N being the number of particles.
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5.1. Numerical Results

Figure 5.2: Disconnectivity graphs for clusters with 19 (left) and 38 (right) particles. For 19
particles only the 250 best paths are shown, for 38 the 150 best. The vertical axis indicates the
cluster potential in terms of ε. The red dot indicates the global minimum and the blue dot the
second best global minimum. Figures are taken from Doye et al. [6].

In all the runs, we initialize the particles uniformly distributed around the
origin. The maximal allowed distance from the origin is set to be 2. As a
safeguard, the particles are not allowed to leave a box within a lower and
an upper bound, which are −4.5 and 4.5. To reduce the computational
complexity of the memetic algorithm, we do not use the Gibbs sampler (see
section 2.2.2). We sample from a normal distribution. Outliers, which are not
within the desired area, are projected onto the boarder. This does not have
to much influence to the optimization problem, because we never observe
a coordinate farer away from the mean then 4.1, even for the 90 particles
cluster, in our runs.

For the Lennard-Jones cluster problems, we set the tolerance of the algo-
rithm being away from the heuristically known global minimum to 1e-02.
The runs show that this is small enough for the tested clusters.

5.1 Numerical Results

We test three variants of the memetic Gaussian adaptation algorithm on
Lennard-Jones clusters, Φ1, Φ2 and Φ4, introduced in section 3.1. Table
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5. Lennard-Jones Cluster

N Energy Q4 Q6 W4 W6

31 -133.5864 0.0180 0.1357 0.0487 -0.1066
38 -173.9284 0.1909 0.5745 -0.1593 -0.0132
50 -244.5499 0.0084 0.1255 0.0475 -0.1270
60 -305.8754 0.0054 0.0744 -0.0943 -0.1429
70 -366.8922 0.0004 0.0197 0.1341 -0.1004
75a -397.4923 0.0299 0.3058 0.1341 -0.0931
75b -396.2822 0.0066 0.0207 -0.0132 0.0093
76a -402.8949 0.0303 0.3021 0.1277 -0.0927
76b -402.3846 0.0042 0.0204 0.0386 -0.0144
77a -409.0835 0.0338 0.3010 0.1179 -0.0922
77b -408.5183 0.0061 0.0193 0.0395 0.0021
80 -428.0836 0.0049 0.0180 0.0940 0.0043
90 -492.4339 0.0103 0.1477 0.1143 -0.1462

Table 5.1: Summary of global cluster potential minima of the tested cluster cases. The bond
order parameters Q4, Q6 W4 and W6 are given for every instance. An ”a” indicates the global
minimum and ”b” the second best.

5.1 lists the global minima of the tested number of particles1. The cases
are chosen in a linear fashion, plus some which are reported to be hard
problems by Leary [15]. Depending on the CPU-time resources up to 25
runs are available.

Tables A.13 and A.14 list the results of the tested clusters. The success rate
for clusters smaller and equal than 60 particles is almost one. The algorithm
never restarts for these clusters. This indicates that the optimal arrangement
of the clusters is either within a wide funnel of the PES or the PES has only
few funnels, which are all visited by mGaA. Whereas funnels are defined
as locations for which a monotonic algorithm, such as the monotonic basin
hopping (algorithm 5.1, [15]), ends up at the same arrangements. The suc-
cess rate drastically decreases for clusters with 70 and more particles, as the
number of funnels increases. For example Leary states in [15] that the num-
ber of funnels is 12 for 60 particles and 90 for 70 particles. The number of
restart for the 70 particles cluster indicates this too.

The clusters of size 75, 76 and 77 are known to be hard problems. These clus-
ters do not have an icosahedral global minimum. The only known smaller
cluster which shares this characteristic is the 38 particles cluster. But it has
only three funnels. The other tested clusters have a global minima, which
has a icosahedral arrangement. The funnel containing the global minima
is small compared to the funnel with icosahedral arrangements. Also the
energy barrier between the optimal funnel and the second best arrangement

1Data from http://physchem.ox.ac.uk/~doye/jon/structures/LJ/tables.150.html.
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5.1. Numerical Results

Figure 5.3: Disconnectivity graph for the cluster problem with 75 particles. Only the 250 best,
known energy minima are shown. The vertical axis indicates the cluster potential in terms of ε.
The red dot indicates the global minimum and the blue dot the second best global minimum.
Figure is taken from Doye et al. [6].

is very high. The disonnectivity graph in figure 5.3 depicts this. The chance
of falling into this funnel is very low. In our test runs, the algorithm fails
to ever converge into this funnel. The monotonic sequence basin-hopping
algorithm introduced by Leary [15] has similar or better success rates for the
Lennard-Jones clusters. This algorithm converges in 4 of 1000 cases into this
global minimum. So it is not surprising, that our method did never find this
minimum.

Memetic Gaussian adaptation finds the second best minimum of 75, 76 and
77 particles clusters. As figure 5.3 depicts, in the case of 75 particles, for
example, this is a wide funnel with many nearly optimal arrangements. In
this part, the geometric structure of the cluster is icosahedral.

To visualize the search within this funnel, we use the so called bond order
parameters (BOP). BOP was initially introduced by Steinhardt et al. [27] in
1983. Two different BOPs are defined, the Ql and the Wl . Ql is defined by

Ql =

(
4π

2l + 1

l

∑
m=−l

|Qlm|2
)1/2
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5. Lennard-Jones Cluster

with

Qlm =
1

Nb
∑

rij<r0

Ylm(θij, ϕij)

where Nb are all the neighbors of an atom which are not further away then
some predefined radius r0, i.e. the sum is over all the bonds for which the
two atoms do not have a bigger pairwise distance r0 in the cluster. Ylm(θ, ϕ)
describes a spherical harmonic and θ and ϕ are polar and azimuthal angles
to some arbitrary coordinate frame. Ql does not depend on the chosen
coordinate frame. We use the nearest neighbor criterion r0 = 1.391σ as
suggested by Doye et al. [5]. σ is the root of the Lennard-Jones potential
function. Depending on parameter l, the parameter is sensitive to different
geometric structures. How too calculate the Wl is for example shown in [16]
or [19]. The bond order parameter Ql can be used to differentiate icosahedral
arrangements to other, such as the Mark’s decahedron or the face centered
cubic (fcc) octahedron. The Mark’s decahedron is the optimal arrangement
for the 75 to 77 particles clusters. The fcc octahedron is the best arrangement
in the case of 38 particles.

In figure 5.4 the parameters Q4 and Q6 are plotted versus the cluster energy
for configurations Φ1 and Φ4. The figure indicates, that mGaA searches the
whole space, but never falls into the funnel with the global minimum, even
though the parameters for the Mark’s decahedron are achieved. It is not
surprising that mGaA does not favor the small funnel containing the global
minima. This because the funnel is very small compared to the funnel with
the second best, icosahedral, minimum (see figure 5.5). Gaussian adaptation
is designed to favor large funnels with small fitness values, because it adjusts
a high-entropy Gaussian distribution to the center of the broad region [19].

A close look at figures 5.7, 5.4 and 5.8 shows some differences in the clus-
ter potentials. Configuration Φ1 visits many more arrangements with lower
cluster potentials. For example in figure 5.4, the tail is longer and more pop-
ulated for Φ1 than it is for Φ4. The same is also observable in the cluster with
90 particles (figure 5.8). In conclusion, this indicates a better optimization
of the cluster within a geometrical class for the default configuration com-
pared to configuration Φ4. This is also indicated, when looking at figure 5.6.
We see, that Φ1 finds the second best minimum very fast. The second best
minimum is found after only a few hundred generations. Configuration Φ4
needs about five times longer. Also configuration Φ4 is stuck for more gen-
erations within a funnel. The methods gets trapped faster in a funnel than
Φ1. It has difficulties to leave such a local minimum again. The lower panel
in figure 5.6 depicts the search radius. The plots of the search radii back up
the suggested search radius of Leary [15]. Our method finds better solutions
within a search radius between 0.1 and 0.4. This is indicated by the growth
of the radius.
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Figure 5.4: Trajectories of the bond order parameters versus the cluster energy. The left panel
shows the trajectory for Φ1 and the right one for Φ4. The number of particles is 75.

Figure 5.5: The icosahedral arrangement (left) and the Marks decahedral arrangement of a
Lennard-Jones cluster with 75 particles. The arrangements correspond to the second lowest and
lowest cluster potential.
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Figure 5.6: Trajectories of the cluster potential and the search radii for configurations Φ1 (left)
and Φ4 (right). The number of particles is 75. Every 200th generation is plotted. The jumps of
threshold depict a restart of the method.

5.2 Potential Energy Landscape

It is an open question, how the local minima are distributed over the poten-
tial energy landscape. From the work by Doye and Wales ([6], [5], [29], [30])
we have an estimate of the funnel sizes and energy barriers in between. But
little is known about the basic shape of the landscape. From the figures 5.7,
5.4 and 5.8 we see that the distribution over the bond order parameters is
not very different for the two configurations Φ1 and Φ4 (also see the figures
in appendix B). For the higher order cluster problems we tested, e.g. 75 and
90 particles, the default configuration is able to have a little higher variation
then Φ4. We think this is, because Φ1 does not get stuck so fast in a funnel
and in such explores more of the space. But this does not help to find the
global minimum. In figures B.2 and B.3 all four bond order parameters are
plotted versus the cluster energy. The 90 particles cluster has an icosahedral
global minimum and the 75 particles cluster a Mark’s decahedral one. But
the figures show no significant difference in the clouds for the different bond
order parameters. This leads to the conclusion, that adapting the covariance
does not help finding the global minimum with our method parameter set.

We can also reach this conclusion, when we compare mGaA with the mono-
tonic sequence basin-hopping algorithm (MSBH) introduced by Leary [15]
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Figure 5.7: Trajectories of the bond order parameters versus the cluster energy. The left panel
shows the trajectory for Φ1 and the right one for Φ4. The number of particles is 38. Every
second generation is plotted. The 20 last ones are colored in black.

and the initial MCM basin-hopping algorithm (MCM LM) by Wales [29].
The basin-hopping algorithms can be seen as multi-start algorithms. They
work very similar to the memetic Gaussian adaptation, but do not adapt the
multivariate Gaussian distribution. Algorithm 5.1 shows the structure of
the basin-hopping algorithms. The two algorithms only differ in how they
accept the optimized sample. MSBH only accepts an optimized sample, if it
has a better fitness value then the current one. MCM LM uses a Boltzmann
criterion to accept or reject samples. Theses algorithms perform better in
terms of generations than mGaA. The algorithms need at at maximum the
same number of generations as mGaA does for all tested configurations. But
on the other hand, the success rate is smaller for MSBH for small clusters
and gets similar for larger ones. We can not compare the success rates for 75,
76 and 77 particles, because we do not have enough data to say something
about these. Leary [15] reports a success rate of 0.004 for MSBH for the 75
particles cluster.

The above points indicate, that with our parameter set of the memetic Gaus-
sian adaptation algorithm, the adaptation does not provide any help in find-
ing the global minimum. We think, that the PES has no global shape, which
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5. Lennard-Jones Cluster

can be approximated by a quadratic, zeroth-order, variable metric method.

Algorithm 5.1 Basin-Hopping Algorithm
1: Choose initial guess x0, maximum number rejections Rmax and

a variance σ
2: k← 0
3: (Set rejection counter to zero)
4: R← 0
5: while R ≤ Rmax do
6: (Sample new location)
7: hatxk+1 ← xk +N (0, σ)
8: (Optimize new location)
9: xk+1 ← LM(x̂k+1)

10: if f (xk+1) < criterion then
11: k← k + 1
12: R← 0
13: else
14: R← R + 1
15: end if
16: k← k + 1
17: end while
18: Returns xk and f (xk)
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5.2. Potential Energy Landscape

−495 −490 −485 −480 −475 −470 −465 −460
0

0.05

0.1

0.15

0.2

Energy [ε]

Q
4

−495 −490 −485 −480 −475 −470 −465 −460
0

0.05

0.1

0.15

0.2

Energy [ε]

Q
4

−495 −490 −485 −480 −475 −470 −465 −460
0

0.1

0.2

0.3

0.4

0.5

0.6

0.7

Energy [ε]

Q
6

−495 −490 −485 −480 −475 −470 −465 −460
0

0.1

0.2

0.3

0.4

0.5

0.6

0.7

Energy [ε]

Q
6

Figure 5.8: Trajectories of the bond order parameters versus the cluster energy. The left panel
shows the trajectory for Φ1 and the right one for Φ4. The number of particles is 90. The last
20 printed steps are colored in black.
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Chapter 6

Conclusion

We introduced a novel unification of two variable metric method. The state-
of-the-art first order optimizer is coupled with the Gaussian adaptation ze-
roth order optimizer. Benchmarks on synthetic test functions illustrated dif-
ferent characteristics of memetic Gaussian adaptation. Six different configu-
rations of the algorithm were used. The test runs have shown the invariance
of the method towards elongation and rotation of the problem landscape.
The algorithm performed well on the Rastrigin test function compared to
CGVNS [18] and multi-start local search.

The method is not only able to solve non-convex, multivariate optimization
problems, it also learns the distribution of the local minima during its explo-
ration of the search space.

The introduced method was also tested on Lennard-Jones micro-cluster prob-
lems. We were able to solve cluster up to 60 particles with a success rate of
nearly 100%. For difficult higher dimensional cluster problems (75 to 77
particles), memetic Gaussian adaptation was able to find the second best ar-
rangement in many runs. Which is enforced due to the nature of the zeroth
order method Gaussian adaptation. The funnels with the second best cluster
arrangement are at the bottom of wide funnel for the hard problems.

We showed the gain of the covariance matrix adaptation on Lennard-Jones
clusters. With adapting the sampling distribution, the method was able to
find more lower minima than without and found the funnel bottoms faster.

We found different indications about the funnel landscape of the Lennard-
Jones clusters. It seems that the global shape of the problem landscapes are
very similar for the different cluster sizes, in terms of arrangements with
low cluster potentials. The algorithm sampled similar amounts of potential
solution candidates of the different arrangements for all the clusters.
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Appendix A

Tables

This appendix lists the numerical results obtained for chapter 4. The maxi-
mal number of generations is set to be 103n. n is the number of dimensions.
The different configurations are

• Φ1: Lamarckian viewpoint

• Φ2: Baldwinian viewpoint

• Φ3: 99% probability interval local search

• Φ4: Isotropic covariance matrix

• Φ5: Fixed search radius

• Φ6: Monotonic threshold handling

The first five lines are statistics in terms of function evaluations. The success
rate is the number of successful runs divided by the number of runs made,
i.e.

ps =
# successful runs

# runs
The success performance is a measure of how the algorithm performs overall.
The success performance is calculated by

sperf =
mean(FES for successful runs) · # runs

# successful runs

The average number of restarts is indicate by µR. µG is the average number
of generations memetic Gaussian adaptation used, to find the optimal solu-
tion. The last line, µLM indicates the average number of local minimization
iterations used per sample drawn by the Gaussian adaptation algorithm.

67



A. Tables

Conf. Φ1 Φ2 Φ3 Φ4 Φ5 Φ6

10 Dimensions
min 5.71e+04 6.10e+04 5.73e+04 5.68e+04 — 1.48e+04

median 6.75e+04 6.86e+04 6.59e+04 6.76e+04 — 5.39e+04
max 7.26e+04 7.57e+04 7.46e+04 7.17e+04 — —

mean 6.71e+04 6.84e+04 6.57e+04 6.66e+04 — 9.70e+04
std 3.46e+03 3.58e+03 3.51e+03 3.85e+03 — 9.40e+04
ps 1.00 1.00 1.00 1.00 0.00 0.97

sperf 6.71e+04 6.84e+04 6.57e+04 6.66e+04 — 1.00e+05
µR 1.00 1.00 1.00 1.00 — 3.62
µG 1.76e+03 1.80e+03 1.76e+03 1.75e+03 — 2.48e+03

µLM 19.08 19.64 20.76 18.39 — 20.43
50 Dimensions

min 1.01e+06 9.94e+05 1.01e+06 9.79e+05 — —
median 1.07e+06 1.08e+06 2.00e+06 1.04e+06 — —

max 1.11e+06 1.14e+06 — 1.07e+06 — —
mean 1.06e+06 1.08e+06 1.61e+06 1.04e+06 — —

std 2.98e+04 3.39e+04 5.05e+05 2.44e+04 — —
ps 1.00 1.00 0.57 1.00 0.00 0.00

sperf 1.06e+06 1.08e+06 2.84e+06 1.04e+06 — —
µR 0.00 0.00 0.24 0.00 — —
µG 2.16e+04 2.18e+04 2.83e+04 2.11e+04 — —

µLM 56.62 58.63 65.27 41.15 — —

Table A.1: Number of function and gradient evaluations (min, median, max, mean, standard
deviation) of the memetic Gaussian adaptation algorithm, optimizing the mirrored Vincent test
function. The estimated funnel size is 0.246. The first row indicates the used configuration. ps
shows the success rate and the column labeled sper f the success performance. µR and µLM mean
the average number of restarts per run and the average number of local optimization iterations
per sample, respectively. µG is the number of generations. The number of reruns is 30. The µ∗
are the mean number over the successful runs.
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Conf. Φ1 Φ2 Φ3 Φ4 Φ5 Φ6

100 Dimensions
min 3.58e+06 3.55e+06 3.67e+06 3.41e+06 — —

median 3.88e+06 3.91e+06 — 3.52e+06 — —
max — 4.04e+06 — 3.67e+06 — —

mean 3.88e+06 3.87e+06 3.74e+06 3.52e+06 — —
std 2.95e+05 1.34e+05 0.00e+00 4.94e+04 — —
ps 0.97 1.00 0.03 1.00 0.00 0.00

sperf 4.02e+06 3.87e+06 1.12e+08 3.52e+06 — —
µR 0.00 0.00 0.00 0.00 — —
µG 6.76e+04 6.77e+04 6.93e+04 6.39e+04 — —

µLM 37.57 107.71 101.27 72.43 — —
150 Dimensions

min 7.64e+06 7.59e+06 — 7.26e+06 — —
median 8.38e+06 8.47e+06 — 7.40e+06 — —

max 8.71e+06 8.68e+06 — — — —
mean 8.28e+06 8.38e+06 — 7.47e+06 — —

std 3.33e+05 3.24e+05 — 2.38e+05 — —
ps 1.00 1.00 0.00 0.93 0.00 0.00

sperf 8.28e+06 8.38e+06 — 8.00e+06 — —
µR 0.00 1.00 — 0.00 — —
µG 1.31e+05 1.31e+05 — 1.23e+05 — —

µLM 29.15 135.89 — 108.78 — —

Table A.2: Number of function and gradient evaluations (min, median, max, mean, standard
deviation) of the memetic Gaussian adaptation algorithm, optimizing the mirrored Vincent test
function. The estimated funnel size is 0.246. The first row indicates the used configuration. ps
shows the success rate and the column labeled sper f the success performance. µR and µLM mean
the average number of restarts per run and the average number of local optimization iterations
per sample, respectively. µG is the number of generations. The number of reruns is 30. The µ∗
are the mean number over the successful runs.
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A. Tables

Conf. Φ1 Φ2 Φ3 Φ4 Φ5 Φ6

10 Dimensions
min 4.91e+04 5.29e+04 4.82e+04 4.99e+04 — 1.34e+04

median 5.86e+04 5.93e+04 5.57e+04 5.85e+04 — 5.28e+04
max 6.50e+04 6.39e+04 6.28e+04 6.63e+04 — —

mean 5.83e+04 5.86e+04 5.55e+04 5.86e+04 — 7.99e+04
std 4.27e+03 3.31e+03 3.52e+03 3.85e+03 — 8.00e+04
ps 1.00 1.00 1.00 1.00 0.00 0.97

sperf 5.83e+04 5.86e+04 5.55e+04 5.86e+04 — 8.27e+04
µR 1.00 1.00 1.00 1.00 — 2.93
µG 1.75e+03 1.75e+03 1.71e+03 1.76e+03 — 2.11e+03

µLM 14.81 14.85 14.01 14.33 — 16.06
50 Dimensions

min 9.15e+05 9.17e+05 8.77e+05 8.89e+05 — 2.56e+05
median 9.53e+05 9.67e+05 9.44e+05 9.40e+05 — —

max 9.98e+05 1.01e+06 — 9.91e+05 — —
mean 9.56e+05 9.62e+05 1.24e+06 9.42e+05 — 1.96e+06

std 2.19e+04 2.38e+04 4.25e+05 2.25e+04 — 3.97e+03
ps 1.00 1.00 0.73 1.00 0.00 0.10

sperf 9.56e+05 9.62e+05 1.69e+06 9.42e+05 — 1.96e+07
µR 0.00 0.00 0.09 0.00 — 2.00
µG 2.19e+04 2.21e+04 2.40e+04 2.14e+04 — 2.00e+04

µLM 23.74 23.73 24.40 19.64 — 23.46

Table A.3: Number of function and gradient evaluations (min, median, max, mean, standard
deviation) of the memetic Gaussian adaptation algorithm, optimizing the mirrored Vincent
test function. The estimated funnel size is 1.05, the mean of the funnel sizes. The first row
indicates the used configuration. ps shows the success rate and the column labeled sper f the
success performance. µR and µLM mean the average number of restarts per run and the average
number of local optimization iterations per sample, respectively. µG is the number of generations.
The number of reruns is 30. The µ∗ are the mean number over the successful runs.
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Conf. Φ1 Φ2 Φ3 Φ4 Φ5 Φ6

100 Dimensions
min 3.02e+06 2.97e+06 — 2.97e+06 — —

median 3.25e+06 3.18e+06 — 3.06e+06 — —
max 3.37e+06 3.33e+06 — 3.17e+06 — —

mean 3.22e+06 3.19e+06 — 3.07e+06 — —
std 8.97e+04 9.50e+04 — 5.13e+04 — —
ps 1.00 1.00 0.00 1.00 0.00 0.00

sperf 3.22e+06 3.19e+06 — 3.07e+06 — —
µR 0.00 0.00 — 1.00 — —
µG 6.75e+04 6.66e+04 — 6.34e+04 — —

µLM 10.10 27.70 — 24.41 — —
150 Dimensions

min 6.11e+06 6.08e+06 — 6.01e+06 — —
median 6.59e+06 6.50e+06 — 6.18e+06 — —

max — 6.66e+06 — — — —
mean 6.59e+06 6.45e+06 — 6.26e+06 — —

std 2.63e+05 1.50e+05 — 3.00e+05 — —
ps 0.93 1.00 0.00 0.97 0.00 0.00

sperf 7.07e+06 6.45e+06 — 6.48e+06 — —
µR 0.00 1.00 — 3.00 — —
µG 1.31e+05 1.28e+05 — 1.23e+05 — —

µLM 7.01 31.16 — 27.89 — —

Table A.4: Number of function and gradient evaluations (min, median, max, mean, standard
deviation) of the memetic Gaussian adaptation algorithm, optimizing the mirrored Vincent
test function. The estimated funnel size is 1.05, the mean of the funnel sizes. The first row
indicates the used configuration. ps shows the success rate and the column labeled sper f the
success performance. µR and µLM mean the average number of restarts per run and the average
number of local optimization iterations per sample, respectively. µG is the number of generations.
The number of reruns is 30. The µ∗ are the mean number over the successful runs.
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A. Tables

Conf. Φ1 Φ2 Φ3 Φ4 Φ5 Φ6

10 Dimensions
min 5.99e+03 9.47e+03 9.08e+03 7.59e+03 1.18e+04 1.62e+03

median 1.28e+04 1.27e+04 1.20e+04 1.26e+04 1.24e+05 2.58e+03
max 1.53e+04 1.47e+04 1.43e+04 1.62e+04 — 7.37e+03

mean 1.26e+04 1.26e+04 1.19e+04 1.23e+04 2.34e+05 3.23e+03
std 1.75e+03 1.20e+03 1.40e+03 1.61e+03 1.65e+05 1.65e+03
ps 1.00 1.00 1.00 1.00 0.52 1.00

sperf 1.26e+04 1.26e+04 1.19e+04 1.23e+04 4.50e+05 3.23e+03
µR 0.00 0.00 0.00 0.00 0.00 0.16
µG 9.16e+02 9.12e+02 9.13e+02 8.94e+02 5.19e+03 2.49e+02

µLM 11.68 11.73 11.47 11.84 11.51 11.62
50 Dimensions

min 2.25e+05 2.21e+05 1.86e+05 2.17e+05 — 4.77e+04
median 2.40e+05 2.41e+05 2.14e+05 2.29e+05 — 5.24e+04

max 2.52e+05 2.62e+05 2.37e+05 2.40e+05 — 1.79e+05
mean 2.39e+05 2.44e+05 2.14e+05 2.29e+05 — 6.15e+04

std 6.09e+03 9.65e+03 1.30e+04 5.19e+03 — 2.59e+04
ps 1.00 1.00 1.00 1.00 0.00 1.00

sperf 2.39e+05 2.44e+05 2.14e+05 2.29e+05 — 6.15e+04
µR 0.00 0.00 0.00 0.00 — 0.14
µG 1.23e+04 1.24e+04 1.21e+04 1.18e+04 — 3.65e+03

µLM 18.45 18.32 17.05 23.37 — 19.93
100 Dimensions

min 7.87e+05 7.90e+05 6.37e+05 7.47e+05 — 1.95e+05
median 8.62e+05 9.14e+05 7.08e+05 7.87e+05 — 2.04e+05

max 9.25e+05 9.75e+05 8.02e+05 8.10e+05 — 6.76e+05
mean 8.59e+05 9.00e+05 7.12e+05 7.86e+05 — 2.64e+05

std 4.17e+04 4.65e+04 3.75e+04 1.44e+04 — 1.15e+05
ps 1.00 1.00 1.00 1.00 0.00 1.00

sperf 8.59e+05 9.00e+05 7.12e+05 7.86e+05 — 2.64e+05
µR 0.00 0.00 0.00 0.00 — 0.26
µG 3.86e+04 4.00e+04 3.73e+04 3.57e+04 — 1.41e+04

µLM 9.97 23.59 21.78 35.19 — 27.07

Table A.5: Number of function evaluations (min, median, max, mean, standard deviation) of
the memetic Gaussian adaptation algorithm, optimizing the Rastrigin test function. The first
column indicates the used configuration. ps shows the success rate and the column labeled sper f
the success performance. µR and µLM mean the average number of restarts per run and the
average number of local optimization iterations per sample, respectively. µG is the number of
generations.The funnel size was assumed to be 1. The number of reruns is 50. The µ∗ are the
mean number over the successful runs.
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Conf. Φ1 Φ2 Φ3 Φ4 Φ5 Φ6

150 Dimensions
min 1.80e+06 1.82e+06 1.45e+06 1.72e+06 — 4.67e+05

median 1.97e+06 2.07e+06 1.64e+06 1.76e+06 — 4.85e+05
max 2.08e+06 2.16e+06 1.81e+06 1.80e+06 — 1.05e+06

mean 1.94e+06 2.03e+06 1.64e+06 1.76e+06 — 5.10e+05
std 8.68e+04 1.02e+05 8.38e+04 1.93e+04 — 1.12e+05
ps 1.00 1.00 1.00 1.00 0.00 1.00

sperf 1.94e+06 2.03e+06 1.64e+06 1.76e+06 — 5.10e+05
µR 0.00 0.00 0.00 0.00 — 0.04
µG 7.47e+04 7.74e+04 7.51e+04 6.85e+04 — 2.29e+04

µLM 6.57 30.61 26.77 50.62 — 33.34
200 Dimensions

min 3.28e+06 3.36e+06 2.71e+06 3.14e+06 — 9.24e+05
median 3.59e+06 3.78e+06 2.98e+06 3.21e+06 — 9.42e+05

max 4.99e+06 4.01e+06 3.36e+06 3.27e+06 — 1.00e+06
mean 3.61e+06 3.73e+06 2.98e+06 3.21e+06 — 9.44e+05

std 2.20e+05 1.61e+05 1.41e+05 3.05e+04 — 1.55e+04
ps 1.00 1.00 1.00 1.00 0.00 1.00

sperf 3.61e+06 3.73e+06 2.98e+06 3.21e+06 — 9.44e+05
µR 0.02 0.00 0.00 0.00 — 0.00
µG 1.20e+05 1.23e+05 1.22e+05 1.09e+05 — 3.67e+04

µLM 2.34 50.85 23.95 65.79 — 40.30

Table A.6: Number of function and gradient evaluations (min, median, max, mean, standard
deviation) of the memetic Gaussian adaptation algorithm, optimizing the Rastrigin test function.
The first column indicates the used configuration. ps shows the success rate and the column
labeled sper f the success performance. µR and µLM mean the average number of restarts per
run and the average number of local optimization iterations per sample, respectively. µG is the
number of generations.The funnel size was assumed to be 1. The number of reruns is 50. The
µ∗ are the mean number over the successful runs.
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A. Tables

Conf. Φ1 Φ2 Φ3 Φ4 Φ5 Φ6

10 Dimensions
min 7.88e+03 6.55e+03 8.12e+03 9.52e+03 1.23e+04 1.81e+03

median 1.29e+04 1.25e+04 1.20e+04 1.24e+04 1.06e+05 2.67e+03
max 1.56e+04 1.54e+04 1.53e+04 1.46e+04 — 7.24e+03

mean 1.27e+04 1.23e+04 1.17e+04 1.24e+04 1.58e+05 3.27e+03
std 1.63e+03 1.59e+03 1.56e+03 1.24e+03 1.33e+05 1.56e+03
ps 1.00 1.00 1.00 1.00 0.54 1.00

sperf 1.27e+04 1.23e+04 1.17e+04 1.24e+04 2.93e+05 3.27e+03
µR 0.00 0.00 0.00 0.00 0.00 0.16
µG 9.14e+02 8.91e+02 9.02e+02 8.99e+02 4.68e+03 2.52e+02

µLM 11.73 11.64 11.48 11.86 11.56 11.69
50 Dimensions

min 2.23e+05 2.25e+05 1.84e+05 2.02e+05 — 4.74e+04
median 2.40e+05 2.48e+05 2.17e+05 2.29e+05 — 5.23e+04

max 2.50e+05 2.63e+05 2.40e+05 2.38e+05 — 1.83e+05
mean 2.40e+05 2.47e+05 2.16e+05 2.27e+05 — 6.64e+04

std 6.27e+03 7.97e+03 1.39e+04 8.19e+03 — 3.30e+04
ps 1.00 1.00 1.00 1.00 0.00 1.00

sperf 2.40e+05 2.47e+05 2.16e+05 2.27e+05 — 6.64e+04
µR 0.00 0.00 0.00 0.00 — 0.22
µG 1.23e+04 1.27e+04 1.22e+04 1.17e+04 — 3.99e+03

µLM 18.43 18.38 15.97 23.01 — 19.88
100 Dimensions

min 7.78e+05 8.17e+05 6.40e+05 7.51e+05 — 1.93e+05
median 8.61e+05 9.16e+05 7.21e+05 7.86e+05 — 2.03e+05

max 9.29e+05 9.61e+05 8.00e+05 8.08e+05 — 6.75e+05
mean 8.60e+05 8.96e+05 7.20e+05 7.84e+05 — 2.56e+05

std 4.00e+04 4.59e+04 3.97e+04 1.38e+04 — 1.11e+05
ps 1.00 1.00 1.00 1.00 0.00 1.00

sperf 8.60e+05 8.96e+05 7.20e+05 7.84e+05 — 2.56e+05
µR 0.00 0.00 0.00 0.00 — 0.22
µG 3.87e+04 3.99e+04 3.75e+04 3.56e+04 — 1.36e+04

µLM 9.66 23.89 17.67 35.93 — 25.35

Table A.7: Number of function and gradient evaluations (min, median, max, mean, standard de-
viation) of the memetic Gaussian adaptation algorithm, optimizing the rotated cosine Rastrigin
test function. The first column indicates the used configuration. ps shows the success rate and
the column labeled sper f the success performance. µR and µLM mean the average number of
restarts per run and the average number of local optimization iterations per sample, respectively.
µG is the number of generations.The funnel size was assumed to be 1. The number of reruns is
50. The µ∗ are the mean number over the successful runs.

74



Conf. Φ1 Φ2 Φ3 Φ4 Φ4 Φ6

150 Dimensions
min 1.78e+06 1.79e+06 1.44e+06 1.69e+06 — 4.69e+05

median 1.95e+06 2.05e+06 1.66e+06 1.76e+06 — 4.86e+05
max 2.07e+06 2.14e+06 1.83e+06 1.81e+06 — 1.05e+06

mean 1.93e+06 2.01e+06 1.65e+06 1.76e+06 — 5.09e+05
std 8.66e+04 1.04e+05 7.99e+04 2.36e+04 — 1.09e+05
ps 1.00 1.00 1.00 1.00 0.00 1.00

sperf 1.93e+06 2.01e+06 1.65e+06 1.76e+06 — 5.09e+05
µR 0.00 0.00 0.00 0.00 — 0.04
µG 7.44e+04 7.66e+04 7.54e+04 6.82e+04 — 2.29e+04

µLM 7.14 31.86 23.71 50.99 — 33.03
200 Dimensions

min 3.25e+06 3.41e+06 2.59e+06 3.18e+06 — 9.23e+05
median 3.57e+06 3.78e+06 3.01e+06 3.23e+06 — 9.46e+05

max 3.72e+06 3.96e+06 3.29e+06 3.30e+06 — 2.01e+06
mean 3.56e+06 3.75e+06 2.99e+06 3.23e+06 — 1.01e+06

std 9.43e+04 1.20e+05 1.37e+05 2.66e+04 — 2.54e+05
ps 1.00 1.00 1.00 1.00 0.00 1.00

sperf 3.56e+06 3.75e+06 2.99e+06 3.23e+06 — 1.01e+06
µR 0.00 0.00 0.00 0.00 — 0.06
µG 1.18e+05 1.23e+05 1.22e+05 1.09e+05 — 3.98e+04

µLM 2.61 45.25 22.95 66.91 — 39.38

Table A.8: Number of function and gradient evaluations (min, median, max, mean, standard de-
viation) of the memetic Gaussian adaptation algorithm, optimizing the rotated cosine Rastrigin
test function. The first column indicates the used configuration. ps shows the success rate and
the column labeled sper f the success performance. µR and µLM mean the average number of
restarts per run and the average number of local optimization iterations per sample, respectively.
µG is the number of generations.The funnel size was assumed to be 1. The number of reruns is
50. The µ∗ are the mean number over the successful runs.
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A. Tables

Conf. Φ1 Φ2 Φ3 Φ4 Φ5 Φ6

10 Dimensions
min 5.54e+03 8.40e+03 1.99e+03 8.07e+03 3.01e+03 6.23e+02

median 1.16e+04 1.18e+04 1.18e+04 1.13e+04 9.15e+04 2.91e+03
max 1.58e+04 1.49e+04 1.46e+04 1.93e+04 — 1.47e+04

mean 1.16e+04 1.19e+04 1.14e+04 1.14e+04 1.39e+05 3.94e+03
std 1.87e+03 1.34e+03 1.95e+03 1.75e+03 1.23e+05 2.65e+03
ps 1.00 1.00 1.00 1.00 0.60 1.00

sperf 1.16e+04 1.19e+04 1.14e+04 1.14e+04 2.31e+05 3.94e+03
µR 0.02 0.00 0.00 0.02 0.00 0.30
µG 8.18e+02 8.37e+02 8.27e+02 8.02e+02 4.03e+03 2.99e+02

µLM 12.27 12.34 11.64 12.27 11.88 13.47
50 Dimensions

min 1.91e+05 2.05e+05 1.65e+05 1.87e+05 — 4.62e+04
median 2.11e+05 2.24e+05 2.07e+05 1.99e+05 — 5.06e+04

max 4.08e+05 2.47e+05 2.31e+05 2.14e+05 — 1.76e+05
mean 2.17e+05 2.25e+05 2.07e+05 2.00e+05 — 5.92e+04

std 3.54e+04 9.57e+03 1.17e+04 6.67e+03 — 2.57e+04
ps 1.00 1.00 1.00 1.00 0.00 1.00

sperf 2.17e+05 2.25e+05 2.07e+05 2.00e+05 — 5.92e+04
µR 0.04 0.00 0.00 0.00 — 0.14
µG 1.21e+04 1.21e+04 1.16e+04 1.08e+04 — 3.59e+03

µLM 24.20 25.61 20.57 18.84 — 21.91
100 Dimensions

min 6.63e+05 7.47e+05 5.94e+05 6.87e+05 — 1.89e+05
median 7.46e+05 9.17e+05 7.45e+05 7.16e+05 — 1.98e+05

max 1.91e+06 2.65e+06 — 7.37e+05 — 4.30e+05
mean 7.68e+05 1.31e+06 7.60e+05 7.15e+05 — 2.07e+05

std 1.68e+05 6.83e+05 1.60e+05 1.26e+04 — 4.60e+04
ps 1.00 1.00 0.98 1.00 0.00 1.00

sperf 7.68e+05 1.31e+06 7.75e+05 7.15e+05 — 2.07e+05
µR 0.02 0.00 0.00 0.00 — 0.04
µG 3.62e+04 5.01e+04 3.56e+04 3.31e+04 — 1.08e+04

µLM 24.41 44.47 27.85 25.14 — 27.64

Table A.9: Number of function and gradient evaluations (min, median, max, mean, standard
deviation) of the memetic Gaussian adaptation algorithm, optimizing the axis aligned ellipsoidal
Rastrigin test function. The first column indicates the used configuration. ps shows the success
rate and the column labeled sper f the success performance. µR and µLM mean the average
number of restarts per run and the average number of local optimization iterations per sample,
respectively. µG is the number of generations.The funnel size was assumed to be 1. The number
of reruns is 50. The µ∗ are the mean number over the successful runs.
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Conf. Φ1 Φ2 Φ3 Φ4 Φ5 Φ6

150 Dimensions
min 1.51e+06 1.65e+06 1.33e+06 1.50e+06 — 4.40e+05

median 1.62e+06 2.06e+06 1.60e+06 1.54e+06 — 4.55e+05
max 1.75e+06 — — 1.58e+06 — 4.93e+05

mean 1.62e+06 2.94e+06 1.64e+06 1.55e+06 — 4.57e+05
std 6.03e+04 1.68e+06 4.03e+05 1.99e+04 — 8.51e+03
ps 1.00 0.74 0.98 1.00 0.00 1.00

sperf 1.62e+06 3.97e+06 1.68e+06 1.55e+06 — 4.57e+05
µR 0.00 0.08 0.00 0.00 — 0.00
µG 6.85e+04 7.94e+04 6.81e+04 6.39e+04 — 2.10e+04

µLM 14.74 41.49 19.25 29.62 — 32.76
200 Dimensions

min 2.67e+06 2.90e+06 2.66e+06 2.58e+06 — 8.14e+05
median 2.80e+06 3.38e+06 2.75e+06 2.66e+06 — 8.32e+05

max 2.97e+06 — 2.88e+06 2.71e+06 — 8.95e+05
mean 2.80e+06 4.02e+06 2.76e+06 2.66e+06 — 8.37e+05

std 8.20e+04 1.96e+06 6.15e+04 3.15e+04 — 1.75e+04
ps 1.00 0.88 1.00 1.00 0.00 1.00

sperf 2.80e+06 4.59e+06 2.76e+06 2.66e+06 — 8.37e+05
µR 0.00 0.02 0.00 0.00 — 0.00
µG 1.09e+05 1.19e+05 1.08e+05 1.01e+05 — 3.56e+04

µLM 6.39 43.60 10.29 33.30 — 35.75

Table A.10: Number of function and gradient evaluations (min, median, max, mean, standard
deviation) of the memetic Gaussian adaptation algorithm, optimizing the axis aligned ellipsoidal
Rastrigin test function. The first column indicates the used configuration. ps shows the success
rate and the column labeled sper f the success performance. µR and µLM mean the average
number of restarts per run and the average number of local optimization iterations per sample,
respectively. µG is the number of generations.The funnel size was assumed to be 1. The number
of reruns is 50. The µ∗ are the mean number over the successful runs.
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A. Tables

Conf. Φ1 Φ2 Φ3 Φ4 Φ5 Φ6

10 Dimensions
min 5.39e+04 — 1.13e+04 — 3.13e+04 —

median — — 1.63e+04 — — —
max — — — — — —

mean 1.15e+05 — 2.97e+04 — 1.55e+05 —
std 5.28e+04 — 2.66e+04 — 4.72e+04 —
ps 0.12 0.00 0.86 0.00 0.20 0.00

sperf 9.56e+05 — 3.46e+04 — 7.76e+05 —
µR 1.67 — 0.14 — 0.00 —
µG 6.13e+03 — 1.28e+03 — 6.08e+03 —

µLM 16.57 — 19.05 — 20.61 —
50 Dimensions

min 2.60e+05 1.26e+06 2.28e+05 — — —
median 2.87e+05 — 7.26e+05 — — —

max 1.13e+06 — 7.97e+05 — — —
mean 4.06e+05 2.79e+07 5.54e+05 — — —

std 2.59e+05 2.56e+07 2.48e+05 — — —
ps 1.00 0.44 1.00 0.00 0.00 0.00

sperf 4.06e+05 6.34e+07 5.54e+05 — — —
µR 0.20 1.00 0.60 — — —
µG 1.79e+04 3.84e+04 3.25e+04 — — —

µLM 71.64 103.83 46.94 — — —
100 Dimensions

min 8.62e+05 — 7.69e+05 — — —
median 9.83e+05 — — — — —

max — — — — — —
mean 1.84e+06 — 2.07e+06 — — —

std 3.24e+06 — 6.74e+05 — — —
ps 0.88 0.00 0.20 0.00 0.00 0.00

sperf 2.09e+06 — 1.03e+07 — — —
µR 0.00 — 0.00 — — —
µG 4.08e+04 — 4.17e+04 — — —

µLM 49.17 — 59.18 — — —

Table A.11: Number of function and gradient evaluations (min, median, max, mean, standard
deviation) of the memetic Gaussian adaptation algorithm, optimizing the rotated, shifted, el-
lipsoidal Rastrigin test function. The first column indicates the used configuration. ps shows
the success rate and the column labeled sper f the success performance. µR and µLM mean the
average number of restarts per run and the average number of local optimization iterations per
sample, respectively. µG is the number of generations.The funnel size was assumed to be 1. The
number of reruns is 25. The µ∗ are the mean number over the successful runs.
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Conf. Φ1 Φ2 Φ3 Φ4 Φ5 Φ6

150 Dimensions
min 1.89e+06 — 1.40e+06 — — —

median 1.97e+06 — — — — —
max 2.22e+06 — — — — —

mean 1.98e+06 — 2.47e+06 — — —
std 7.55e+04 — 9.57e+05 — — —
ps 1.00 0.00 0.36 0.00 0.00 0.00

sperf 1.98e+06 — 6.85e+06 — — —
µR 0.00 — 0.00 — — —
µG 8.01e+04 — 7.89e+04 — — —

µLM 12.25 — 64.21 — — —
200 Dimensions

min 3.07e+06 — — — — —
median 3.47e+06 — — — — —

max — — — — — —
mean 3.34e+06 — — — — —

std 1.40e+05 — — — — —
ps 0.72 0.00 0.00 0.00 0.00 0.00

sperf 4.64e+06 — — — — —
µR 0.67 — — — — —
µG 1.26e+05 — — — — —

µLM 6.66 — — — — —

Table A.12: Number of function and gradient evaluations (min, median, max, mean, standard
deviation) of the memetic Gaussian adaptation algorithm, optimizing the rotated, shifted, el-
lipsoidal Rastrigin test function. The first column indicates the used configuration. ps shows
the success rate and the column labeled sper f the success performance. µR and µLM mean the
average number of restarts per run and the average number of local optimization iterations per
sample, respectively. µG is the number of generations.The funnel size was assumed to be 1. The
number of reruns is 25. The not successful runs never reached the maximum number of gener-
ations for the 200 dimensions case with Φ1. The µ∗ are the mean number over the successful
runs. There is no maximum function evaluations, because the method not always converged
before the runtime limit.
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Conf.
min
med.
max

mean
std
ps

sperf
µR
µG

µLM
fmin

31 Particles
Φ1 Φ2 Φ4

1.84e+04 1.28e+04 2.83e+04
3.24e+05 7.87e+05 4.71e+05
1.09e+06 2.37e+06 1.87e+06
4.44e+05 8.92e+05 6.07e+05
3.28e+05 7.71e+05 4.98e+05

1.00 1.00 1.00
4.44e+05 8.92e+05 6.07e+05

0.00 0.00 0.00
1.40e+03 2.76e+03 1.91e+03

336.91 340.00 346.83
-133.586 -133.586 -133.586

38 Particles
Φ1 Φ2 Φ4

1.24e+05 2.49e+04 3.65e+05
2.11e+06 2.90e+06 2.31e+06
4.57e+06 1.10e+07 4.87e+06
2.10e+06 3.84e+06 2.50e+06
1.19e+06 2.92e+06 1.13e+06

1.00 1.00 1.00
2.10e+06 3.84e+06 2.50e+06

0.00 0.00 0.00
5.78e+03 1.00e+04 7.02e+03

415.79 393.92 394.65
-173.928 -173.928 -173.928

Conf.
min
med.
max

mean
std
ps

sperf
µR
µG

µLM
fmin

50 Particles
Φ1 Φ2 Φ4

5.61e+04 1.06e+05 1.33e+05
8.27e+05 1.68e+06 1.05e+06
2.91e+06 5.96e+06 4.62e+06
9.52e+05 1.91e+06 1.22e+06
8.62e+05 1.35e+06 9.78e+05

1.00 1.00 1.00
9.52e+05 1.91e+06 1.22e+06

0.00 0.00 0.00
2.28e+03 4.60e+03 2.95e+03

422.31 427.53 435.15
-244.550 -244.550 -244.550

60 Particles
Φ1 Φ2 Φ4

4.43e+05 3.58e+04 1.31e+06
3.06e+06 2.80e+06 5.21e+06
2.08e+07 — —
5.48e+06 5.20e+06 6.85e+06
5.64e+06 5.77e+06 4.37e+06

1.00 0.96 0.96
5.48e+06 5.42e+06 7.13e+06

0.00 0.00 0.00
1.28e+04 1.10e+04 1.55e+04

483.42 479.52 470.52
-305.875 -305.875 -305.875

Conf.
min
med.
max

mean
std
ps

sperf
µR
µG

µLM
fmin

70 Particles
Φ1 Φ2 Φ4

8.47e+05 6.58e+07 1.83e+07
— — —
— — —

5.47e+07 9.45e+07 6.88e+07
2.53e+07 0.00e+00 1.09e+07

0.36 0.06 0.24
1.52e+08 1.70e+09 2.87e+08

0.89 1.00 0.83
9.37e+04 1.12e+05 1.13e+05

555.73 480.92 517.65
-366.892 -366.892 -366.892

75 Particles
Φ1 Φ2 Φ4
— — —
— — —
— — —
— — —
— — —

0.00 0.00 0.00
— — —
— — —
— — —
— — —

-396.282 -396.238 -396.282

Table A.13: Number of function and gradient evaluations (min, median, max, mean, standard
deviation) of the memetic Gaussian adaptation algorithm, optimizing Lennard-Jones cluster. The
first row indicates the used configuration. ps shows the success rate and the column labeled sper f
the success performance. µR and µLM mean the average number of restarts per run and the
average number of local optimization iterations per sample, respectively. µG is the number of
generations. fmin is the best achieved cluster potential of all the runs. The funnel size was
assumed to be 0.21 due to [15]. The µ∗ are the mean number over the successful runs.
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Conf.
min
med.
max

mean
std
ps

sperf
µR
µG

µLM
fmin

76 Particles
Φ1 Φ2 Φ4
— — —
— — —
— — —
— — —
— — —

0.00 0.00 0.00
— — —
— — —
— — —
— — —

-402.385 -402.369 -402.385

77 Particles
Φ1 Φ2 Φ4
— — —
— — —
— — —
— — —
— — —

0.00 0.00 0.00
— — —
— — —
— — —
— — —

-408.518 -408.518 -408.518

Conf.
min
med.
max

mean
std
ps

sperf
µR
µG

µLM
fmin

80 Particles
Φ1 Φ2 Φ4

2.37e+07 — 3.60e+07
— — —
— — —

6.97e+07 — 7.45e+07
2.47e+07 — 1.49e+07

0.44 0.00 0.30
1.57e+08 — 2.48e+08

0.25 — 0.00
9.02e+04 — 7.62e+04

586.84 — 594.21
-428.084 -427.365 -428.084

90 Particles
Φ1 Φ2 Φ4

4.69e+07 — 4.20e+07
— — —
— — —

9.95e+07 — 9.63e+07
1.19e+06 — 4.57e+06

0.22 0.00 0.18
4.48e+08 — 5.30e+08

0.50 — 0.50
1.17e+05 — 1.65e+05

693.22 — 843.77
-492.434 — -492.434

Table A.14: Number of function evaluations (min, median, max, mean, standard deviation) of
the memetic Gaussian adaptation algorithm, optimizing Lennard-Jones cluster. The first row
indicates the used configuration. ps shows the success rate and the column labeled sper f the
success performance. µR and µLM mean the average number of restarts per run and the average
number of local optimization iterations per sample, respectively. µG is the number of generations.
fmin is the best achieved cluster potential of all the runs. The funnel size was assumed to be
0.21 due to [15]. fmin of Φ2 in 90 particles is not known, because the method never converged.
The µ∗ are the mean number over the successful runs.
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Appendix B

Bond Order Parameter Figures

Bond order parameters (BOP) were initially introduced by Steinhardt et al.
[27] in 1983. They hold the information of the geometrical configuration
of crystals. There exist two different kinds of BOPs, the Q parameters and
the W parameters. In this thesis two, Q4 and Q6, are used to distinguish
between a icosahedral structure and a others, i.e. the Mark’s decahedron
(clusters with 75, 76 and 77 particles) and the face-centered-cubic (38 par-
ticles). For the sake of completeness, the figures B.1, B.2 and B.3 in this
appendix include the other two parameters, W4 and W6 which often are
used in practice too. The Q parameters are defined by

Ql =

(
4π

2l + 1

l

∑
m=−l

|Qlm|2
)1/2

with
Qlm =

1
Nb

∑
rij<r0

Ylm(θij, ϕij)

where Nb are all the neighbors of an atom which are not further away then
some predefined radius r0, i.e. the sum is over all the bonds for which the
two atoms do not have a bigger pairwise distance r0 in the cluster. Ylm(θ, ϕ)
describes a spherical harmonic and θ and ϕ are polar and azimuthal angles
to some arbitrary coordinate frame. Ql does not depend on the chosen
coordinate frame. We use the nearest neighbor criterion r0 = 1.391σ as
suggested by Doye et al. [5]. σ is the root of the Lennard Jones potential
function. Depending on parameter l, the parameter is sensitive to different
geometric structures. How to calculate the W parameters, is described in
[16], for example. We used the implementation of Wang1 to calculate the
bond order parameters.

1Available at http://www.pas.rochester.edu/~wangyt/index.html.
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B. Bond Order Parameter Figures
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Figure B.1: Trajectories of the bond order parameters versus the cluster energy. The left panel
shows the trajectory for Φ1 and the right one for Φ4. The number of particles is 38. Every
second generation is plotted. The 20 last ones are colored in black.
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Figure B.2: Trajectories of the bond order parameters versus the cluster energy. The left panel
shows the trajectory for Φ1 and the right one for Φ4. The number of particles is 75. Every
200th generation is plotted. Phi4 also finds the second best minimum, but because of the output
resolution the arrangement is never caught.
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Figure B.3: Trajectories of the bond order parameters versus the cluster energy. The left panel
shows the trajectory for Φ1 and the right one for Φ4. The number of particles is 90. Every 200th
generation is plotted. The last 20 printed steps are colored in black.
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Appendix C

Lookups

C.1 Wolfe conditions

We have a univariate function f , which we like to search for its minimum.
We have additionally a search direction pk, which means our search is re-
stricted to that direction. In other words, we are looking for the minimum
which is on the line

ϕ(α) = f (xk + αpk)

where xk is the value of the last iteration.

The Wolfe conditions now give some rule for α so that a sufficient decrease
at every iteration is given. The conditions are satisfied if the following in-
equalities hold:

f (xk + αk pk) ≤ f (xk) + c1αk pt
k∇ f (xk) (C.1)

pt
k∇ f (xk + αk pk) ≥ c2 pt

k∇ f (xk) (C.2)

with 0 < c1 < c2 < 1. When we look at equation (C.2), we see, that pk must
be a descent direction, i.e. pk∇ f (xk) < 0. By looking at the inequalities, one
sees that they assure the following for the step length α:

• (C.1) ensures that the step length αk decreases f sufficiently.

• (C.2) ensures that the slope has been reduced sufficiently. This means,
that we have made a big enough step towards the minimum (recall:
we are assuming a univariate world).

The main reason for imposing the Wolfe conditions in an optimization algo-
rithm is to ensure convergence of the gradient to zero. In particular, if the
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cosine of the angle between pk and the gradient

cosΘk =
∇ f (xk)

t pk

‖∇ f (xk)‖‖pk‖

is bounded away from zero and the (C.1) (C.2) hold, then ∇ f (xk)→ 0.

An additional motivation, in the case of a quasi-Newton method is that if
pk = −B−1

k ∇ f (xk), where the matrix Bk is updated by BFGS or DFP formula,
then if Bk is positive definite (C.2) implies Bk+1 is also positive definite1. For
more information see the publications of Wolfe ([31], [32]).

Byrd et al. suggest in their introduction of the L-BFGS-B method [2] a value
of 10−4 for c1 and 0.9 for c2.

C.2 Sherman-Morrison formula

We have given an invertible square matrix A and some vectors u and v.
When the following is fulfilled

1 + vt A−1u 6= 0

the Sherman-Morrison formula gives the equality

(A + uvt)−1 = A−1 − A−1uvt A−1

1 + vt A−1u

For more Details see for example Press et al. ([23], [24]).

1Informations from http://en.wikipedia.org/wiki/Wolfe_conditions
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Appendix D

Code

With this thesis, a library (libmGaA) is contributed. It contains the Gaussian
adaptation algorithm and the Gibbs Sampler implemented by Plattner [22],
as well as an interface for the L-BFGS-B implementation by Zhu et al. [33].
We had to make minor changes to the implementation of Gaussian adapta-
tion, to couple it with our interface to L-BFGS-B. L-BFGS-B has an interfaces,
which can either handle calls from Matlab or from Fortran. The following
chapters give an overview on how to handle the different modules of our li-
brary. There are make files available, which produce Matlab-accessible files.
These files must be started out of Matlab. They are called ”compile.m” for
the modules them selfs or ”compileAll.m”, which compiles all the modules
provided. We additionally provide a file ”mexopts.sh” which is used by the
mex compiler. The file works with a 64-bit MacOSX and the Intel Fortran
compiler.

D.1 L-BFGS-B

Files

The folder ”LBFGSB” contains all the files for the method L-BFGS-B.

• routines.f The implementation of Zhu et al. [33] but with minor
changes as described later in this section.

• lbfgsb.F: The main interface to the file routines.f. This file is directly
accessed when only Fortran is used. The function to call is the ”lbfgsb”
function. Details how to call it are in the file.

• lbfgsbFortran.F and lbfgsb mexModule.F: The files for the interface
of Matlab. How to access these is commented in the files.
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D. Code

• dataModule.F: Contains all the data types used for the method. It also
provides a Fortran type, containing all the iteration data, for example
the number of function evaluations.

• covLimitedModule.F: The function which evaluates the 99% probabil-
ity interval of the current covariance matrix and tests if the algorithm
has left this area. This is the function used for configuration Phi3 intro-
duced in section 3.1.

• lbfgsb.m: An example, how one can have more control over the local
optimizer, i.e. when the optimizer is used like this, the method returns
to Matlab at every iteration.

• compile.m: Compiles the L-BFGS-B part of the library.

• fRastrigin.F: Is the Rastrigin test function introduced in section 4.1.1
in Fortran code. This function is put in as an example, how a fitness
function should look like to work with our implementation.

Normalization and Step Size Control

We use the implementation of Zhu et al. [33] of L-BFGS-B for our library
(version 2.4)1. We added some lines of code to the downloaded code. First
we introduced the parameter funnelSize. This is the estimate of the funnel
size as described in chapter 3. In the line search procedure of the method,
we added the norming of the step size described in section 3.2. The use of
the estimated funnel size is inserted right after this normalization step.

1 subroutine lnsrlb(n, l, u, nbd , x, f, fold , gd, gdold , g, d, r, t,
2 + z, stp , dnorm , dtd , xstep , stpmx , iter , ifun ,
3 + iback , nfgv , info , task , boxed , cnstnd , csave ,
4 + isave , dsave ,
5 c added by Daniel Zuend
6 + funnelSize)
7
8 character *60 task , csave
9 logical boxed , cnstnd

10 integer n, iter , ifun , iback , nfgv , info ,
11 + nbd(n), isave (2)
12 double precision f, fold , gd , gdold , stp , dnorm , dtd , xstep ,
13 + stpmx , x(n), l(n), u(n), g(n), d(n), r(n), t(n),
14 + z(n), dsave (13)
15 c added by Daniel Zuend
16 double precision funnelSize
17 c **********
18 c
19 c Subroutine lnsrlb
20 c
21 c This subroutine calls subroutine dcsrch from the Minpack2 library
22 c to perform the line search. Subroutine dscrch is safeguarded so
23 c that all trial points lie within the feasible region.
24 c
25 c Subprograms called:
26 c
27 c Minpack2 Library ... dcsrch.

1Downloaded from http://www.cs.ubc.ca/~pcarbo/lbfgsb-for-matlab.html.

90

http://www.cs.ubc.ca/~pcarbo/lbfgsb-for-matlab.html


D.2. Gaussian Adaptation & Gibbs Sampler

28 c
29 c Linpack ... dtrsl , ddot.
30 c
31 c
32 c * * *
33 c
34 c NEOS , November 1994. (Latest revision June 1996.)
35 c Optimization Technology Center.
36 c Argonne National Laboratory and Northwestern University.
37 c Written by
38 c Ciyou Zhu
39 c in collaboration with R.H. Byrd , P. Lu-Chen and J. Nocedal.
40 c
41 c
42 c **********

. . .

81 endif
82 43 continue
83 endif
84 endif
85
86 if (iter .eq. 0 .and. .not. boxed) then
87 stp = min(one/dnorm , stpmx)
88 else
89 stp = one
90 endif
91
92 c added by Daniel Zuend
93 if (dnorm .ge. 1.0d0) then
94 d = d/dnorm
95 stp = stp/dnorm
96 stpmx = stpmx/dnorm
97 endif
98
99 c added by Daniel Zuend

100 stpmx = min(funnelSize/dnorm , stpmx)
101 stp = min(stp , stpmx);
102
103 call dcopy(n,x,1,t,1)
104 call dcopy(n,g,1,r,1)
105 fold = f

. . .

133 x(i) = stp*d(i) + t(i)
134 41 continue
135 endif
136 else
137 task = ’NEW_X’
138 endif
139
140 return
141
142 end

D.2 Gaussian Adaptation & Gibbs Sampler

For details about the implementation of the Gaussian adaptation method
and the Gibbs sampler, we refer to Plattner [22]. The only changes we made,
is in the use of the fitness function. Fitness functions in our implementation
need to return the input value x as well. An example of such a function
follows.
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1 %% Example function for the Gaussian adaptation algorithm
2
3 % Input
4 % x: The input vector.
5
6 % Output
7 % y: A vector of size of x. GaA works with this vector further on from here.
8 % f: The fitness value.
9

10 function [f,y] = exampleFitFun(x)
11
12 f = sum(x.^2);
13
14 if nargout == 2
15 y = x;
16 end

D.3 Memetic Gaussian Adaptation

The memetic Gaussian adaptation combines the modules described above.
To couple the Gaussian adaptation with L-BFGS-B, an example of a medi-
ator is added to the library. Gaussian adaptation sees the mediator as a
normal fitness function. But the mediator calls the local optimizer. This is
the reason, why the fitness functions are changed as described in section D.2.
An example of a mediator is provided in the library (mediatorMGaA.m). It
looks following.

1 % Mediator between GaA and L-BFGS -B
2 function [f,y] = mediatorMGaA(x)
3
4 lbd = -2*ones(size(x));
5 ubd = 2*ones(size(x));
6 nbd = 2*ones(size(x));
7
8 fitfun = ’frastrigin ’;
9

10 lbfgsbOpts.m = 5;
11 lbfgsbOpts.factr = 1e+7;
12 lbfgsbOpts.pgtol = 1e-3;
13 lbfgsbOpts.funnelSize = 1;
14 lbfgsbOpts.maxits = 1e+6;
15
16 if nargout == 1
17 f = feval(fitfun ,x);
18 else
19 [y, ~, iter_data] = lbfgsbFortran(’optimize ’, fitfun , x,lbd , ubd , nbd ,

lbfgsbOpts);
20 f = iter_data.f;
21
22 % Uncomment for Baldwinian viewpoint
23 % y = x;
24 end

These files are in the root directory of the library. The file ”testMGaA.m”
Shows an example, how to call the memetic Gaussian adaptation method.
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