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1. Introduction 
The goal of this lab rotation was to extend the existing ‘libpssa’ library from simulations of single 

reaction volumes to spatial simulations. To this end, I implemented the stochastic reaction-diffusion 

algorithm developed by Rajesh Ramaswamy (1). The rest of this report is structured as a combination of 

documentation to the library and general remarks about the development  

 

2. Command line interface 
The command line interface was modified extensively, because the existing interface would be too 

cumbersome with the addition of the additional parameters necessary for spatial simulations. For 

parsing arguments I chose to use the more flexible boost::program_options library rather than TCLAP. 

The new command line interface can read all parameters from a configuration file, while still allowing 

the parameters to be specified on the command line as well.  

By default, the program will look for a file named ‘config.cfg’, but different config files can be used by 

specifying the –config_file <file> option. 

If a parameter is specified in both the config file and the command line, the command line parameter 

will overwrite the value in the config file. 

Table 1 provides a list of available command line options. In the configuration file, these options are 

specified as “name = <value>” with one option on each line. Comments can be added with a #-prefix. 

 

  



Option Alias Description 

--help -h The program will display a list of program options and exit 
without running a simulation. 

--output_path <path> -o Specifies the path where output files will be written to. You 
should not include a trailing ‘/’. 

--sbml_file <file> -i Filename of the SBML file describing the system to be simulated 

--species <1,2,3,..> -s Comma-separated list of species ids for which histograms will be 
computed 

--dt <interval>  Time interval between outputs 

--tend <time>  End time of the simulation 

--tstart <time>  Time at which to begin outputting trajectories 

--ntrajectories <nrs> -n Comma-separated list of numbers of trajectories to simulate, e.g. 
“10,100,1000” 

--mode [trail|stat]  Mode of the simulation 

--methods <methods> -m Comma-separated list of simulation methods ids: 
0 – Gillespie’s direct method 
1 – Partial propensity direct method 
2 – PSRD with composition-rejection sampling 
3 – Sorting partial propensity direct method 
e.g. “2,3” 

--boundary <bc> -b Boundary conditions, can be either “periodic” or “reflexive” 

--volumetype <vt>  Volume description, can be either: 
“single” – a single subvolume with no diffusion 
“homogeneous2d” – a 2-d homogeneous grid 
“homogeneous3d” – a 3-d homogeneous grid 

--gridpoints <n>  Number of grid points along one dimension 

--omega  Size of the total volume 

--initialpop <type>  Specifies how the initial population specified in the SBML file is 
distributed across the volume: 
“distribute” – the population is evenly distributed, i.e. each  
  subvolume gets pop/num_volumes 
“concentrate” – the population is concentrated in the middle cell, 
  i.e. one subvolume gets everything 
“multiply” – the population is multiplied, i.e. each subvolume gets 
  the total population 

--verbose -v If specified, the program will print additional information to cout 

 

3. Data structure modifications 
In a stochastic reaction-diffusion setting, some of the data values are specific to each subvolume and 

others are constants over the entire reaction volume. Pssalib’s DataModel classes were extended with 

Subvolume member classes, and all the varying data moved into this structure. Although a different 

class layout would have been more natural, I chose for this implementation because it was closest to the 

existing framework. For the rest, the data structures directly correspond to the description in (1). 



Since the composition-rejection sampler is now used in two places – namely the sampling of subvolumes 

as well as the sampling of reactions (for method 2) – I refactored it to into a separate class to avoid code 

duplication. 

4. Algorithms 
The algorithms were implemented as described in (1). 

One modification was made: since the library currently does not support anisotropic diffusion, the 

‘target volume’ for a diffusion reaction is selected directly, avoiding the need for a linear search. 

Diffusion can still be inhomogeneous and/or anomalous. Modifying the algorithm to support anisotropic 

diffusion would be straightforward, however, specifying the diffusion tensor would be complicated for 

arbitrarily-shaped reaction volumes. 

Also note that the delay reactions are not yet supported. 

5. Testing 
A separate testing framework was implemented, which allows the library to be verified easily as it is 

developed further. To this end, a post-reaction callback was added that can perform checks after every 

reaction is executed. Three test cases have been implemented: 

 TestReaction – runs a multimerization simulation in a single subvolume. After each reaction, the 

sum over all species times the multimerization factors should remain constant. 

 TestDiffusion – runs a simulation without any reactions in a 2-d homogeneous grid, with all the 

molecules initially concentrated in one subvolume. After some time, the molecules should have 

diffused across the entire reaction volume. Currently it is not yet verified that the diffusion 

converges to the continuous exact solution for high molecule numbers. 

 TestReactionDiffusion – runs the multimerization simulation in a 2-d homogeneous grid. The 

conditions of both previous tests should hold simultaneously.  

Since I am most familiar with development on Windows, I ported the library to Windows before starting 

the project. Afterwards, I modified the library so that it also compiles again on Mac platforms. As a 

result, the library should now be mostly platform-independent. I did not test it on Linux, but I expect no 

major problems. The tests were run on my Windows machine as well as the bumblebee Mac 

workstation. 

6. Performance optimization 
One of the requirements of the project was that the simulation is not significantly slower than Rajesh’s 

implementation. I did an analysis of the performance of the library for a relatively simple reaction 

system, and added various performance optimizations. 



 Random number generation; the standard Mersenne Twister random number generator was 

used initially. One of the main bottlenecks in this generator is the conversion of unsigned 

integers to double-precision floating point values. The reason for this bottleneck is that there is 

no machine instruction for this operation on the x86/64 architecture. To circumvent this, a 

variant of the Mersenne-Twister which generates floating point values directly was used instead 

(2), which can also make use of SSE2 instructions to further speed up the generation. This 

variant has the same statistical quality as the original version. 

 The composition-rejection sampler uses log2 and exp2 to calculate bins. Since the bin indices are 

integer values, these operations can partly be done using fast bitshifts rather than floating point 

operations. 

 As I suspected from previous experience with SSA but contrary to what might be expected; 

Microsoft’s Visual C++ compiler (v10) generates faster code than Intel’s C++ compiler (v12), up 

to 20%, at least for my Intel processor. 

 I analyzed the performance on instruction-level using Intel’s Amplifier software; now there does 

not seem to be any individual bottleneck left that could still be optimized (barring algorithmic 

improvements, parallelization or architectural changes, of course). 

7. Conclusion 
The libpssa partial-propensity stochastic simulation library was successfully extended to include 

reaction-diffusion simulations. This version provides the basic capabilities and a relatively easy-to-use 

interface as well as testing framework. Nevertheless many more extensions and improvements can be 

still be made. 
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